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Abstract.  With relations growing larger and queries 
becoming more complex, parallel query processing is 
an increasingly attractive option for improving the 
performance of database systems. In this study, we 
exploit inter-operator parallelism to optimize the 
execution of multi-join queries. We focus towards the 
issues of scheduling the execution sequence of joins in 
a multi-join query and determine the optimized 
allocation of the processors for the execution of the 
joins. For scheduling the join sequences, we propose 
several heuristic approaches to generate the query 
execution plan for both the general and sequential tree 
join sequences. It can be inferred from our result that 
quality of the general join sequences is fairly close to 
the optimal one. Once the query execution plans are 
generated, we have to allocate the optimized number of 
the processors to the joins. In order to ensure the 
efficient performance of the processor allocation, we 
propose the concept of synchronous execution time for 
the inter-operator parallelism. The relationship between 
the first and second issue are addressed to optimize the 
query execution. We propose a two step approach to the 
query optimization for multi-join queries. We apply the 
join sequence heuristics to the build a bushy tree as 
though we build for single processors and then we 
allocate processors to bushy tree in top down approach 
through synchronous execution time for minimizing 
execution time. 
 
1. Introduction  
 
The objective of this paper is to examine the various 
issues encountered in the parallel query processing and 
to effectively use the high degree of the parallelism 
involved in the query execution of the relational 
database system. Joins are the most expensive relational 
operators. Although there are a wide variety of the 
efficient algorithms to implement the joins, query 
processing becomes complex when there are very large 
amounts of data and relations. This execution 
complexity can be fairly reduced by the usage of the 
parallelism to execute the multi-join queries. In this 
paper we will study the various query plan generation 

schemas and execution plans for inter-operator 
parallelism. We will develop and simulate several 
heuristic methods for the determining the several join 
sequences for the multi-join queries with the aim of 
minimizing the total amount of the work done. We 
study two types of join sequences, a sequential join 
sequence and a general join sequence (bushy tree 
approach). Our next objective is to determine the 
parallel allocation of joins to attain the minimum 
execution time for the each join and the overall time 
required for execution of all the joins. The processing 
time for a query depends upon the optimal number of 
processors allocated for the execution of joins, because 
the number of processors exceeds the limit than the 
efficiency decrease by the cost involved in the 
coordination of all the processors and the data transfer 
time. To minimize these effects we devise a heuristic 
approach for the processor allocation. The cost of the 
execution of the query is mainly expressed as the 
cardinalities of the resulting database relation.  
 
2. Join Sequence scheduling 
 
The key to the successful database query optimization 
is the effectiveness of optimizer in producing query 
execution plans. Initially we apply the various join 
sequence heuristics to the sequential join and general 
join sequences. The performance of the join sequences 
are evaluated by Greedy Method (Sgd), Optimal 
Permutation method (Sopt), heuristic for general 
sequence (Gmc), and Heuristic approach to Minimal 
Join Sequence (Gmt) under the assumption that the 
execution of the joins are done in single processor 
system.  
 
 2.1 Simulation Results 
 
The performance of the various query schemes 
developed for the query generation plans are evaluated 
through the simulation. For the input queries to be 
joined the number of the relations in the query were 
predetermined. The probability prob, determine the 
occurrence of the edge between the two relation. 
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From the results, we can clearly infer that the heuristic 
approaches Gmr and Gmc are closer to the optimal join 
sequences, Gopt than any other heuristic approaches. 
The complexity of these two approaches O(|V||E|) < 
O(|V|3) and this efficiency remains same even when the 
cardinalities of the relation increases. 
 
2.2 Processor allocations for executing join sequences 
 
The execution time required for a join depends upon the 
number of the processor allocated for each of the join. 
Increasing the number of the processors for a join, 
decreases the execution time until a saturation point is 
reached after that the execution time increases steadily 
this can be shown through the execution graph. This is 
mainly due to the combining effects of the limited 
parallelism exploited and excessive communication and 
coordination overhead over too many processors. In 
such a curve, an operation point is chosen from the 
graph based on the design objective; so that the 
execution efficiency is obtained by the best efficient 
pointy where the minimum number of the processors 
and the execution time is taken. The number of 
processor allocated to the each join can be determined 
using bottom up or top down approach. In bottom up 
approach, we determine the join sequences and the 
processor allocation at the same time, when the bushy 
tree is being built. In the bottom up approach for 
building the execution tree, inefficient allocation of the 
processor led to the high processor idle time and the 
system dependency. In order to avoid this idleness of 
the processor, we use the efficient synchronous 
execution time in the top down approach. In 
synchronous execution time allocation we allocate all 
the systems processors to the root join of the bushy tree 
because it is the last join to be performed. The 
processors allocated to the root node are partitioned into 
two clusters and allocated to the next two joins. 
Cumulative execution cost of the joins can obtain by 
adding the costs of the sub trees in the internal node.  
 
2.3 Simulation 
 
The execution sequences generated by the query 
generation plans are used as the input for this section. 
we generate 300 queries with the given number of the 
relations based on the probability value prob. For each 
query, scheduling schemas are determined to calculate 
the number of processors allocated to each join. For a 
multi-processor environment with 48 nodes are used for 
simulating each of the heuristic approaches. From the 
simulation results, it can be inferred that when the 
number of processors is small, the bottom up 
approaches show the good performance. But the use of 
top down approach with the synchronous execution 
time efficiently avoids the delay in query response time 

by considering the factors like execution dependency 
and system fragmentation. 
 
3. Conclusions 
 
In this paper, we explored the issue of optimizing the 
multi-join query in a multi-processor environment 
through the parallel execution of the independent 
operations. We proposed the heuristic approach to 
generate the query execution plans for the sequential 
join sequences and general join sequence. Heuristics 
approach to the general join sequences derived from the 
simulation show that the results are fairly close to the 
optimal solution. The results of the sequential join 
sequences are deviated from the optimal solution due to 
its consideration for the “local optimality. Once the 
query execution plans are generated, we execute the 
query under parallel environment by exploiting the 
inter-operator parallelism in the query. The 
Performance of the query execution, when the 
processors are allocated in the bottom-up and top-down 
approach is studied. The simulation results of both 
approaches show us that when we use the bushy tree for 
generating the query execution plans by allocating the 
processors in top-down approach we can efficiently 
utilize the independent operations to be executed in 
parallel.  
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