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ABSTRACT 

MapReduce is a framework for processing highly distributable tasks across huge datasets 

using a large number of compute nodes. As an implementation of MapReduce, Hadoop is widely 

used in the industry. Hadoop is a software platform that utilizes the distributed processing of big 

data across a cluster of servers. Virtualization of Hadoop Cluster shows great potential as it is 

easy to configure and economical to use. With some of the advantages like rapid provisioning, 

security and efficient resource utilization, Virtualization can be a great tool to increase efficiency 

of a Hadoop Cluster. However, the data redundancy which is a critical part of the Hadoop 

architecture can be compromised using traditional Hadoop data allocation methods. MapReduce 

which is known for its I/O intensive applications faces a problem with the decrease in data 

redundancy and unbalanced load in the virtual Hadoop cluster. In this research, the authors 

consider a Hadoop cluster where multiple virtual machines (VMs) co-exist on several physical 

machines to analyze the data allocation problem in a virtual environment. The authors also 

design a strategy for file block allocation which is compatible with the native Hadoop data 

allocation method. This research shows the serious implications of the native Hadoop data 

redundancy method and proposes a new algorithm that can correct the data placement in the 

nodes and maintain the redundancy in Hadoop cluster.  
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CHAPTER 1 

INTRODUCTION 

  We live in a world that runs on data. Every time we go on the Internet, send an email, 

make a phone call, or pay a bill, we create data. All this data needs to be stored in huge data 

chunks. These data chunks are stored in thousands of disks or hard drives. The combined space 

of all hard drives in the world was estimated to be about 160 Exabyte in 2006 [1]. And as of 

2009, the entire World Wide Web estimate to contain close to 500 Exabyte of data. That’s half a 

Zettabyte. A Zettabyte is equal to 1 billion terabytes.  

The data is increasing exponentially and the data set is so large and complex that it 

becomes difficult to process it using traditional database management tools.  New challenges 

arise in data capture, storage, search, share and analysis. Big data are difficult to work with using 

relational databases and includes data sets with sizes beyond the ability of commonly used 

software tools. It requires massively parallel software running on hundreds of servers. 

The management of unstructured data is recognized as one of the major problems in the 

Information Technology (IT) industry. The main reason for this issue is the tools and methods 

that were successful using the structured data does not work when we use it in unstructured data. 

The data which is unstructured  mainly contain text, numbers and dates. Example of unstructured 

data includes video files, audio files, word documents and logs. Experts estimate that 80% of all 

potentially usable business information originates in unstructured form [2]. 

 It has been estimated by experts that in next five years, there would be at least 700% 

increase in data. The estimation also states that around 75% of all data would be unstructured 
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and likely to grow several times more than structured data[3]. Figure 1 shows the industry trends 

of unstructured data forecasted from the Forrester survey of 60 CIO in September 2011. 

 

Figure 1: Industry Trends of Data [4] 

1.1 Data Storage and Analysis 

Over the years, the capacity of the hard drive has increased exponentially. However, the 

access speeds have not kept up. For example, a storage drive from early 90s could store around 

1370 MB with a read speed of about 4.4 MB/s. This meant that, reading data from a full drive 

would take  5 minutes. Today, with one terabyte drives having a read speed of around 100 MB/s, 

the time taken to read a full drive would be more than 120 minutes[5]. One way to reduce the 

read time from the hard drive is to read from multiple disks simultaneously using distributed data 

read. 

Though it seems convenient to be able to read and write data in parallel to or from 

multiple disks, there are two main problems to overcome to implement Distributed Data Storage. 
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The first problem to be solved is that of hardware failures. The probability of a hardware to fail 

increases proportionally with the cluster of hardware we use. Replication of data is one of the 

common ways to avoid data loss. The redundant copies of blocks of data are stored on different 

hardware to ensure that there is a replica available in case of a failure. This replication of data 

that is used in storage technology called “RAID” that combines many hard drives into a logical 

unit. However, the Hadoop Distributed File System (HDFS) takes a slightly different approach 

as discussed in section 1.2.  

The second problem is to analyze and combine the data. This issue is addressed using the 

Distributed Data Analysis tool called MapReduce. The MapReduce is a framework for 

processing parallel problems across huge datasets using a large number of nodes. It is a method 

to distribute parts of the program for each machine in the cluster, to convert them into sets of 

keys and values.  

Figure 2 shows the current trends in the enterprise adoption of Hadoop. Over the years 

the percentage of Hadoop usage in production has been increasing. 

 

Figure 2: Industry Trends with Hadoop in Enterprise [4] 
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1.2 Hadoop 

Hadoop is a software platform that allows for processing of Big data by distributing it 

across clusters of servers. It is designed to scale up from a single server to hundreds of machines, 

with a high degree of fault tolerance. Doug Cutting was the creator of Hadoop and it is based on 

the open source search engine called Nutch. The name Hadoop is not an acronym, it is a made up 

name by Doug’s son [5]. 

 

Figure 3: Hadoop's fit in Analytical Enterprise Process 

The Hadoop concept of distributed processing was originally taken Google’s 

MapReduce, in which an application is broken down into several pieces and processed in each 

machine. These processed results are combined and reduced in the end by the application. The 

applications can be processed in hundreds of machines involving thousands of terabytes of data. 
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Hadoop Distributed File System (HDFS) offers a fast data transfer among the nodes and provide 

redundancy to continue operation in case of a node failure. 

The major players like Google and Yahoo use Hadoop framework for applications 

involving search engines and analytics of data [6]. Not every device including disks, switches 

and communication links are considered to be reliable. Due to this consideration of unreliability, 

we can use commodity servers with acceptable performance and unprotected data storage in the 

cluster. 

Hadoop’s design and capability to process large data with efficiency make it the best suited 

platform for data transformation, integration, and analytics platform [7]. Hadoop can be used in 

the following scenarios: 

 Content customization: Creation of a user-related content, user-friendly experience 

displaying meaningful ads and customizing home pages. 

 Supply Chain Management:Products can be arranged and handled better with the help of 

analysis of previous data. Some of the fields include defense, retail and transportation. 

 Bioinformatics: Applying genome analytics and DNA sequencing algorithms to very 

large data sets. 

 Beyond analytics: Transformation of data from one form to another, including adding 

structure to unstructured data prior to bringing them together with existing structured 

data.  

 Miscellaneous uses: Accumulating large blocks of data from multiple sources and 

integrating them into a single file and moving large amounts of data from one location to 

another.  
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1.3 Virtualized Hadoop Environment 

Hadoop is emerging as the standard data processing technique for Big data. However 

companies may refrain from utilizing the power of Hadoop due to the requirement of physical 

machines and complexities during installation and usage. Virtualization can bring the benefits of 

a cloud infrastructure, optimal resource utilization, rapid deployment, high-availability, elasticity 

and security to Hadoop. 

 

Figure 4: Virtualized Environment 

Given below are a few advantages and scenarios for a virtualized infrastructure to run 

Hadoop [8]. 

 Rapid Provisioning: Virtualization tools for example cloning of virtual machines and 

using a template results in increased deployment speed in the cluster. In Hadoop, this 

capability of rapid provisioning can be used to increase the cluster size by adding new 

nodes to the cluster. 

 Reliability: In Hadoop, the Distributed File System maintains replica in different 

machines to provide fault tolerance. However, there are several major components that 



 

7 

 

are a single point of failure in the system. For example, Virtualization of Hadoop can 

address the high availability of NameNode and JobTracker which have a single point of 

failure. 

 Efficiency: Hadoop when used in virtualized environments can increase efficiency by 

running two or more different workloads. Running Hadoop alongside other application 

forms an elastic environment. The efficiency of the cluster increases by sharing the 

resources allowing different kinds of resources to be used simultaneously which results in 

less usage of hardware and infrastructure. 

 Security: Virtualization in an enterprise provides security by isolating the virtual machine 

and providing boundaries for data security. The Hadoop cluster can be deployed in an 

isolated group of virtual machines which provides security to the data and nodes.  

 Time sharing: Unused capacity of the hardware can be utilized by assigning two or more 

different workloads during a low hardware usage time in different virtual machines. 

 Maintenance: Hadoop nodes can be deployed and easily moved in the cluster using 

virtualization technologies like cloning.  

 A Hadoop-as-a-Service (HaaS): With the increase of cloud computing in recent years, 

there is a need to deploy Hadoop cluster in the cloud for customers to benefit from 

virtualization. 

From the study of virtualized Hadoop performance on VMware vSphere 5, we can see that 

the performance alone can be a compelling factor for Hadoop to run in a virtualized 

environment. When a single virtual machine is installed on a physical machine, the average 

increase in execution time is around 4% when compared to the native Hadoop configuration. The 

decrease in performance is a small price to pay when we compare it to all other benefits of 
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virtualization in Hadoop. When two or more virtual machines are deployed on one physical 

machine, results show an average increase of performance of 14% when compared to native 

Hadoop configuration [7]. One of the good examples of virtualized Hadoop is Amazon Elastic 

MapReduce, which utilizes Hadoop technology to enable MapReduce computing [9].  

1.4 Motivation 

In this data age, the ever growing data needs to be processed and analyzed so that we can 

use this data for various purposes in the industry. Hadoop recently has emerged as a standard for 

data processing for big data and by virtualizing Hadoop we can take advantage of many add on 

technologies of virtualization such as rapid provisioning, high availability, fault tolerance, 

efficiency and security. However, using Virtualization in Hadoop has its disadvantages. One of 

them is the disk sharing which reduces the data redundancy factor. 

In this research, we are trying to eliminate the problem of reduced data redundancy in 

Hadoop HDFS with a programming model which corrects the data block placement in the 

DataNodes and maintain the redundancy factor with respect to the physical machine. By 

mitigating this problem, we can effectively use Hadoop in a virtualized environment and thus 

improving the efficiency of Hadoop in data centers. 

1.5 Organization of Thesis 

This thesis provides the reader with a detailed description of Hadoop Technology, the 

issues to be addressed in a virtualized environment and the way to mitigate the problem of data 

redundancy by correcting the data block placement in DataNodes. 



 

9 

 

Chapter 2 renders a detailed description of the architecture of Hadoop, the file I/O 

operations and replication management. This chapter also provides the explanation of the 

problem and hypothesis to mitigate the problem. Chapter 3 along with the methods and models 

to address the issue also explains the proposed solution through examples. Chapter 4 describes 

the findings followed by discussion on these findings. Chapter 5 provides the conclusion 

followed by the future work. 
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CHAPTER 2 

HADOOP 

 In this chapter, we discuss the architecture of Hadoop, the file I/O operations and 

replication management of Hadoop. Figure 5 explains the main process and the servers required 

for successful deployment of Hadoop. The main servers required are categorized into clients, 

masters and slaves.  

 

Figure 5: Servers in Hadoop Deployment 

The master node is the server that oversees the operation of the many daemons. The 

daemon is a program that runs as a background process. The master node has two main 

functional processes. One is for storing the data, which is taken care of in HDFS and the other is 

for running parallel computation on that data which is taken care of by MapReduce. The storage 
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of data in multiple devices is organized by the HDFS NameNode daemon and it has a Secondary 

NameNode as a backup. Similarly MapReduce process is overseen by JobTracker daemon [5]. 

The slave nodes constitute a vast majority of the servers in Hadoop deployment and they 

store the data and run the computations. Each slave node runs both DataNode and TaskTracker 

daemons that communicate and receive instructions from their masters which are the NameNode 

and the JobTracker respectively.  

The HDFS is used to store Big data and to transfer the data at very high speed to the user 

[10]. In the Hadoop Distributed File System (HDFS), the daemon processes are categorized as 

NameNode, DataNodes and HDFS Clients.  

2.1 NameNode 

The NameNode maintains the namespace tree, which is a hierarchy of files and 

directories. NameNode also maintains the mapping of the user-selectable file blocks (which are 

typically 128 megabytes) to DataNodes. The HDFS Client contacts NameNode to receive the 

location of the data blocks which is closest to the client. It also gives a list of DataNodes for the 

client to write the data blocks. 

The Hadoop Distributed File System saves the entire namespace in memory and this file 

system keeps track of the block information, which comprises each file, while the metadata 

keeps track of the blocks present in each DataNode. For protection, this information is backed up 

into the Secondary NameNode. A common misconception about the Secondary NameNode is 

that it provides a high availability backup for NameNode. The Secondary NameNode only has a 

record of information and it cannot be used as a instant backup. So, if NameNode goes down, the 

Secondary NameNode cannot be used as the NameNode instantly, The Secondary NameNode 
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occasionally connects to the NameNode once an hour and takes a copy of NameNode’s memory 

metadata and its file system information. It updates itself every hour so it can provide the backup 

information in case of NameNode failure so that the Secondary NameNode can be used to 

recover the NameNode [5]. 

 

Figure 6: NameNode Operation 

 

2.2 DataNode 

The information about replica on each DataNode is saved in two files. One is the data and 

the other is the metadata for that block with checksum. The size of the block saved in the local 

hardware is equal to the size of the block. Thus, the block does not require extra space to save it 

in a total block size (normally 128 megabytes) as in traditional file systems. So, if a block is not 

full, it utilizes only that percentage of space on the local drive. 
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The handshake is performed with the NameNode when a new DataNode tries to be part 

of the cluster.The purpose of this is to verify namespaceID as well as software version. It also 

checks for the Hadoop deployment version in the DataNode, if the version is not the same then 

the DataNode is not added to the cluster. The namespaceID is the identifier in the Hadoop and is 

assigned to the DataNode file system. A DataNode that joins the cluster without any 

namespaceID will receive the clusters namespaceID. 

After the handshake procedure is completed, NameNode adds the DataNode to its list of 

DataNodes. A permanent storageID is assigned to the DataNode for the first time. The storageID 

is an identifier given to the DataNode to be recognized by the NameNode when the DataNode is 

restarted and a new IP address is assigned to it by the DHCP. In the process of sending block 

reports, the DataNodes informs the NameNode about the data replicas. The block report has the 

stamp and length of the block. In the registration process, the DataNode sends the first block 

report almost instantly after registration and the following reports are sents in a time period of 

one hour to inform NameNode about the changes done in DataNode. 

The NameNode receives the heartbeats from the DataNodes to get the status of the 

DataNode. Heartbeats has the information about capacity, in use storage and the simultaneous 

data transfers currently in the process from the DataNode to the NameNode. The NameNode 

uses the heartbeats for space allocation and load balancing. After heartbeat is received by the 

NameNode, it utilizes it reply to send commands back to the DataNode [10]. The commands like  

replicate, remove, shutdown and send block report are used by the NameNode to send to the 

DataNode. 



 

14 

 

 The default interval of a heartbeat is 3 seconds and if NameNode does not receive a 

heartbeat within in ten minutes, it considers the DataNode to be out of service and NaemNode 

processes that the block replicas are unavailable. The NameNode schedules for the DataNode to 

replicate the blocks to the other DataNodes.  

2.3 HDFS Client 

 

Figure 7: HDFS Client Operation 

HDFS supports operations that read, write, and delete files. It also supports operations 

that create and delete directories. When an application in the client wants to read a file, the 

HDFS client communicates with the NameNode for the list of DataNodes that has the block 

replicas of the file and it also determines the closest location of DataNode to transfer the block 

[10].  

Figure 7 explains the process of  client writing the data into the Hadoop cluster. The 

client communicates with the NameNode for it to choose the DataNode that will host the data 
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block replicas of the file. Unlike traditional file system, Hadoop Distributed File System 

provides an Application programming interface that gets the locations of the blocks. An 

application such as MapReduce uses API to schedule a task to the location of the data, thus 

improving the performance. 

2.4 Data Flow Analysis of HDFS 

 Data flow analysis is a process of analyzing the dependencies between the daemon 

programs like the NameNode, DataNodes and HDFS Client in read and write operations. The file 

read and writes data flow shows the steps each daemon performs to read and write the data and 

analyze the dependencies in the Hadoop Distributed File System (HDFS).  

2.4.1 File Read 

Consider Figure 8, which explains the steps while reading a file and the flow of the nodes 

in Hadoop cluster. The step 1 represents the client opening a file, which it then read by calling an 

API open() which is an instance of Distributed File System. In the step 2, the Distributed File 

System (DFS) asks the NameNode for the list of DataNodes for the client to read the blocks for 

the file. The NameNode sends the list of DataNode addresses that have the block replicas for the 

file to be read to the DFS.  

The DFS returns to the Data Input Stream (DIS) which supports various file seeks so that 

it can then process the data. The step 3, 4 and 5 represent the DIS which has stored the address of 

DataNode connects the closest DataNode for the first block of the file. After the end of block 

read it will close the connection to the DataNode as shown in the step 6. 
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Figure 8: File Read Procedure 

When the client has finished reading, it calls for close, an API on the Data Input stream 

while reading. If the Data Input Stream (DIS) detects an error while transferring the data to the 

DataNode, DIS contact the next DataNode in the list for the block. After the block is transferred 

it checks for the integrity of data. If a corrupt data block is found, the client will report to the 

NameNode and it tries to read the same block from other DataNode [10]. 

2.4.2 File Write 

Consider the case of creating a file, writing data into it and then closing the file. Figure 9 

shows the main sequence of events for this operation.  
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Figure 9: File Write Procedure 

The client creates a file by calling create API in Distributed File System (DFS) as shown 

in step 1. In step 2 DFS contacts the NameNode and asks it to create a new file [11]. The 

NameNode performs checks to verify that the file does not exist. Furthermore, the NameNode 

also checks for permission to create a file. The NameNode sends a list of DataNodes in which 

the client can write the first block. The steps 3, 4 and 5 explain the Distributed File System 

(DFS) returning to the Data Output Stream so the client can start writing to the DataNode. As the 

client writes the data, the Data Output Stream splits it into packets and sends the packets to the 

data queue. The list of DataNodes sent by the NameNode forms a pipeline. The client sends the 

packet to the first node in the list given by the NameNode, it then stores the packet and forwards 

it to the second DataNode, similarly to the third, assuming the replication factor of three.  
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If a DataNode goes down while receiving the data, then the pipeline closes as shown in 

step 6. The Data Output Stream removes the DataNode from the pipeline and the remaining two 

DataNodes will receive the blocks. The NameNode determines that the block is under replicated 

from the block list given by the DataNodes at heartbeat and commands a DataNode to replicate 

the block to other node so that the replication needs are met. And if the process does not detect 

any error, the block transmission pipeline goes through three stages as shown in the Figure 10.  

 

Figure 10: Data pipeline during data block construction [10] 

Figure 10 shows a pipeline of three DataNodes and a block of five packets. The bold 

lines show the block transmission, the dashed lines show the acknowledgements given back by 

the DataNode and the thin lines shows the control messages between the nodes. The time interval 

t0 to t1 shows the pipeline initiation. The interval t1 to t2 shows the data streaming, where t1 is 

when the first packet is sent and t2 is when last packet is acknowledged. The time interval t2 to t3 

represent the closing of the pipeline. When writing of the data to the DataNodes is completed by 

the client, it initiates the close API in the Data Output Stream and thus completing the write 

operation [5].  
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2.5 Block Replica Placement 

When we consider a scenario of large cluster, it is not recommended to connect all nodes 

of Hadoop in one flat topology. We need to have racks for efficient communication in which 

DataNodes are deployed and these nodes share a switch in the rack. The network bandwidth 

between DataNodes which are present in the same rack have greater bandwidth when compared 

to the bandwidth between DataNode present in different racks.  

HDFS calculates the network bandwidth and delay by the distance between two nodes. 

The network bandwidth for the following list of communication decreases as we go from the top 

of the list to the end [10]. 

 Processes on the same node. 

 Different nodes on same rack. 

 Nodes in different racks 

 Nodes in different data centers. 

Distance (/d1/r1/n1, /d1/r1/n1) = 0 (on the same node) 

Distance (/d1/r1/n1, /d1/r1/n2) = 2 (on the different nodes)  

Distance (/d1/r1/n1, /d1/r2/n3) = 4 (on the different racks) 

Distance (/d1/r1/n1, /d1/r3/n4) = 6 (nodes in different data centers) 

Where,  

dx – Data Center number 

rx –  Rack number 

nx – Physical machine number 



 

20 

 

The default block placement strategy provides a tradeoff between minimizing write cost 

and maximizing data reliability, availability and aggregate read bandwidth. Figure 11 explains 

the allocation method for adding a new block to the cluster, HDFS places the first replica on the 

node where the writer is located, and then places the second and third block replica on two 

different nodes in a different rack.  

 

 

 

 

 

 

 

 

 

Figure 11: Replica placement strategy 

This block placement policy reduces the communication between the DataNodes present 

outside the rack. Because the chances of a rack failure are generally less than that of a node 

failure, this method increases the fault tolerance of the cluster. The default HDFS block replica 

placement has two main policies. First, DataNode contains only a replica of a block. Second, 

Rack contains only two replicas of a block. 
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2.6 Problem with Data Redundancy in Virtualized Hadoop 

Servers with multi-core CPUs supporting virtualization can run two or more virtual 

machines simultaneously. However, by implementing virtualization it shares the I/O resources 

and could lead to some problems. In normal operation of HDFS, one file block has two copies in 

different DataNodes in case of data corruption. When MapReduce runs in a virtual environment, 

we can find few major problems [12]. 

 Disk sharing reduces the data redundancy factor. As Hadoop distributed file system treats 

all virtual machines as physical machines, the data block replicas are allocated to 

different virtual disks. However, when we see from a physical machine point of view 

they may actually be in the same physical disk. And if this physical machine goes down, 

the file blocks whose data replicas are on that disk become unavailable. 

 Disk sharing may result in unbalanced data distribution, therefore resulting in unbalanced 

workload. There are two aspects to be considered with respect to the physical machine in 

a virtual environment. One of these aspects is the distribution of blocks that the physical 

machine holds and the other is the number file block collisions that occur in this system.  

File block collisions occur when two or more block replicas are on the same physical 

machine though different virtual machines. In MapReduce, when running MapTask it 

prefers to choose the local machine containing the file block. If it is unavailable, then the 

block must be transferred from another machine. The physical machine containing more 

file blocks or more replicas is more likely to have been allocated more workload. 
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Figure 12: Virtual Hadoop Environment 

In a virtual environment, different virtual machines that share one physical machine 

would also share various hardware resources such as memory, CPU, hard drive and network. 

However, due to the isolation of virtualization, the different virtual machines recognized each 

other as a physical machine. In the Hadoop’s architecture point of view, there is no difference 

between a virtual machine and a physical machine [13]. However in Hadoop’s performance point 

of view, differences emerge. Virtualization introduces extra overhead and also introduces 

interference on I/O. Furthermore, the locality issue can be a big problem for the Hadoop data 

redundancy policy. For example, when NameNode allocates three replicas of a file block, these 

replicas are allocated in different machines in Hadoop’s view. But if these machines are 

virtualized, two or three replicas of the block can be on the same physical machine. Thus, it 

causes imbalanced workload. And if a physical machine is not working, the data blocks may not 

be recoverable.  



 

23 

 

Suppose we have a Hadoop cluster containing eight physical machines, and each machine 

has one hard drive with the default replication of file being 3. The HDFS client wants to write a 

file into the cluster. The file is divided into 8 blocks. The Hadoop strategy saves the block into 

different DataNodes [12]. However from the point of view of a physical machine, it has 3 

DataNodes. Using Hadoop data allocation strategy from the physical machine point of view, the 

data pattern may occur as Figure 13.  

 

Figure 13: File block distribution in Virtual Hadoop [12] 

From Figure 13 we can see that the block 2 and all of its block replicas are on the 

physical disk 5, which means that the distribution is not balanced. If the physical machine 5 is 

not working, block 2 cannot be recovered. To evaluate the data pattern, we consider 

ActualReplicaNum (ARN).  
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ActualReplicaNum (ARN) is the average number of unique blocks in a physical machine 

[12]. If the replica factor is 3, then the ideal value of ARN is also 3. 

 

------- Eq. 1 

Where, 

           p – physical machines  

           n – file blocks 

           Diffblock [i] – number of different file block replicas in each disk 

In the example from Figure 13,  

           n=8, p=8 

           ActualReplicaNum (ARN) = 1/8 (2+3+3+4+1+4+2+1) = 2.5 

           Ideal value = 3 

2.7 Hypothesis 

To mitigate the problem of file block redundancy which is the main focus of this thesis, the 

authors propose a location-aware file block reallocation strategy for Hadoop. In this thesis, the 

model is aware of the locations of virtual machines. This model allocates file block replicas 

which are redundant with respect to the physical machines and to the DataNodes present on other 

physical machines. The following are the main benefits that can be achieved by using our 

strategy. 
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 Automatically detect the virtual machines in a cluster and create a topology of nodes that 

show the virtual machines in each physical machine.  

 This strategy works efficiently in a hybrid model as well. For example, consider a cluster 

in which DataNodes in physical machines are more than DataNodes in virtual machines.  

 It retains data redundancy as in a physical environment. As block replicas are allocated to 

different physical machines, the data is recoverable in case the physical machine goes 

down.  
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CHAPTER 3 

 

LOCATION AWARE FILE BLOCK REALLOCATION 

 

The proposed model for location-aware file block reallocation algorithm can be used to 

find the DataNodes location, detecting virtual DataNodes, analysis of File Blocks, detecting the 

redundant Blocks with respect to a physical machine and transfer of File Blocks in the 

DataNodes. The three main phases of this algorithm consist of the Topology of Hadoop Cluster, 

Analysis of File Blocks and Block Transfer.  

3.1       Phase I: Topology of Hadoop Cluster 

In this phase we will look at the method to find the IP address of the NameNode and the 

DataNodes. After finding the IP address to communicate, we will detect if the DataNodes are 

present in the virtual machine or in the physical machine. The last step in this phase is to have a 

topology of virtual machines present in the physical machine. 

3.1.1 Find the NameNode and DataNode IP addresses 

NameNode maintains the namespace tree which is hierarchy of files and directories and 

also the mapping of the file blocks. To get the file block’s information, we need the IP address of 

the NameNode. The NameNode IP address is located in the configuration files of Hadoop 

deployment, in the file core-site.xml . The parameter fs.default,name has the IP address of the 

NameNode [14]. From the Algorithm 1, the first 2 steps represent the extraction of the IP address 

of NameNode.  
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Figure 14: NameNode and DataNode Location in Configuration Files 

 

DataNodes are the work force of the Hadoop cluster. These nodes maintain the file 

blocks and communicate with NameNode and Clients for processing of data. A Hadoop cluster 

can have many DataNodes and it can be installed in either a physical machine or a virtual 
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machine. To find the topology of the DataNodes, we need the list of DataNodes present in the 

cluster. 

The list of IP addresses can be found in the configuration file slaves. The steps 3 to 7 in 

Algorithm 1 represent the reading and saving the IP addresses of DataNode’s IP addresses in a 

datanode[] array. 

3.1.2 Detect the VirtualNodes in DataNodes 

A virtual machine (VM) is a software simulation of a machine and can be used to run 

applications as if it were run on a physical machine. A virtual machine has its own virtual 

processor, memory and network interface.  

An operating system sees the virtual machine as a physical machine due to the 

virtualization and cannot tell difference between them. Likewise, applications or other computers 

on the network are unable to tell the difference between a VM and a physical machine. However, 

if we search for the manufacturer of the hardware in the virtual machine, we can find the names 

of the organization that deploys virtualization. For example VMWare can be found when we 

search for the manufacturer.  

In the Linux operating system, if  we need to find the hardware is virtual, we need to look 

for the virtualization manufacturer. The following command is used to search for the 

manufacturer from the system hardware [15]. 

$ dmidecode | grep –i “Manufacturer :<Manufacturer_name>” 



 

29 

 

Dmidecode reports the information about the system hardware as described in the system 

BIOS. The grep command is used for searching plain text data sets in lines matching a regular 

expression. 

From the Algorithm 2, we will remotely login to the DataNodes and send the command to 

detect the virtualization manufacturer. The list of DataNodes which are present in a virtual 

machine are saved in virtualnode[] array. 

 

Output of Algorithm 2: 

 

3.1.3 Topology 

Once we have detected the virtual nodes in the cluster, to have the topology we need to 

find the virtual machines present in each physical machine. The key virtual networking 

components provided by virtual infrastructure is the virtual Ethernet adapter used by virtual 
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machines and virtual switches that connect virtual machines to each other and connect both 

virtual machines and the server to external networks. 

 

Figure 15: Topology 

 

Figure 15 explains the test bed in this thesis having three virtual machines at each 

physical machine and the physical machine is connected by a Physical Switch. The Virtual 

Switch connects the three virtual machines and to the NIC of the physical machine [16]. 

The ping command is used to check the connectivity of two machines. It is also used to 

check the latency between two nodes. In this scenario the round trip time (RTT) for one virtual 

machine to communicate with any other virtual machine in two different physical machines is 

higher than the communication between two virtual machines in one physical machine. This is 

because of the Virtual Switch which is the software program that allows one virtual machine to 

communicate with another virtual machine in a physical machine. 
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One of the factors affecting the round trip time is the processing time. This time can be a 

variable factor depending on each machine. However, when we consider the minimum RTT for 

10 seconds duration we will have a stable approximate RTT value to compare. 

 

Figure 16: Minimum RTT 

 

Figure 16 represents the graph of minimum RTT values from DataNode 0 to all other 

DataNodes. From the graph, we can see that the DataNode 1 and 2 has low minimum RTT 

compared to DataNode 3, 4 and 5. 

To determine if two or more virtual machines are present in a physical machine, we can 

use the threshold value which is the minimum of the minRTT times 1.5 . The minRTT times 1.5 

is derived from the trial and error method test to find the threshold. If the minRTT to a 

VirtualNode is below the threshold, then the DataNode which is the virtual machine is present in 
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the physical machine of the VirtualNode from which we send ping command and find the min 

RTT. In this example, DataNode 1 and 2 which is below the threshold value. Thus, DataNode 0, 

1 and 2 are present in the same physical machine. 
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From the algorithm 3, we can see that the steps 4 to 13 is used to find the minRTT from 

selected VirtualNode. The steps 14 to 24 represents finding the minimum value of the minRTT 

and determining the threshold value. After each iteration we delete the Virtual Nodes which are 

in a same physical machine from the list of Virtual Nodes. The steps 25 to 35 shows that the 

virtual machines for which the minimum RTT is less than threshold are saved in the 

phymachine[] array and the virtual machines are deleted from the list. And thus the process of 

finding other virtual machines in a same physical machine continues in the next iteration. 

Output of Algorithm 3: 

 

3.2       Phase II : Analysis of File Blocks 

In this phase, we will look at the method to detect the IP address of the data block 

replicas. After finding the IP addresses of each block w will analyze the block locations and if w 

find the redundant blocks with respect to the physical machine, we will transfer the block. 

3.2.1 Detect IP Addresses of Block Replicas 

Hadoop included various shell-like commands that directly interact with HDFS and other 

file systems that Hadoop supports. The command < hadoop fs –help > lists the commands 

supported by Hadoop shell. The commands support most of the normal file system operations 

like showing the files, changing the file permissions, etc. It also supports a few HDFS specific 

operations like replication of files. To find the files with a detailed information on the locations 

and blocks, we can use the command [14]. Figure 17 shows the block information when the 

command is executed. 
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$ hadoop fsck –locations –blocks –files / 

 

Figure 17: Block Information 
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To extract the block information and the IP addresses of the DataNodes in which the 

block replicas are present we can use the algorithm 4. The steps 2 to 8 shows the extraction of 

the block information such as block name and IP addresses of DataNodes. And the steps 9 to 15 

represents the extraction of block name and IP addresses from the block information. 

3.2.2 Analyze the Block Locations and Redundant Blocks Regarding a Physical Machine 

Once we have the array block,  ipaddress and phymachine which represents the block 

name, IP addresses of DataNodes in which blocks reside and List of DataNodes present in each 

physical machine. We can analyze the redundancy of blocks with respect to the physical machine 

and call for the next phase of transferring of block to another DataNode. 
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In the algorithm 5, we analyze the blocks which are to be transferred by comparing the IP 

address of the blocks with the IP addresses in a physical machine. If a block replica is present 

in DataNodes which are on a same physical machine, the algorithm tries to detect the second 

replica and calls for a transfer of a block. 

Output of Algorithm 5: 

 

3.3       Phase III : Block Transfer 

Once we have the block information and IP address in which it resides, we will do the 

block transfer in this phase. To do the block transfer, we need to determine the recipient 

DataNode and the IP address of it. After finding the recipient DataNode, we will process the 

block to transfer. 
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3.3.1 Determine the Recipient DataNode  

From the Hadoop file write procedure, we have seen that the NameNode selects the 

DataNodes at random for the client to write the block. However, to transfer a block we need to 

eliminate few DataNodes from the list. Below are the DataNodes that are to be excluded: 

a. DataNode from which the block is transferred. 

b. DataNodes present in the physical machine from which the block is transferred. 

c. DataNodes in the physical machine in which the block replica exists. 

3.3.2 Transfer File Block 

 

Figure 18: Block Transfer Path 

Figure 18 shows the processes and the path for a transfer of block to occur. The HDFS 

sends the block to be transferred and IP address of the recipient DataNode to the Data Output 

Stream (DOS). The DOS communicates with the Data Input Stream (DIS) of the recipient 

DataNode to send the block. Once the block is received on DIS it will send it to the local drive 

using HDFS receive block process.  The Class DataNode.DataTransfer is used for transferring a 
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block of data.  The arguments sent to the Java Class are the Block name, IP address of the 

DataNode from which the block is transferred and IP address of the Target DataNode [14].  

 

In the algorithm 6, The transmitting DataNode first lets the transmission-in-progress 

variable as a yes. It tries to connect to the socket address of the target DataNode through the Data 

Output Stream. After the connection is setup, It selects the Header information to append the 

data. Now, It starts sending the data by calling sendBlock function. This function sends the 

packets and checks that the blocks are received using a checksum. If any error occurs during this 

process Failed to transfer message is displayed in the log files. The following algorithm explains 

the basic functionality of the DataTransfer Class. 
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CHAPTER 4 

ANALYSIS 

In this chapter, authors will discuss about the risk factors of the file corruption in the 

native virtual Hadoop architecture and discuss the way to eliminate the risk factor using the 

proposed reallocation method. We will look at the results of the application of this method with 

some scenarios. The probable percentage of the transfer of data with respect to the cluster size is 

also analyzed. 

4.1     File Corruption in the Native Virtual Hadoop Cluster 

 

Figure 19: File Corruption Scenario 

Consider a scenario of a Virtual Hadoop Cluster with 8 physical machines and in each 

physical machine reside 3 virtual machines explained in the Figure 19. The NameNode has 

randomly chosen 3 DataNodes 13, 14 and 15 for the block 2. These DataNodes are present in the 
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physical machine 5. The probability of having the combination of all 3 replicas of blocks in a 

physical machine can be calculated by 

Probability by Percentage of all replicas in single physical machine = (n / (
n
C1)

x
 ) * 100 

                --------- Eq. 2 

Where  

 n – Number of physical machines 

 x – Number of block replicas 

In the scenario explained in Figure 19, 

n = 8 

x = 3 

Probability by Percentage = 1.563 % 

 

Figure 20: All Block Replicas in a Single Physical Machine 
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From the Figure 20, we can see that the probability by percentage of all block replicas in 

a single physical machine decreases dramatically as the number of physical machines increases. 

However, when we consider from the prospective of a file, if one of the blocks of the file is not 

accessible due to the hardware failure of a DataNode, the whole file is corrupted. And as the size 

of the file grows the number of blocks increases and thus the probability of having a corrupted 

file increases when a hardware failure occurs. 

 When we apply the proposed method of Reallocation, the redundant block replicas are 

transferred to another physical machine. The probability by percentage of all block replicas in a 

single physical machine goes to 0%. Thus, if any hardware failure occurs to a physical machine 

the block replicas are recovered from another physical machine and therefore file corruption can 

be avoided. 

4.2  Results of Application of Reallocation Method 

Suppose we have a Hadoop cluster containing eight physical machines, and each machine 

has one hard drive and the replication factor of a file is 3 (default). The HDFS client wants to 

write a file into the cluster. The file is divided into 8 blocks. By the Hadoop strategy it saves the 

block into different DataNodes. However from the physical machine point of view, physical 

machine has 3 DataNodes. The data pattern may occur as Figure 21 using Hadoop distribution 

strategies from the physical machine point of view.  
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Figure 21: Original File Block Distribution 

 

From the equation 1, we have seen that the ARN is 2.5 for the example shown in the 

Figure 21. Results after the application of the Location-aware Reallocation is shown in the 

Figure 22. The blocks 1, 2 and 6 are transferred in such a way that only one block replica is 

available in each physical machine. 

 

Figure 22: Modified File Block Distribution 
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Using the equation 1 in the modified file block distribution shown in the Figure 22, we 

can see that the ideal value of 3 for the replication factor of 3 is achieved. 

ActualReplicaNum (ARN) = 1/8 (3+3+3+4+2+4+2+3) = 3 (ideal value) 

4.3       Reallocating blocks with respect to Cluster Size 

A Hadoop cluster can range from 10 machines for a small business to 2000 machines for 

an enterprise like Facebook. For the Reallocation of blocks to occur, the algorithm must detect 2 

or more block replicas in a physical machine. To find the combination of the block placement for 

the Reallocation algorithm to go into the Phase III that is the transfer of blocks, we must first 

find the combination for more than one block placed in a physical machine. 

The combination of all possible placements = (
n
C1)

x
   ------- Eq. 3

 

The Combination for each block placed in different physical machine = (
n
C1 * 

n-1
C1 * 

n-2
C1)   

       ----- Eq. 4 

Where 

 n – Number of physical machines 

 x – Replication factor 

 

To find more than one block placed in a physical machine, we subtract the possible 

placements minus combinations for each block placed in different physical machines. 

      Redundant Block Placement Probability = (
n
C1)

x
  - (

n
C1 * 

n-1
C1 * 

n-2
C1)   ------Eq. 5 
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The equation 5 gives the combination for more than one block in a physical machine. As 

the number of physical machine increase, the combinations will decrease. As we can see in the 

graph the probability of Reallocation of blocks with respect to total blocks decreases as we 

increase number of physical machines. 

 

Figure 23: Reallocating Blocks with respect to Cluster Size 

 

As the cluster size increases, the reallocation of blocks percentage decreases with respect 

to the total number of blocks. Thus, this algorithm proves to increase the efficiency by using less 

bandwidth of the network compared to a small business Virtual Hadoop Cluster, which uses 

more bandwidth. 
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CHAPTER 5 

CONCLUSION 

This research aims to eliminate the reduced data block redundancy in the virtual Hadoop 

Environment. Since Hadoop recently emerged as a standard for data processing for big data and 

by virtualization of the Hadoop cluster we can take advantage of many add on technologies of 

virtualization such as rapid provisioning, high availability, fault tolerance, efficiency and 

security. However, reduced data block redundancy in virtual Hadoop due to disk sharing is the 

issue to be addressed. 

In this research, we are proposing a solution that can be used with the current Hadoop 

installation to eliminate the problem of reduced data redundancy in Hadoop HDFS using a model 

that corrects the data block placement in the DataNodes and maintain the redundancy factor with 

respect to the physical machine. In this model, the locations of virtual machines are detected 

using the minRTT from one virtual machine to another and locating the virtual machines present 

in a physical machine. Our strategy allocates file block replicas which are redundant with respect 

to the physical machines to the DataNodes present on another physical machine. This model 

detects the virtual machines in the cluster and creates a topology of nodes that shows the virtual 

machine in each physical machine. It retains data redundancy as in a physical machine 

environment. As block replicas are allocated to different physical machine, the data is 

recoverable in case the physical machine goes down. 

In the future, we can extend this model to prioritize the transfer of data block such that 

the minimum redundancy is achieved in the cluster. So, if the three data blocks are detected in 
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the same physical machine, these blocks should have a priority over two data blocks detected in 

a physical machine. 
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