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ABSTRACT 
 
 

Mortality prediction is a determinant factor in Intensive Care Units (ICU). The high costs 

associated with a patient’s stay in an ICU can place a burden on any health care system around the 

world. The ability to accurately predict the risks of patients dying can provide important insight to 

help hospitals manage resources efficiently and therefore reduce costs and help reduce the number 

of fatalities caused by CHF. Another crucial factor is the data availability which has become more 

prominent with the usage of electronic health records (EHR) by the majority of hospitals. This 

makes it possible to extract patient’s health records during their stay in an ICU, allowing models 

to use that information to make precise predictions. In this analysis, two versions of the same 

dataset are used. One version contains measurements of various chart variables while the other 

version contains measurements of chart and lab variables. Long short-term memory (LSTM) and 

Gated Recurrent Unit (GRU) were used to predict if a patient will die after a gap window of at 

least 4 hours, 8 hours and 12 hours after the last measurement, where the gap window is a time 

interval that separates the time of the last measurement used for making a prediction and the time 

of the actual event (death in hospital or discharge from hospital). For all classifiers, as the gap 

window increases, the model performance decreases as well. Moreover, it is clearly noticeable that 

the performance increases as the lab data is included into the training process of the predictive 

model. The highest AUC score obtained was 88.53% using LSTM with a 4-hour prediction win-

dow on chart and lab variables. The smallest AUC score was approximately 72.07% using LSTM 

with a 12-hour prediction window on chart variables only. Sensitivity and specificity obtained for 

each model and prediction windows is also described in detail in this thesis. 
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CHAPTER 1 
 

INTRODUCTION 
 
 
1.1 Congestive Heart Failure (CHF)  

Congestive heart failure (CHF) is a condition in which a structural or functional impairment 

of ventricular filling or ejection of blood is detected with prevalence on affecting the left ventric-

ular (LV) myocardial function in most patients [1]. 

 

Figure 1. Congestive Heart Failure, taken from [6] 

Undoubtedly, CHF is one of the main global health problems affecting about 26 million 

people worldwide [2]. Due to the widespread reach of this disease along with its high mortality 

rate, it accounts for more than 1 million hospitalizations annually in Europe and the United States. 

Furthermore, in the United States alone, there are approximately 670,000 new cases yearly and the 

prevalence is around 5.7 million [3]. This makes it apparent that CHF has the potential to exert a 

heavy burden on any health care system around the world. Even in the developed economic blocks 

such as the European Union and North America, the high costs can cause distress to the health care 
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system and cause financial burdens on the patient. When looking further into the problem, it be-

comes worrisome especially for developing nations which already suffer from lack of proper med-

ical care even for common diseases.  

Congestive heart failure can affect other areas of society by disabling patients that manage 

to survive or in the worst case leading to a persons’ demise in which otherwise could have been 

prevented by adopting proper and timely treatments. In Europe and the United States, Hospitalized 

Heart Failure (HHF) is the leading cause of hospitalization [3]. It is also important to note that 

CHF affects primarily elderly people with approximately 80% of all cases occurring in people 

aged 65 and older [4]. This can be even more detrimental because normally the elderly population 

suffers from other types of diseases, which in turn lead to a lower quality of life due to impacts on 

their physical and social abilities [5]. Thus, the importance of earlier detection and intervention is 

key to mitigate the impact of this disease. 

1.2 Motivation and Goal 

Similar to other life-threatening conditions, offering proper medical settings and adequate 

data collection mechanisms is critical in fighting CHF. Intensive Care Units (ICU) are normally 

responsible for providing treatments for CHF and many other life-threatening diseases. ICU’s pro-

vide critical care and life support which are essential to support the severely ill and injured patients 

that are admitted into hospitals. Close monitoring is required in order to adequately anticipate 

deterioration of a patient's condition and become aware of other events that could potentially affect 

the fragile patients’ state [6]. Having the ability to interpret a patient’s health information is crucial 

in order to unveil trends and help predict future occurrence. With the advances in the field of 

Machine Learning and Deep Learning, this area of research has gained prominence. The capability 

to predict a patient's risk of mortality within a fixed timeframe by taking into account features 
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correlated to CHF has attracted many researchers to find the most optimal and least costly models 

that yield predictions with high precision. More specialized exams and monitoring equipment re-

quired for a patient can greatly increase treatment costs. Thus, developing models that are able to 

help medical staff make decisions regarding administering an early treatment, surgical intervention 

and in the best-case scenario the patient’s release from the hospital, make it an important task in 

order to increase the chance of a positive outcome.  

However, the accuracy of predictions relies heavily on the quality of the data available. 

This is a well-known challenge when dealing with medical data due to the unstructured and lack 

of completeness. With the advances in data collection, the availability of large datasets that contain 

health data is becoming more prominent. For example, the Medical Information Mart for Intensive 

Care (MIMIC-III)1 is an openly available dataset that contains a plethora of information from pa-

tients admitted into ICUs. It includes measurements, prescriptions, lab results, amongst other val-

uable information that help researchers to build models and scoring systems to assess patient mor-

tality using sets of carefully assembled features [6]. Datasets such as MIMIC-III have helped re-

searchers develop models to answer important questions related to patients in ICUs. Nevertheless, 

dealing with health care data is often a challenge. The collection, storing and accuracy rely on the 

hospital staff. Strict laws and regulations require data to be anonymized before it is made available 

publicly. Moreover, “approaches may differ in areas such as exclusion criteria, data cleaning, cre-

ation of training and tests set, and so on, making it unclear where performance improvements have 

been gained.” [7]. All these constraints impose a great challenge when doing research that involves 

 
1 https://mimic.physionet.org/ 
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health data. However, the ability to improve the chances of a patient reverting a condition is re-

warding and hence the reason why there is a large overlap in research involving the medical field 

and artificial intelligence. 

MIMIC-III dataset contains a plethora information such as, measurements of chart varia-

bles and lab variables, prescription, medication, doctor's notes and etc. In this thesis, we consider 

only a set of chart and lab variables. Chart variables such as heart rate, systolic blood pressure, 

respiratory rate, glucose rate, oxygen saturation, temperature and blood pressure are measured 

more frequently at the bedside of a patient, often multiple times a day. On the other hand, lab 

variables such as anion gap, bicarbonate, creatinine, chloride, glucose, hematocrit, hemoglobin, 

lactate, potassium, sodium, blood urea nitrogen, magnesium, calcium and pH are measured less 

frequently and only when a doctor prescribes a blood work or medical. 

With this is mind, this thesis tries to answer the following questions: 

1. What is the performance of predicting in-hospital mortality using only a small set 

of chart variables? 

2. What is the performance of predicting in-hospital mortality when additional lab 

variables are added? 

3. What is the performance difference by using a prediction window of 4 hours, 8 

hours and 12 hours prediction windows? 

4. How does Long Short-Term Memory (LSTM) and Gated Recurrent Units (GRU) 

perform under the same conditions? 

5. How can performance be improved? 
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One last important goal of this thesis is to also build a solid foundation where one could 

use it with different cohorts to look into different conditions. This research’s goal is to not limit 

the models to only be applied to patients with CHF. 

The rest of the thesis is organized as follows. An overview of existing approaches that are 

closely related to in-hospital mortality, some of which are related to CHF patients are in Chapter 

2. In Chapter 3, the dataset and input features used are described in detail. In Chapter 4, the theory 

and methodology used in this experiment are discussed. Chapter 5 presents the results obtained 

during the experiments. Lastly, Chapter 6 contains an in-depth discussion on the results and future 

work that can potentially be done to improve the results further. 
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CHAPTER 2 

RELATED WORK 
 
 

Health care research using artificial intelligence has sparked interest in the scientific com-

munity in the past years. Several research efforts have aimed in helping predict diseases, reduce 

costs and improve health care in general. Analyzing health data without the help of automated 

systems can lead to inadequate interpretation of crucial information, which can have serious con-

sequences to patients, especially when dealing with congestive heart failure. During a patients’ 

stay in the ICU, medical staff is constantly recording data related to the patient in the Electronic 

Health Records (EHR). This data collected from patients in ICU can unveil important information 

to help medical staff understand and anticipate further complications for the patients. It is reported 

that three out of four physicians use EHR as a means to record patient’s data in a more complete 

and effective way [8]. Therefore, this scenario presents a good opportunity to use the data collected 

in order to solve a wide range of problems associated with health care. 

Electronic Health Records (EHR) are usually divided into unstructured (free text) and 

structured data that records clinical events of a patient [6]. Free text data may contain notes that 

are taken during regular check-ups and different types of annotations taken by staff that show a 

patients’ condition, drugs prescribed, treatment plans amongst other information. This type of data 

usually presents a challenge due to its unstructured nature, making it difficult to extract descriptive 

features that help training models make predictions. On the other hand, structured data includes 

measurements, findings, sequence observations and other clinical events [6] that can be manipu-

lated for a wide range of prediction tasks. This type of data can be easier to work with since all the 

samples have to follow a predetermined pattern. However, collecting data requires a considerable 
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amount of time and effort and the quality of predictions is highly correlated with the quality of the 

data [6]. 

Several different approaches using traditional machine learning and deep learning tech-

niques have been implemented on EHR data. Both approaches have its pros and cons; nonetheless, 

deep learning approaches have yielded promising results when used to predict mortality risks [6]. 

Even though deep learning models have shown better performance over traditional machine learn-

ing algorithms, most recent research does not account for the changing nature of a patients’ con-

dition individually. Instead, their entire ICU stay is treated as one sample for prediction tasks, 

ignoring the dynamically changing condition of the data [6]. For this thesis, the focus is to use 

Long Short-Term Memory and Gated Recurrent Unit to predict in-hospital mortality during spe-

cific prediction windows. This will be done by looking at time series data from a patients’ elec-

tronic health records. Nonetheless, a brief description of previous applied methods that inspired 

this type of research are described below. 

Yu et al. [6] proposes a novel framework where the predictions are based on the dynamic 

of the EHR data generated by the patients' ICU stay. They propose an approach where latent se-

mantic analysis (LSA) based embedding is used in order to obtain the patients’ current condition. 

This model takes into consideration an amalgamation of different variables such as: physiological, 

laboratory tests and medications given during a fixed period of time. The significance of the vari-

ables mentioned previously consist of events that were logged in time spans and can be interpreted 

and retrieved as blocks that correspond to a patient's condition during that specific time. This be-

comes a clear usage of time series data and in [6] the past events were limited to the most recent 

48-hour history window. LSTM was the primary model used in this paper. Yu et al. [6] method 
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has similarities with the methods applied on this thesis. For the prediction tasks, chart and lab 

variables are taken into consideration within a 48-hour history window. 

Perrote et al. [9] uses free text from ICD-9 diagnosis and discharge summaries from a pre-

vious version of the dataset called MIMIC-II. Two approaches are taken into consideration in this 

research paper. First, a flat classifier SVM works on ICD-9 code that is treated independently. 

Secondly, ICD-9 codes are structured following a hierarchical nature to be used with hierarchy-

based classifiers. As expected, the hierarchical-based classifier outperformed the flat classifier. 

In [10], N. Subramanyan and R.Subramanyan try to answer the question if visit level irreg-

ularities in EHR data are important during prediction tasks. The time series information is taken 

into consideration in order to deal with the difference in number of visits for each patient. Since 

LSTMs can handle inputs of different variable length, it is better suited for this type of prediction 

task. Moreover, the cohort chosen from the MIMIC-III database is based on CHF patients that had 

two visits recorded within a timeframe of 90 days. For comparison purposes the author added a 

simpler model, a Multi-Layer Perceptron (MLP), with channel inputs and gating mechanisms. 

Hospital readmission, in-hospital mortality and length of stay were predicted. The metric defined 

to describe the model’s performance was the ROC AUC scores, which also happens to be the same 

metric used for this research project. 

Furthermore, Harutyunyan et al. [11] applies classic machine learning such as binary and 

multilabel classification, along with regression and time series classification to a wide variety of 

prediction tasks. These tasks include in-hospital mortality, decompensation and forecasting length 

of stay. The main purpose of this paper was to validate the usage of deep learning methods over 

traditional machine learning models. 
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Yu.Wei et al. [12], focus on prediction of unplanned ICU readmission using deep learning 

and time series data. LSTM and Recurrent Neural Network (RNN) are proposed to analyze a co-

hort of patients with ICD-9 code. The main goal is to help prevent inappropriate discharge or 

transfer patients. 

Johnson and Mark [13], developed models to predict in real time the mortality of patients 

in ICU in order to help doctors interpret patient acuity. For this thesis research, they focus on 

predicting the in-hospital mortality for ICU patients with CHF within the prediction window. Tra-

ditional machine learning algorithms such as logistic regression and Gradient Boosting Decision 

Trees (GB) are utilized. A window of 24 hours is fixed for data collected for the first experiment. 

During the second experiment, the time window varied from 4hr to 24hr. This approach does not 

take into consideration the time series data importance during predictions, which matches a more 

realistic scenario than a fixed window length. 
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CHAPTER 3 

DATASET OVERVIEW - MIMIC-III 
 
 
3.1 Dataset 

The dataset used for this thesis research is the Medical Information Mart for Intensive Care 

(MIMIC-III). MIMIC-III is an openly available dataset that contains health records for patients 

collected from Beth Israel Deaconess Medical Center in Boston, Massachusetts [9]. With approx-

imately 60000 ICU unique admissions and 46000 unique patient entries spread across 26 tables, 

MIMIC-III is composed of demographic data, lab results, medications, chart data and more. One 

of the most important features of this dataset is that it contains data that indicates if a patient died, 

admissions dates, length of stay, amongst other information that are helpful for prediction tasks. It 

is also easy to identify patients’ information across the database since there are identifiers such as 

hospital admission id and subject id that link the data together. 

The information extracted to create the MIMIC-III database is an amalgamation from two 

critical care systems named Meta vision and Care Vue system. Due to all the laws and regulations 

surrounding privacy on medical information, MIMIC-III complies with the Health Insurance Port-

ability and Accountability Act (HIPAA). Before public release, the information goes through a de-

identification process in order to hide patient biographic information such as name and address. 

Age and date of birth were shifted to a future data in order to maintain the privacy following 

HIPAA standards. 

For this research, the cohort selected were patients with congestive heart failure (CHF), 

which are categorized under ICD-9 according to the International Classification of Diseases. This 

represents an enormous challenge due to the small sample size. 
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3.2 Cohort Statistics 

Initially, a total of 5017 unique hospital admission records were extracted from the 

MIMIC-III dataset. This was obtained by selection patients who were 18 years old or older and 

were admitted with CHF condition. CHF conditions were identified using ICD-9 codes [14]: 

398.91, 402.01, 402.11, 402.91, 404.01, 404.03, 404.11, 404.13, 404.91, 404.93, 428.0, 428.1, 

428.20, 428.21, 428.22, 428.23, 428.30, 428.31, 428.32, 428.33, 428.40, 428.41, 428.42, 428.43, 

and 428.9. The first step in cleaning the data was to remove all patients who had not died in the 

hospital within the time of death used in the research that the patient stayed in the ICU. Next, 

admission records were kept that had at most 250-time blocks of 4 hours. This choice of 250 is 

purely random but the main focus is to avoid having sequences that are too long. After this pre-

process step, there are 4986 unique admissions records left. At this stage, the number of positive 

samples, patients who died in the hospital, is 627 which is approximately 12.57% of the total sam-

ples.  

3.3 Input Features 

In this thesis, two versions of the same dataset were used. The first version of the dataset 

contained the following chart variables: heart rate, systolic blood pressure, diastolic blood pres-

sure, mean of blood pressure, respiratory rate, temperature, oxygen saturation and glucose. The 

second dataset augments the dataset with the addition of the following lab variables: anion gap, 

bicarbonate, creatinine, chloride, glucose, hematocrit, hemoglobin, lactate, potassium, sodium, 

Blood Urea Nitrogen, magnesium, calcium and pH. If multiple measurements were taken for any 

variable (chart or lab) within a time block, those values were averaged. Details of these variables 

are listed in Table 3.1 below.  
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TABLE 3.1 

LIST OF CHART AND LAB VARIABLES 

Chart Variables Lab Variables 

Heart Rate Anion Gap 

Systolic Blood Pressure Bicarbonate 

Diastolic Blood Pressure Creatinine 

Mean of Blood Pressure Chloride 

Respiratory Rate Glucose 

Temperature Hematocrit 

Oxygen Saturation Hemoglobin 

Glucose Lactate 

 Potassium 

 Sodium 

 Blood Urea Nitrogen 

 Magnesium 

 Calcium 

 pH 
 

Furthermore, the missing values are imputed by taking the column average. It is important 

to note that all lab tests were average values. Moreover, both datasets have in common the follow-

ing features: hospital admission id, subject id, age, gender, ethnicity, weight, height, death on hour 

and time blocks in. Hospital admission id, subject id, death on hour and time blocks in are dropped 

before training.  

All chart and lab variables are standardized as follows. Any measurement that falls within 

one standard deviation of the population average is given a value of 0, within one and two standard 
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deviation above the population average is given a value of 1, within two and three standard devi-

ation above the population average is given a value of 2 and etc. Similarly, any measurement that 

falls within one and two standard deviation below the population average is give a value of -1, 

within two and three standard deviation below the population average is given a value of -2 and 

etc. With this standardization, any measurement value of 0 can be interpreted as normal, 1 as high, 

2 as very high, -1 as low, -2 as very low and etc. 

Below are the histograms for the chart variables: 

 

Figure 3.1 Age Distribution 

 

Figure 3.2 Weight Distribution 

 

Figure 3.3 Height Distribution 

 

Figure 3.4 Heart Rate Distribution 
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Figure 3.5 Systolic BP Distribution 

 

Figure 3.6 Respiratory Rate Distribution 

 

Figure 3.7 Glucose Rate Distribution 

 

Figure 3.8 SPO Distribution 

 

Figure 3.9 Temperature Distribution Figure 3.10  Mean Blood Pressure Distribution 
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The distribution histograms for the lab data are as follow: 

 

Figure 3.11 Average Calcium Distribution 

 

Figure 3.12 Average Magnesium Distribution 

 

Figure 3.13. Average BUN Distribution 

 

Figure 3.14 Average Sodium Distribution 

 

Figure 3.15 Average Potassium Distribution 

 

Figure 3.16 Average Lactate Distribution 
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Figure 3.17 Average Hemoglobin Distribution 

 

Figure 3.18 Average Hematocrit 

 

Figure 3.19 Average Glucose Distribution 

 

Figure 3.20 Average Chloride Distribution 

 

Figure 3.21 Average Creatinine Distribution 

 

Figure 3.22 Average Bicarbonate Distribution 
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The correlation matrix amongst all the selected features is shown in Figure 4.24 below: 

 

Figure 4.24 Correlation Matrix for Chart + Lab Data 

In Chapter 4, the methodology used in this thesis is discussed in detail.  

 

 

                                                    Figure 3.23 Average Aniongap Distribution 
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CHAPTER 4 

MORTALITY PREDICTION PROBLEM AND METHODOLOGY 
 
 

The goal for this thesis is to perform the following three classification tasks on the CHF 

cohort dataset: 

• Mortality prediction 4 hours in advance 

• Mortality prediction 8 hours in advance 

• Mortality prediction 12 hours in advance 

By using different time blocks, it is easy to accommodate any other time-interval for different 

classification tasks. In the following section, the prediction window methodology used is pre-

sented. 

4.1 Prediction Windows 

The goal for this thesis is to perform three classification tasks to predict in-hospital mor-

tality within at least 4 hours, 8 hours and 12 hours in advance before the actual event of death or 

no death. When preprocessing the data, three windows were taken into consideration. First, the 

history window that contains the measurements is taken and used for prediction. Second, the gap 

window (4 hours, 8 hours, 12 hours) where measurements are taken but are not used during pre-

diction. Third, the prediction window where the aim is to predict the event of death or no death. 

For our setting, if a patient died at the hospital, we used measurements up to 4 hours, 8 hours and 

12 hours before the time of death for our prediction. That is his history window ends 4 hours, 8 

hours or 12 hours in before time of death. On the other hand, if a patient did not die at the hospital, 

we used measurements up to 4 hours, 8 hours and 12 hours before the time of discharge from the 

hospital. 
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When preprocessing the data, a gap of four hour is included for each patient. Allowing a 

default 4-hour time gap allows for prediction to be more realistic. If predictions were made initially 

right after the last measurement, the performance might be misleading because it would be rela-

tively easy for the models to make predictions correctly. Thus, giving this 4-hour gap right after 

the last measurement, gives us confidence that the models can predict a future occurrence based 

on time series data. Below is a graph that illustrates the concept used for this research. 

 

Figure 4.25 History, Gap and Prediction Windows 

As Figure 4.25 shows, after the last seen measurement, the prediction window begins after 

the 4 hours gap placed after the last seen measurement. 

4.2 Theory - Models 

In this section, Long Short-Term Memory (LSTM) and Gated Recurrent Units (GRU) mod-

els used for this thesis research are explained in detail. 
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4.2.1 Long Short-Term Memory 

In traditional Recurrent Neural Networks, vanishing gradient problems happen when 

weight updates are made using gradient-based learning methods and backpropagation. During 

training, the gradient value might become insignificantly small, preventing the weights from being 

updated. To deal with the vanishing gradient problem, new models were created that have the 

capacity to have feedback connections, and one of these models is LSTM [15]. 

A simple LSTM is composed of a cell, input gate, output gate and a forget gate. The three 

gates control the flow of information that goes in and out of the cell. Having this mechanism in 

place allows the vanishing gradient problem to not affect an LSTM network. This is the reason 

why LSTM is well-suited for dealing with time series data. The equations for a basic LSTM unit 

are shown are shown below: 

𝑖! = 	𝜎(𝑊"ℎ!#$ + 𝑈"𝑥! 	+ 𝑏") (1) 

𝑓! = 	𝜎.𝑊%ℎ!#$ + 𝑈%𝑥! 	+ 𝑏%/ (2) 

𝑜! = 	𝜎(𝑊&ℎ!#$ + 𝑈&𝑥! 	+ 𝑏&) (3) 

𝑐! =	𝑓!𝑐!#$ +	𝑖!𝑡𝑎𝑛ℎ(𝑊ℎ!#$ + 𝑈𝑥! 	+ 𝑏)	 (4) 

ℎ! =	𝑜!𝑡𝑎𝑛ℎ	(𝑐!) (5) 

The input, forget, and output gates are represented by equations (2), (3) and (4) respec-

tively. Equation (5) represents the current memory cell and equation (6) is the current output for 

the LSTM.  
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Figure 4.26 LSTM Model Architecture, taken from2 

Figure 4.26 illustrates the input, output and forget gates along with the current memory cell 

for a single LSTM unit. 

The LSTM model architecture used in this thesis consists of a Bidirectional LSTM layer 

followed by a dense layer with 32 units and a dropout layer with rate of 0.5.  

4.4.2 Gated Recurrent Units 

Another model that was created to address the vanishing gradient problem is the GRU. 

This model is similar to LSTM and has gained attention for having similar performance with a 

simpler architecture [16]. The mathematical formulation for GRU is shown below: 

 
2 https://commons.wikimedia.org/wiki/File:Long_Short-Term_Memory.svg 
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𝓏" = 	𝜎(𝑊𝓏𝑥" + 𝑈𝓏ℎ"#$ 	+ 𝑏() (6) 

	𝑟" = 	𝜎(𝑊)𝑥" + 𝑈)ℎ"#$ 	+ 𝑏)) (7) 

	ℏ" = 	𝑡𝑎𝑛ℎ(𝑊*𝑥" + 𝑟" 	°	𝑈*ℎ"#$ 	+ 𝑏*) (8) 

ℎ" = 𝓏" 	°	ℎ"#$ + (1 − 𝓏")	°	ℏ"					 (9) 

𝓏" and 𝑟" represent the update and reset gate, ℏ" is the intermediate memory unit and ℎ" is the 

hidden layer at timestep 𝑡". As mentioned before, GRU’s architecture is similar to LSTM but sim-

pler. GRU has fewer parameters when compared to LSTM and it is capable of producing similar 

performance. Therefore, GRU is used in this research in order to compare the performance of both 

models under the same conditions.  

 

Figure 4.27 GRU Model Architecture taken from 3 

The GRU model architecture used in this thesis consists of a GRU layer followed by a 

dense layer with 32 units and a dropout layer with rate of 0.5. Next, the metrics used to evaluate 

the models will be discussed in detail.  

 

 
3 https://en.wikipedia.org/wiki/Gated_recurrent_unit 
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4.3 Evaluation Metrics  

The evaluation metrics used in this thesis are the Area Under Curve Region Operating 

Characteristic Curve (AUC ROC) score, specificity and sensitivity. The ROC AUC score explains 

how accurate the models are able to predict different classes. A higher score correlates to the model 

being able to distinguish between class 0 and 1. Sensitivity is also known as the true positive rate, 

which is the proportion of positives that are correctly predicted. On the other hand, specificity is 

equal to 1 – false positive rate, which is the proportion of negatives that were predicted correctly. 

The mathematical formulas for sensitivity and specificity are as follow: 

𝐹𝑃𝑅	 = 	
𝑇𝑁

𝑇𝑁	 + 	𝐹𝑃 (10) 

𝑆𝑒𝑛𝑠𝑖𝑡𝑖𝑣𝑖𝑡𝑦	 =
𝑇𝑃

𝑇𝑃	 + 	𝐹𝑁	 
(11) 

𝑆𝑝𝑒𝑐𝑖𝑓𝑖𝑐𝑖𝑡𝑦	 = 1	 − 	𝐹𝑃𝑅 (12) 

  Since accuracy is defined as the ratio of correct classifications to the total number of sam-

ples [9], relying on it as a metric can be misleading when interpreting results. The reason is because 

the model can have a high accuracy when only predicting one class correctly but can be lower 

when other classes are added in. Since the dataset used in this research is highly unbalanced, meas-

uring the accuracy is not a reliable metric.  

In this section, the methodology applied in this research was described and background 

information regarding the models used were also explained. In chapter 5, the results obtained from 

LSTM and GRU is explained. 
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CHAPTER 5 

RESULTS AND DISCUSSION 
 
 
5.1 Models Performance 

In this section, the results obtained for LSTM and GRU models using the two variants of 

the dataset described previously are demonstrated in detail. The goal of this research is to show 

the performance of LSTM and GRU when predicting if a patient with CHF will die within the 

timespan of the next 4 hours, 8 hours, or 12 hours after the last measurements. In the next section, 

the ROC AUC curve plots are shown for each model based on the prediction windows taking into 

account for this research. In a latter section, the AUC, specificity and sensitivity scores are dis-

played in separated tables for comparison purposes. Due to the stochastic nature of the models, the 

results are based on an average of five scores obtained by making predictions on the data after 

shuffling the training, testing and validation sets. The data was divided into 60% for the training 

set, 20% for the testing set and 20% for the validation set. This allows the results to have a more 

precise representation. 

5.2 Results Using Chart Variables 

 In this section we present our results involving chart variables only. First, we present the 

results using LSTM in section 5.1, then we present the results using GRU in section 5.2. 

5.2.1 4 hours, 8 hours and 12 hours Prediction Window using LSTM  

The AUC score and ROC AUC curves for the LSTM model for the three prediction win-

dows using chart data are displayed below. 
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Figure 5.1. ROC AUC Curve 4hrs chart Score: 0.7698 

 

Figure 5.2. ROC AUC Curve 8hrs chart Score: 0.7518 

 

Figure 5.3. ROC AUC Curve 12hrs chart Score: 0.7207 

 

Figure 5.4. ROC AUC Curve 4hrs, 8hrs, 12hrs chart 
Scores: 0.7698, 0.7518, 0.7207 

 

The first result obtained was for the 4-hour prediction window. With a smaller prediction 

window, the model achieved an AUC score of 76.98%. Even though the prediction window is 

small, and the model does not have to make a future prediction based on a large offset, the con-

straints of having a limited number of features impaired the model on generalizing with more 

accuracy when predicting new samples. 

Next, the prediction window is enlarged to 8 hours, which creates a more difficult challenge 

to predict if a patient with CHF will die within the time frame specified. Even with increased 

constraints LSTM obtained an AUC score of 75.18% which is satisfactory due to the limited fea-

tures in the dataset. However, as expected, the model performed worse as the prediction window 

increased.  
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For the last experiment, a 12-hour prediction window was used, which increased the diffi-

culty for the model to predict the chances of a patient dying within that time span. The AUC score 

was 72.07%. This score is the lowest amongst the prediction windows and is expected since the 

window prediction offset is too large, and the model is constrained by the amount of data seen for 

a specific sample. 

From the LSMT Chart Data ROC AUC curves with 4 hours, 8 hours and 12 hours under 

the same plot, it is evident that the AUC scores diminished as the timespan increased. This occur-

rence can be attributed to the difficulty imposed on making predictions too far ahead without hav-

ing access to a large number of features. 

5.2.2 4-hour, 8-hour and 12-hour Prediction Window using GRU 

The AUC score and ROC AUC curves for the GRU model for the three prediction windows 

using chart data are displayed below. 

 

Figure 5.5. ROC AUC Curve 4hrs chart Score: 0.7808 

 

Figure 5.6. ROC AUC Curve 8hrs chart Score: 0.7708 
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Under the 4-hour prediction window AUC score obtained by the GRU model is 78.08%. 

When the time window is increased to 8 hours, the average AUC score is 77.08%. The AUC score 

decreased as did the scores using LSTM. Lastly, the model was trained with a 12-hour prediction 

window for the chart data. The AUC score was 72.87%. A significant drop is observed in the AUC 

score with a larger prediction window.  

The results obtained using GRU followed the same pattern as LSTM using chart data. As 

the timespan window was increased, it became harder to make correct predictions. However, when 

comparing the same scenario with LSTM, the GRU scored a similar percentage. Since GRU mod-

els are overall simpler than LSTM models, the training time is shorter which could be an attractive 

choice taking into consideration limited computing resources.  

5.3 Performance using chart data and lab data 

For the second part of the experiment, the results described are based on training the models 

using chart data in conjunction with lab data. By adding more features such as patient’s lab results, 

it was expected that the models would perform better based on more data being available during 

the training process. Furthermore, lab data contains important information about a patient’s health 

history which helps predict future outcomes with more exactness. 

 

Figure 5.7. ROC AUC Curve 12hrs chart Score: 0.7287 

 

Figure 5.8. ROC AUC Curve 4hrs, 8hrs, 12hrs chart 
Scores: 0.7808, 0.7708, 0.7287 
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5.3.1 4-hour, 8-hour and 12-hour Prediction Window using LSTM  

The ROC AUC score and curve for the LSTM model for the three prediction windows 

using chart and lab data are shown below.  

 

Figure 5.9. ROC AUC Curve 4hrs Score: 0.8853 

 

Figure 5.10. ROC AUC Curve 8hrs chart Score: 0.8373 

 

Figure 5.11. ROC AUC Curve 12hrs chart Score: 
0.8381 

 

Figure 5.12. ROC AUC Curve 4hrs, 8hrs, 12hrs 
Scores: 0.8853, 0.8373, 0.8381 

 

For the 4-hour prediction window the ROC AUC score obtained for the LSTM model tak-

ing into account chart and lab data was approximately 88.53%. It became clear that by adding the 

chart as well as lab data, the model performance increased indubitably when compared to models 

trained with limited chart data. 

Following the same patterns as the previous experiments, when the window size was in-

creased to 8 hours the performance decreased. The ROC AUC score was 83.73%. Even though 
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this model performed worse than the model trained with the 4-hour window prediction, the results 

are still higher opposed to the results from using chart data exclusively.    

Finally, the 12-hour prediction window, which for this research happened to be the most 

challenging prediction window, yielded an even smaller ROC AUC score of 83.81% compared to 

the previous models.  

5.3.2 4-hour, 8-hour and 12-hour Prediction Window using GRU  

Results for the GRU model using chart data in addition to lab data are shown below. 

 

The ROC AUC score for the 4-hour prediction window was 86.82%. When the prediction 

window was increased to 8 hours, the ROC AUC score was 83%. Lastly, for the 12-hour window 

prediction the ROC AUC score was 83.81%. Following the same patterns, the scores decreased as 

 
Figure 5.13. ROC AUC Curve Chart + Lab 4hrs Score: 

0.8682 

 
Figure 5.14. ROC AUC Curve Chart + Lab 8hrs Score: 

0.8300 

 
Figure 5.15. ROC AUC Curve Chart + Lab 4hrs Score: 

0.8381 

 
Figure 5.16. ROC AUC Curve Chart + Lab 4hrs, 8hrs, 

12hrs Scores: 0.8682, 0.8300, 0.8381 
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the window prediction got larger; however, the performance was superior when compared to using 

chart data. Evidently, it became clear that the inclusion of lab data enhances the models’ perfor-

mance.  

5.4 Models Comparison 

From the results shown on previous sections, the LSTM and GRU models had similar per-

formances with a small variance in ROC AUC score favoring the LSTM models. This was ex-

pected since the LSTM is more complex and sophisticated than the GRU. However, the perfor-

mance difference is small and using a simpler model such as GRU can have its advantages when 

discussing computing resources. It is also important to notice that in case of adding more features, 

LSTM can have advantages in certain situations for being a more complex model overall. But, for 

the scope of this research, both models had similar performances which are shown below in a 

series of graphs that plots the area under the curve for each prediction window and dataset. Sur-

prisingly, in some instances GRU outperformed LSTM by a very small margin; however, this 

could be because of the unbalanced nature of the dataset. This is beyond the scope of this research 

and further investigation is needed to explore more options regarding increasing the GRU and 

LSTM performance. 

 

Figure 5.17 ROC AUC Curve Chart LSTM and GRU 
4hrs Scores: LSTM: 0.7698, GRU: 0.7808 

 

Figure 5.18 ROC AUC Curve Chart + Lab LSTM and 
GRU 4hrs Scores: LSTM: 0.8700, GRU: 0.8517 
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To augment the comparison, below is the plot showing all the areas under the curve lines 

for all prediction windows using chart data. The plot demonstrates that as the prediction window 

increases, the ROC AUC score drops. The same effect is visible on the graph below which shows 

the plots for all prediction windows using additional lab data. 

 

Figure 5.19 ROC AUC Curve Chart LSTM and GRU 
8hrs Scores: LSTM: 0.7423, GRU: 0.7736 

 

Figure 5.20 ROC AUC Curve Chart + Lab LSTM and 
GRU 8hrs Scores: LSTM: 0.8546, GRU: 0.81383 

 

Figure 5.21. ROC AUC Curve Chart LSTM and GRU 
12hrs Scores: LSTM: 0.7182, GRU: 0.7607 

 

Figure 5.22. ROC AUC Curve Chart + Lab LSTM and 
GRU 12hrs Scores: LSTM: 0.8451, GRU: 0.8258 
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Figure 5.23. ROC AUC Curve Chart 4hrs, 8hrs, 12hrs 
Comparison Scores: LSTM: 0.7698, 0.7518, 0.7207 

GRU: 0.7808, 0.7708, 0.7287 

 

Figure 5.24. ROC AUC Curve Chart + Lab 4hrs, 8hrs, 
12hrs Comparison Scores: LSTM: 0.8853, 0.8373, 

0.8508 GRU: 0.8682, 0.8300, 0.8381 
 

Figure 5.23 and 5.24 demonstrates scores increased as additional lab data is added. Another 

important takeaway from the figures above is that for future improvements to this research, the 

addition of more features will likely increase the performance of the model. All the AUC scores 

are listed in Table 5.1 for easy visualization and comparison. 

TABLE 5.1 

AUC SCORES FOR ALL MODELS AND PREDICTION WINDOWS 

AUC Scores 

Models/prediction window Chart Variables Char + Lab Variables 

LSTM 4 hours 0.7698 0.8853 

LSTM 8 hours 0.7518 0.8373 

LSTM 12 hours 0.7207 0.8508 

GRU 4 hours 0.7808 0.8682 

GRU 8 hours 0.7708 0.8300 

GRU 12 hours 0.7287 0.8381 
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5.5 Models Comparison Under Fixed Sensitivity and Under Fixed Specificity 

 From practical perspective, it is often important to guarantee a certain level of sensitivity 

and specificity of a prediction model. In this section we report for a fixed level of sensitivity, how 

the specificity changes for different models and different prediction tasks. Similarly, we also report 

for a fixed level of specificity, how the sensitivity changes for different models and different pre-

diction tasks. The values for all models and prediction tasks with sensitivity fixed at approximately 

0.8 is shown in Table 5.2. 

TABLE 5.2 

SPECIFICITY SCORES FOR ALL MODELS AND PREDICTION WINDOWS 

Specificity with Sensitivity Fixed at 0.8 point 

LSTM Chart 4 hours LSTM Chart + Lab 4 hours 

0.556 0.824 

LSTM Chart 8 hours LSTM Chart + Lab 8 hours 

0.524 0.721 

LSTM Chart 12 hours LSTM Chart + Lab 12 hours 

0.512 0.754 

GRU Chart 4 hours GRU Chart + Lab 4 hours 

0.581 0.826 

GRU Chart 8 hours GRU Chart + Lab 8 hours 

0.600 0.661 

GRU Chart 12 hours GRU Chart + Lab 12 hours 

0.486 0.741 
 

The values for sensitivity with specificity fixed at approximately 0.8 is shown in Table 5.3. 
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TABLE 5.3 

SENSITIVITY SCORES FOR ALL MODELS AND PREDICTION WINDOWS 

Sensitivity with Specificity Fixed at 0.8 point 

LSTM Chart 4 hours LSTM Chart & Lab 4 hours 

0.624 0.840 

LSTM Chart 8 hours LSTM Chart & Lab 8 hours 

0.600 0.720 

LSTM Chart 12 hours LSTM Chart & Lab 12 hours 

0.496 0.768 

GRU Chart 4 hours GRU Chart & Lab 4 hours 

0.584 0.816 

GRU Chart 8 hours GRU Chart & Lab 8 hours 

0.600 0.736 

GRU Chart 12 hours GRU Chart & Lab 12 hours 

0.536 0.768 
 

The numbers for specificity displayed in Table 5.2 were obtained by fixing sensitivity at 

approximately 80% and calculating the values accordingly. The same method is applied in Table 

5.3 where the specificity is fixed at 80% and sensitivity values are obtained. The results shown in 

Table 5.2 for specificity illustrate that as the prediction windows gets larger, the model specificity 

decreases for all models with chart variables. The same behavior occurs for the models trained 

with lab variables. There is a small fluctuation where both LSTM and GRU for the 12-hour pre-

diction window obtained a slightly higher score. This is due to the stochastic nature of the models; 

however, the trend is for specificity to decrease as the prediction window increases. On Table 5.3 

it is evident that the sensitivity scores decrease as the prediction window increases. It is also no-
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ticeable that both models for the 8-hour prediction windows yielded higher sensitivity than ex-

pected. This is also due to the stochastic nature of the models. Thus, it is expected that models 

trained with chart and lab variables would have obtained a higher sensitivity and specificity with 

the settings used in this research. 

Both LSTM and GRU obtained stable results across all the prediction windows for speci-

ficity and sensitivity. As expected, the models obtained the highest results using chart and lab 

variables for the 4-hour prediction window. This is due to more descriptive features being available 

during training and using a smaller prediction window where the models do not have to predict 

too far ahead. These factors help the model predict with higher accuracy. Moreover, the decrease 

in specificity and sensitivity shown previously aligns with the fact that as the prediction window 

gets larger, the models have more difficulty differentiating true negative and true positive samples 

correctly. Thus, the models classified several negative instances as being positive instances. This 

is an important area that could be further improved. However, the outcome of predicting a positive 

patient as negative is more devastating than identifying a negative patient as positive when dealing 

with mortality risks. But it is of utmost importance to take into consideration the pros and cons 

before using one of the models for predicting in-hospital mortality in patients with CHF. 

Another reason why the models obtained a lower specificity and sensitivity is because of 

the data available during the training process. There was a severe unbalance between positive and 

negative classes, causing the model to become puzzled when differentiating between classes. A 

model with higher sensitivity yielded fewer false negatives, thus avoided making mistakes on dis-

missing positive cases [17]. Therefore, the results are crucial to accurately inform doctors that a 

patient will not die within the prediction window slated for this research. The goal is to reduce the 
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number of false negatives which would mislead medical staff to believe a patient is in better con-

dition and fail to administer any sort of medical intervention based on the information given. 

Moreover, the lack of positive instances affects the models’ ability to generalize well on 

new data. The Department of Health of the State of New York states that a test with low specificity 

might not be suitable for screening since it yields many false positives [17]. However, for this 

research scope, having many false positives is not as devastating as having many false negatives. 

The reason is that in case of uncertainties, the medical staff should be informed to analyze the 

patient's condition more closely. If the patient indeed did not die within the prediction window, it 

is a positive outcome. A life was saved. In the case of a false negative, a life is lost that could have 

been possibly prevented.  

In the discussion session, ways to improve the models are discussed more in depth. The 

goal of improving the model specificity to avoid having a large number of false positives can be 

achieved by introducing more descriptive features. Moreover, working with a more balanced da-

taset that can train the models to perform better at identifying positive instances. 
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CHAPTER 6 

CONCLUSION 
 
 

From the results and discussion presented in Chapter 5, it became clear that Electronic 

Health Records contains a plethora of useful information, however, it also poses immense chal-

lenge for data analysis using deep learning. This is due to the inconsistencies in reporting proce-

dures, which is unfortunately present in almost all real world EHR datasets. In this particular re-

search, the number of records with missing data created initial barriers that were difficult to over-

come. However, after applying the technique of normalizing values by using standard deviation, 

the difficulties presented from the missing data became easier to overcome. For instance, setting 

all the missing values to 0, which was used to indicate normal levels, made the dataset more stable. 

Moreover, the nature of the unbalanced dataset imposes drawbacks when training the models. 

Normally, unbalanced datasets cause models to behave in a biased manner by preferring the ma-

jority class due to the higher number of samples in comparison to the minority class. Since the 

main goals of this research was to conduct experiments using a limited number of features, the 

bias issue becomes evident in this research. However, this issue is easy to overcome by simply 

adding more features and samples to the dataset.  

6.1 Limitations 

As mentioned previously, the scope of the dataset used in this experiment was limited in 

order to aim for a classifier that could perform reasonably well without taking into consideration 

the patient’s full medical history.  Previous works focus on the usage of a large number of features 

which increases the data collection, pre-processing and model training time. Therefore, the results 

presented in this experiment could be significantly improved with additional information from the 
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patient's medical history. However, even working with a limited number of features, as shown in 

chapter 5, LSTM and GRU obtained reasonable results based on the data fed to the models. 

Another important piece of information that was not included were the doctor's notes and 

medication information that were taken at each patient’s visit. With that in mind, the complexity 

of the models can be increased by adding a Convolutional Neural Network layer or a pre-trained 

model to process doctors’ notes and other results in order to obtain higher precision on the predic-

tions. The notes could contain important information on how a doctor perceives a patient's current 

condition and what they think could happen. Also, the notes can be an important time series feature 

when looking back at the combined notes for when the patient entered the ICU and during his stay. 

Unfortunately, the scope of this research was constrained to a smaller amount of information avail-

able for the models. Nonetheless, this would be one of the first improvements to work on to further 

this research. 

6.2 Discussion 

As shown in Table 5.2 and Table 5.3 in Chapter 5, the models had higher specificity in 

contrast with a lower sensitivity. The results show that the models are able to better predict nega-

tive instances but encountered more difficulties when predicting positive instances. This is a clear 

case of an unbalanced dataset, where the number of positive samples is very limited in comparison 

with the negative instances. For example, in this research the dataset contained approximately 

12.57% positive samples. These samples were then broken down into training, test and validation 

sets, which lead to having fewer samples from the positive class in each set. 

 By exposing the models to a low number of positive samples, it was expected that the 

models would perform better predicting the negative class including false positives as well. Even 

with the problem mentioned above, the results are promising since the goal is to not have a high 
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number of false positives which can lead to a patient not receiving the proper care that could po-

tentially lead to death. 

 Therefore, having a higher specificity guarantees that the models are able to correctly clas-

sify patients who are not at risk of dying within the specified conditions. On the other hand, higher 

sensitivity increases the models’ ability to correctly predict positive results for patients who are at 

real risk and few mistakes are made flagging positive instances as negative instances. This can 

lead to devastating consequences if a patient who is at risk but wrongly classified as negative and 

does not receive proper medical intervention. Thus, having a model with a high sensitivity and 

specificity is important for medical applications because it ensures the accuracy of the diagnosis.  

In summary, models with high specificity and sensitivity allows medical staff to take safe 

measures towards a patient’s condition. In the medical field, failing to diagnose a patient can be 

fatal and costly for both the hospital and patient. Having the models be more cautious by increasing 

the number of false positives can be beneficial in certain settings. However, improving models’ 

sensitivity can also help reduce cost and time during medical diagnoses. Avoiding patients going 

through unnecessary treatments is important when managing emergency room capacity. Lastly, 

being equipped to handle treatments better can help lead to more effective treatments for true pos-

itive patients.  

6.3 Future Work 

This study can be further extended by taking into consideration the full patient’s history or 

at least a larger number of information features. Moreover, incorporating doctor’s notes and more 

lab results would further increase the performance of the models. The techniques applied for the 

congestive heart failure patient cohort can be expanded to a larger cohort that might contain a 



 40 

mixture of different health conditions present in the MIMIC-III dataset. This would further im-

prove the model’s capability to learn more complex patterns to improve its prediction outcomes. 

Furthermore, reducing the data imbalance can help the model generalize better to the minority 

class. For example, various down-sampling techniques can be incorporated to make the data more 

balanced. If the down-sampling route is chosen, it is important to take into consideration the draw-

backs that can be introduced. One of the drawbacks of down-sampling is that a reduced amount of 

data would be used for training, causing the model to not learn enough patterns. Another possibility 

is to use over-sampling techniques to generate more data from the minority class. If the upper-

sampling technique is chosen, one of the issues that might arise is the creation of synthetic records 

that might not be paired with reality. In conclusion, collecting more data that has a balance between 

the positive and negative classes is the best way to improve the models’ performance, leading to a 

higher ROC AUC score and higher specificity. 

 Furthermore, it is also worth investigating different attention mechanisms that can possibly 

be applied, where the predictive model would automatically determine medical history of which 

specific intervals during ICU stay that are more crucial in making better predictions.  
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