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ABSTRACT

In recent years, industrial Internet of Things (IIoT) has gained considerable

attention in both industry and academia. In manufacturing sector, factories use the

real-time big data collected from their IoT-enabled machines to derive new insights, which

can be used to optimize their supply chain dynamics. To this end, researches focused on

fully utilizing the opportunities provided by the IIoT, to meet the stringent requirement of

industry in terms of resource efficiency, and delay. However, to efficiently manage the

IoT-enabled resources while guaranteeing a return of investment for the IoT service

providers, is still challenging. In this proposal, I propose a control mechanisms using

auctions to optimally manage the IoT-enabled physical resources, that not only meets the

resource demands from users, it guarantees that the service providers can earn a profit.

The proposed auction-based mechanisms are truthful, individually rational, prevents

buyers from unfairly affecting the results, and its assignments satisfy physical resource

capacity constraints. I conducted extensive simulations, and see that the proposed auction

mechanism can find control decisions that both improve the utilization of IoT-enabled

resources, and profit of service providers.
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CHAPTER I

INTRODUCTION

The proliferation of a huge number of devices able to be directly connected to the Internet

is leading to a new ubiquitous-computing paradigm. This new paradigm enhances the

traditional Internet into an Internet of Things (IoT) created around intelligent

interconnections of several smart objects, such as sensors, RFIDs, machines, vehicles, smart

phones, and tablets [1]. The impact of using IoT onto economies and societies around the

world is becoming enormous, as highlighted in a recently published report by General

Electric showing that operational improvements due to real-time data collected from an

Industrial IoT yields Billions of Dollars in return of investment [2].

The IoT approach is gaining ground in several application areas, such as smart

cities, home automation, and health care. For example, in healthcare, IoT-enabled medical

devices provide data for timely diagnoses of various diseases at the point of care [1, 3]. In

the industrial sector, flagship applications are telemetry readings of status of oil/brakes/etc

of cars on the move; monitoring of corrosion state of oil/gas pipelines; occupancy

measurements of parking in cities; remote metering of water consumption; real-time

monitoring of critical parts of a machinery; etc. In manufacturing, factory managers can

visualize their factory operations in real-time using the augmented reality headsets [4, 5].

Along with the permeation and applications of IoT, a new advanced manufacturing

paradigm called Industry 4.0, has been put forward. Throughout the Industry 4.0, the

common goal is to achieve cyber-physical based manufacturing system (CPMS). CPMS

should work as a context-aware production facility that considers, for instance, object

positions or machine statuses to assist in the execution of manufacturing tasks. It can draw

information from the physical environment or a virtual model, e.g., a process simulation,

order, or product specification. Businesses can more easily integrate all steps of the

manufacturing process including manufacturing, supply chain and operation [3, 6]. This
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facilitates greater flexibility and reactivity when participating in competitive markets.

Enabling this vision requires a combination of related technologies such as IoT, additive

manufacturing, AI/machine learning, and Edge Computing.

Although a few companies have adopted additive manufacturing and the IoT to

build and deliver objects, e.g., [7–9], most of these efforts focus on simply replacing

traditional machines with 3D-printers without taking advantage of the potentially

simplified supply chains. In particular, traditional manufacturing currently relies on a few

large manufacturing facilities that are far away from the consumption centers, have long

lead times, and need large object orders to be profitable. In contrast, by placing many

small manufacturing facilities near the consumption centers, the additive manufacturing

can shorten shipping distances. By building objects with different designs without having

to retrofit 3D-printers, the additive manufacturing also reduces lead times and production

costs.

However, at the industry level, most enterprises are independent, whose production

information is not shared. Separated production logistics might waste manufacturing

resources due to a low rate of usage, which causes more manufacturing costs,

manufacturing time, and energy consumption. Benefiting from the high degree of

integration between production and logistics, we can implement a self-organizing decision

making system to control manufacturing resources not only within an enterprise but also

between cooperative enterprises, using the data collected from IoT-enabled machines.

However, the question is that transmit the massive amount of data collected from

multi-source and heterogeneous enterprises in real-time, and use them to construct an

intelligent decision making system to represent dynamic behaviors of the physical world?

Several methods from Machine Learning and Data Mining facilitate such

capabilities. The analysis of huge data amounts using these methods, named Big Data

Analytic, has gained a great deal of attention in the past years. Consider the example

where you have two 3D-printers that are fabricating some objects. The 3D-printers are

connected to an edge device that is running a machine learning model listening to sensor
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data from the 3D-printers and whose mission is to take actions in response to different

scenarios. These autonomous actions may be finding the optimal arrangement of objects to

fully utilize the available 3D-printing area at those machines, or use pictures taken from

objects to detect possible fabrication defects on the objects. Edge Computing can enable

this autonomy by providing real-time data transmission between the IoT-enabled machines

in the factory floor and the AI/machine learning algorithm.

However, in a collaborative environment with numerous enterprises and IoT-enabled

equipment, designing an intelligent decision making mechanism to manage the

cyber-physical resources efficiently, is challenging. These challenges are as follows:

• Allocate sufficient computing power of IoT devices to analyze massive amounts of

data in real-time,

• Fairly compensate IoT service providers,

• Efficiently manage the resources of the underlying systems.

To address these challenges in IIoT, this proposal presents the research efforts and

publications that have been conducted over the past few years, which can be categorized

into two main areas: Dynamic control of the Additive Manufacturing supply chain, and

resource allocation in the Mobile Edge Computing (MEC).

Specifically in Chapter II, I formalize the problem of optimally managing the

additive manufacturing resources and setting prices to fulfill stochastic object demand by a

set of geographically-distributed manufacturing facilities under uncertain raw material and

shipping prices. Then, I design an efficient algorithm, to control the manufacturing

resources under uncertain object demand, and raw material, and shipping costs. I show

that the algorithm can achieve an operating cost that is within a constant of the optimal

cost

In Chapter III, I use deep neural network to learn how to match the 3D-printers

from the manufacturers that can build the object at the lowest cost to the buyers who are

willing to pay the highest prices to access the 3D-printers. The production order allocation
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decisions satisfy the capacity and raw material availability constraints of the additive

manufacturing facilities. To calculate the price for accessing the 3D-printers, I design a

second deep-neural network that learns how to calculate a payment for each buyer that

maximizes the utility of the additive manufacturers, and prevents the buyers from gaming

the auction. I train the proposed deep learning networks with a large data set of sample

bids. My extensive testing shows that the proposed scheme can results in higher utility

gains for the additive manufacturers compared to the posted price and multi-unit auctions.

Chapter IV, investigates the economic aspects of allocating edge servers to the edge

clients who are willing to pay the highest price respective to the size and complexity of

their task, to acquire more processing power. In mobile edge computing, it is challenging to

economically incentivize edge servers to complete the tasks of the mobile devices while

ensuring that mobile devices receive the results of their tasks within an acceptable amount

of time. To address this problem, I propose an auction mechanism that is executed by a

pair of deep neural networks, that maximizes the profit of multiple edge servers and satisfy

the task processing delay and energy consumption constraints of the mobile devices. The

utility that edge servers obtain through the proposed computing resource allocation is up

to three times larger to the that of existing randomized auctions. When compared to other

deep learning mechanisms, my approach obtains a similar utility for the edge servers, and,

remarkably, it is able to satisfy the task completion delays and energy consumption

constraints of the mobile devices, which can provide a much higher quality of experience to

the mobile devices.

In Chapter V, I discuss my future work which uses deep reinforcement learning to

adapt the control decisions with the time-varying dynamics of the additive manufacturing

supply chains. Chapter VI, summarizes my work and provides concluding remarks.
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CHAPTER II

Economically-robust Dynamic Control of the Additive

Manufacturing Cloud

2.1 Introduction

Additive manufacturing is transforming the way that we fabricate, deliver, and consume a

wide range of objects, from consumer products to automobiles and aircraft [10–15]. In

additive manufacturing, 3D-printers build objects by depositing material in a layer-by-layer

fashion, allowing them to build a wide range of objects with complex geometries, and

various levels of tensile strength, heat transfer, etc.

Due to their ability to build a wide variety of objects without needing retrofitting,

3D-printers can offer a per-unit production cost that is mostly independent of the volume

of production, i.e., they have extremely low marginal costs [16]. For this reason, additive

manufacturing enterprises can efficiently meet dynamic object demand by quickly scaling

their production up and down, or by redirecting their resources to produce entirely

different types of goods without losing profitability. Furthermore, the low marginal costs of

additive manufacturing enable small enterprises with only a few 3D-printers to be

competitive against larger factories [17]. The low marginal costs also enable buyers to

access manufacturing resources at a low cost to fulfill production orders with only a small

number of objects.

Meanwhile, to improve their efficiency and productivity, manufacturing companies

can adopt the Internet of Things (IoT) [18–20]. In IoT-enabled factory floors, machines,

products, and vehicles are equipped with sensing, computing and communications

capabilities. This allows operators to dynamically adjust the production and

transportation operations of many factory locations over the Internet in real-time [21].

Although a few companies have adopted additive manufacturing and the IoT to
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build and deliver objects, e.g., [7–9], the vast majority of these efforts focus on simply

replacing traditional machines with 3D-printers without taking advantage of the potentially

simplified supply chains. In particular, traditional manufacturing currently relies on a few

large manufacturing facilities that are far away from the consumption centers, have long

lead times, and need large object orders to be profitable. In contrast, by placing many

small manufacturing facilities near the consumption centers, additive manufacturing can

shorten shipping distances. By building objects with different designs without having to

retrofit 3D-printers, additive manufacturing also reduces lead times and production costs.

To facilitate the adoption of additive manufacturing in a way that its advantages

can be fully realized, I propose the additive manufacturing (AM) Cloud, where a set of

small additive manufacturing enterprises, called micro-manufacturers, pool their resources

and offer them in an on-demand and pay-per-use basis through a central operator. By

aggregating the manufacturing resources, the AM Cloud can fulfill large orders that no

micro-manufacturer could have fulfilled on its own. Buyers can access resources from

multiple micro-manufacturers without having to deal with each one individually. Moreover,

by centrally controlling the micro-manufacturers, the AM Cloud is able to allocate the

buyers’ orders to their nearest available micro-manufacturers, and quickly scale the overall

production to meet the dynamic object demand.

However, managing the AM Cloud poses two significant challenges: 1) setting a

price for manufacturing services that incentivizes buyers to purchase objects while

guaranteeing that manufacturers earn a profit; and 2) finding production, inventory, and

shipping decisions that minimize the micro-manufacturers’ operation costs under uncertain

object demand, raw material costs, and shipping costs.

To set the object prices in the AM Cloud, I propose to use auctions which have

been successfully employed to manage markets in various systems, including cloud

computing [22–24], cognitive radio networks [25–27], supply chains [28–30], and power

systems [31–33]. Auctions offer an efficient way of allocating scarce resources to buyers in a

fair way. Unfortunately, existing auction mechanisms either assume that the seller has a
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supply of resources that is always larger than the demanded quantity, e.g., cloud

computing auctions, or assume buyers make no distinction between resources provided by

different sources, e.g., power system auctions. In the AM Cloud, the demanded quantity of

objects may exceed the manufacturing capacity, and objects from different

micro-manufacturers may have different manufacturing and shipping costs. Hence, we need

to design an auction mechanism that can efficiently and fairly allocate a finite amount of

objects to buyers while meeting the constraints of the AM Cloud.

Furthermore, there are some works on control of manufacturing resources offered

through a cloud service provider [21, 34–40], and some works on production planning for

additive manufacturing [41,42]. However, these works consider a single instant in time, and

thus neglect the effect of their control decisions on future inventory levels, and ignore the

uncertainty of future object demand and raw material and shipping costs.

To control stochastic manufacturing supply chains, dynamic programming is often

employed [43–46]. Unfortunately, these approaches have large computational complexity,

and require knowledge of the object demand probability distribution, which is particularly

hard to obtain in additive manufacturing because buyers may come from different

industries and each industry has its own unique demand behavior [47–49]. To overcome

this challenge, Neely and Huang [50,51] employ Lyapunov optimization for event-driven

systems, which can control the manufacturing resources across multiple time-slots without

employing detailed knowledge about the object demand statistics. However, they only

consider one manufacturer that employs traditional machines to build its products, and

neglect the shipping operations needed to deliver objects to buyers.

In this chapter, I design a scheme formed by a randomized auction mechanism,

which allocates 3D-printing resources to the buyers at a fair price; and an approximate

dynamic control algorithm, which efficiently operates the micro-manufacturers while

considering the uncertain object demand. I present the architecture of the proposed AM

Cloud in Fig. 1, and a flowchart of the proposed scheme in the supplemental materials.

In particular, the AM Cloud operates in a time-slotted manner. Each time-slot is
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Figure 1: The architecture of the proposed AM Cloud.

divided into two phases: the auction phase and the dynamic control phase. During the

auction phase, the AM Cloud collects the buyers’ reservation prices and budgets. Buyers’

reservation prices specify the maximum price they are willing to pay for a unit of printing

area at one of the AM Cloud’s 3D-printers to build their objects. The buyers also submit

their requested delivery deadlines and object designs. The AM Cloud then executes a

randomized auction mechanism that sets the price for a unit of printing area and decides

the amount of printing area that will be allocated to each of the winning buyers. I show

that the proposed auction mechanism is truthful, individually rational, and guarantees that

the AM cloud receives a positive revenue from the auction.

Next, during the dynamic control phase, the AM Cloud first assigns object

production orders to the 3D-printers in the system taking into account the amount of

printing area purchased by each buyer during the auction phase, and the production

capacity constraints of the micro-manufacturers. The AM Cloud also instructs the

micro-manufacturers to purchase raw material and ship objects manufactured in previous

time slots. I model this problem as an optimal control problem for a system of raw

material and object queues where the object demand, raw material prices, and shipping

prices are random variables. To solve it, I leverage Lyapunov optimization for event-driven
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systems to find an online optimization problem that can be efficiently solved at each

time-slot without detailed knowledge of the system statistics. I show that by solving the

online problem, the AM Cloud fulfills the object production orders by their buyer-defined

deadlines. I also show that the operating cost achieved by the online problem is within an

arbitrary constant of the optimal cost and allows the AM Cloud to make a profit. I

summarize my contributions as follows:

• For the first time in the literature, I formulate the problem of optimally managing the

AM Cloud and setting prices to fulfill stochastic object demand by a set of

geographically-distributed micro-manufacturing facilities under uncertain raw material

and shipping prices.

• I design a randomized auction mechanism that fairly allocates the printing area of the

micro-manufacturers to the buyers, and show that it is truthful, individually rational,

and guarantees that the AM cloud receives a positive revenue from the auction.

• I design an efficient algorithm for the AM Cloud to control the manufacturing

resources under uncertain object demand, and raw material, and shipping costs. I

show that the algorithm can achieve an operating cost that is within a constant of the

optimal cost, and can fulfill the buyer orders by their requested deadline.

• I conduct extensive simulations to evaluate the performance of my proposed AM

Cloud framework. I observe that the AM Cloud can efficiently compute feasible

control actions that result in low operating costs, high utilization of the 3D-printers,

and ultimately lead to a profit for the AM Cloud.

2.2 System Model

In this section, I describe the AM supply chain architecture, the auction formulation, and the dynamics of

the micro-manufacturer’s production and shipping operations. Table 1 summarizes the notation used in

this chapter.
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Table 1: Nomenclature of Chapter II (in order of appearance).

Notation Description
M The set of micro-manufacturers.
B The set of buyers.
Pm The set of printers at micro-manufacturer m.
Ib(t) The set of objects of buyer b.
Am,p Printing area of the pth 3D-printer at micro-manufacturer m.
Amaxm Total printing area of the 3D-printers at micro-manufacturer m.
Amax The total printing area in the AM Cloud.
qm,p Vector indicating the quality offered by the pth printer of micro-manufacturer m.
γ′b(t) Buyer b’s true reservation price.
γb(t) Buyer b’s reported reservation price.
B′b(t) Buyer b’s true budget.
Bb(t) Buyer b’s total reported budget.
Bb(t) Buyer b’s reported bid.
db(t) Buyer b’s requested delivery deadline.
lb Buyer b’s location.
f b Vector indicating the requested manufacturing quality for buyer b’s objects.
Âb(t) Total amount of printing area allocated to buyer b.
pb(t) Buyer’s b per-object payment.
φb(t) Buyer b’s utility.
βb(t) Amount of raw material needed to build one object for buyer b.
δb(t) Time required to build an object for buyer b.
ab(t) Printing area required to build an object for buyer b.

xb,im,p(t)
The binary variable indicating whether the buyer b’s ith object has been assigned to
the pth printer at micro-manufacturer m.

∆ Time-slot duration
Cm,p Utilization ratio requested by micro-manufacturer m for its pth printer.
Rm(t) Micro-manufacturer m’s raw material queue size.
Nm(t) Amount of raw material consumed by micro-manufacturer m.
Sm(t) Amount of raw material purchased by m.
Rminm Minimum raw material queue level for micro-manufacturer’s m.
Rmaxm Maximum raw material storage capacity at micro-manufacturer m’s.
Smaxm Maximum volume of raw material that can be purchased by micro-manufacturer m.
Obm(t) Micro-manufacturer m’s transportation queue for buyer b size.
U bm(t) Quantity of objects shipped from micro-manufacturer m to buyer b.
Gbm(t) Amount of additional storage area needed at micro-manufacturer m for buyer b.
Ob,maxm Maximum storage area of micro-manufacturer m for b’s objects.
U b,maxm Maximum shipping capacity from micro-manufacturer m to buyer b.
Zbm(t) Micro-manufacturer m’s virtual queue for buyer b.
εbm Arrivals at micro-manufacturer m’s virtual queue for buyer b.
Zb,maxm Maximum size of m’s virtual queue for b.
Pm(t) Total operating cost of micro-manufacturer m.
P (t) Total operating cost of the AM Cloud.
sm(t) Raw material cost per unit of volume of raw material at micro-manufacturer m.
cm Fabrication cost per unit of volume of raw material at micro-manufacturer m.

ebm(t)
Cost of shipping per unit of volume of raw material from micro-manufacturer m to
buyer b.

U(t) Overall utility of the AM Cloud.

Db,min(t)
Minimum price at which the AM Cloud is willing to allocate one unit of printing area
to buyer b.

αb(t) Buyer b’s adjusted reservation price.
P̄ (t) Long-term time-averaged expected system operating cost.
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2.2.1 AM Supply Chain Architecture

I consider a set of micro-manufacturersM = {1, 2, ...,M} that form a coalition to collaboratively satisfy

the demand for objects from a set of buyers B = {1, 2, ..., B}. Each micro-manufacturer is in a distinct

location, and buyers are clustered around several regions, e.g., cities or industrial parks. To better manage

the resources of the micro-manufacturers, a system operator, called the additive manufacturing (AM)

Cloud, centrally manages the sale of printing area to the buyers, and the production decisions at the

micro-manufacturers.

Each micro-manufacturer m operates a set of 3D-printers Pm = {1, 2, ..., Pm}. Depending on its

type of 3D-printers, each micro-manufacturer m can offer different degrees of object fabrication quality

from the set Q = {1, 2, ...Q}. I denote the quality offered by the pth 3D-printer at micro-manufacturer m

by the vector qm,p = [q1
m,p, q

2
m,p, ..., q

Q
m,p], where qim,p is equal to one if the 3D-printer offers quality i ∈ Q,

and zero otherwise. I denote the printing area of 3D-printer p at micro-manufacturer m by Am,p, the total

printing area at micro-manufacturer m by Amaxm , and the total printing area in the AM Cloud by Amax.

The system operates in a time-slotted fashion. Every time-slot t ∈ {1, 2, ..., T}, is divided into two

phases. In the first phase, the AM Cloud collects the buyers’ bids for printing area, and executes an

auction mechanism that decides how much printing area is sold to each buyer, and sets a per-unit of

printing area price. In the second phase, the AM Cloud optimally assigns object production orders to the

micro-manufacturers according to the results of the auction, purchases a certain amount of raw material for

each micro-manufacturer, and ships a certain quantity of objects to the buyers.

In the proposed AM Cloud, an order from a single buyer can be fulfilled by multiple

micro-manufacturers, and a single micro-manufacturer can contribute to fulfilling orders from multiple

buyers. Micro-manufacturers fabricate the objects during the same time-slot in which buyers pay for their

printing area. Once an object is fabricated it is placed in a transportation queue until it is shipped.

Objects may be stored during several time-slots before being shipped to their destination due to the finite

capacity of the shipping services at each time slot.

Object design is an important and often time-consuming step in additive manufacturing. In this

work, I assume that buyers already have an object design that they have developed on their own or

through an another additive manufacturing cloud service prior to submitting their bids, e.g., [52–54]. In

addition to designing their objects, buyers determine the optimal object orientation on the 3D-printer that

achieves their desired part quality. Thus, the printing area required by the objects is a constant. To

calculate the required area ab(t) to print buyer b’s objects, I draw a bounding box around the design and

use its projection on the printing bed instead of considering the objects’ original shapes.
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2.2.2 Auction Formulation

Every time slot t, the AM Cloud uses an auction to sell the printing area of the 3D-printers in the system

to the buyers. The auction is conducted in three steps: bidding, printing area allocation, and payment

collection. During the bidding phase, the AM Cloud collects the buyers reservation prices γb(t), which

specify the maximum price they are willing to pay for a unit of printing area, their total budgets Bb(t),

and the amount of printing area needed to build one of their objects ab(t). Then, the bid of buyer b is a

tuple formed as follows:

Bb(t) = {Bb(t), γb(t), ab(t)}, ∀b ∈ B, (1)

where Bb(t) ≥ γb(t). I assume the budgets Bb(t), reservation prices γb(t), and required printing areas ab(t)

are independent and identically distributed (i.i.d) stochastic processes. During this step the AM cloud also

collects the buyers’ requested delivery deadlines db(t), their location lb, and their object designs.

After collecting the bids, the AM Cloud allocates space to the buyers in such a way that their

utilities are maximized. Let B′b(t), and γ′b(t) be buyer b’s true budget, and true reservation price,

respectively. Let Âb(t) be the total printing area allocated to buyer b by the auction, and let pb(t) be buyer

b’s per-unit of printing area payment. Then, buyer b’s utility is given by

φb(t) =


⌊
Âb(t)
ab(t)

⌋
(γ′b(t)− pb(t)) if Âb(t)pb(t) ≤ B′b(t)

−∞ if Âb(t)pb(t) > B′b(t).

Note that buyers only value the printing area that they can use to build whole objects and prefer to receive

no printing area at all rather than going over their budgets.

Based on the printing area purchased during the auction and the size of the buyer objects, the AM

Cloud forms a set Ib(t) = {1, 2, ...Ib(t)} for each buyer b, where Ib(t) = bÂb(t)/ab(t)c is the total number of

objects that the AM Cloud will manufacture for buyer b. Since the the allocated area depends on the

buyers’ bids, I assume that amount of allocated area {Âb(t)}∞t=0 is an i.i.d stochastic processes, and that

0 ≤ Âb(t) ≤ Amax.

Finally, the AM Cloud collects payments from the buyers and proceeds to the next phase where it

optimally directs the micro-manufacturers to build the objects, purchase raw material, and ship objects

that were fabricated in previous time slots. fabricated.

Since buyers may attempt to unfairly affect the results of the auction by submitting bids with

artificially high (or low) budgets and reservation prices, the object allocation mechanism should incentivize
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buyers to bid truthfully. Also, the object allocation mechanism needs to guarantee that buyers always

receive a non-negative utility, and that the AM Cloud receives a positive revenue during the auction phase.

Formally, the auction mechanism should have the following three properties:

Definition 1. Truthful Auction: An auction mechanism is truthful if the dominant strategy of the buyers

is to bid with their true object valuations and budgets.

Definition 2. Individual Rationality: An auction mechanism is individually rational if the buyer’s utility

from participating in the auction is non-negative.

Definition 3. Positive Revenue: An auction mechanism has positive revenue if the AM Cloud is

guaranteed to receive a positive revenue.

In Section 3.2.2, I describe in details my proposed auction mechanism, which satisfies these

properties.

2.2.3 AM Cloud Production and Shipping Dynamics

In this section, I model the allocation of object production to micro-manufacturers as well as the dynamics

of the raw material and object inventories in the AM Cloud.

Object Production Assignment in the AM Cloud Before micro-manufacturers can start producing

objects, the AM Cloud needs to first assign objects from the winning buyers in the auction to individual

printers at the micro-manufacturers. To this end, I define a set of binary variables that determine which

3D-printer is tasked with building each object, and several constraints that model the production capacity

of the micro-manufacturers.

Specifically, let xb,im,p(t) be a binary variable that is equal to one if the ith object from buyer b is

assigned to the pth printer at micro-manufacturer m at time slot t. Then, to ensure all objects are

fabricated, the AM must assign each object to exactly one printer, i.e.,

∑
m∈M

∑
p∈Pm

xb,im,p(t) = 1, ∀i ∈ Ib(t),∀b ∈ B. (2)

To ensure that the objects are built according to their required quality, I constrain the AM Cloud

to only assign an object to a 3D-printer if it can satisfy the object’s quality requirement. Let

f b(t) = [f b1 , f
b
2 , ..., f

b
Q] be the vector of required quality for buyer b’s objects, where f bi is equal to one if

buyer b requires quality i ∈ Q and zero otherwise. Then, we have

xb,im,p(t) ≤ 1fbq>m,p=1, ∀b ∈ B,∀i ∈ Ib(t),∀m ∈M,∀p ∈ Pm, (3)
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where the indicator function 1fbq>m=1 is equal to one if f bq>m,p = 1, i.e., 3D-printer p at micro-manufacturer

m offers the quality required by b, and zero otherwise. I assume buyer b only requires one quality from the

set Q. However, multiple quality constraints can be considered by requiring the buyers to submit multiple

quality vectors, and enforcing additional constraints of the same form as (3).

The objects assigned to a 3D-printer should require a printing area that is less than or equal to the

total area at the 3D-printer, that is,

∑
b∈B

∑
i∈Ib(t)

ab(t)xb,im,p(t) ≤ Am,p, ∀m ∈M,∀p ∈ Pm. (4)

3D-printers should complete their jobs within a single time slot. Let δb(t) be the production time

of buyer b’s objects, and ∆ be the duration of a time slot. Then, the total production time of printer p at

micro-manufacturer m should satisfy

∑
b∈B

∑
i∈Ib(t)

δb(t)xb,im,p(t) ≤ ∆, ∀m ∈M,∀p ∈ Pm. (5)

The production time δb(t) of an object can be accurately estimated based on its printing area ab(t), its

required amount of raw material, and the maximum height of the design, which the AM Cloud can

calculate based on the object designs that buyers submit [42].

To maintain a high utilization of the 3D-printers during each time slot, micro-manufacturers set a

minimum printing area utilization ratio. Let Cm,p be the minimum utilization ratio of th pth 3D-printer’s

printing area at micro-manufacturer m, and 1xb,im,p(t)>0 be an indicator variable that is equal to one if at

least one object has been assigned to the pth printer at micro-manufacturer m. Then, the minimum

utilization constraint is as follows:

∑
b∈B

∑
i∈Ib(t)

ab(t)xb,im,p(t)

Am,p
≥ Cm,p1xb,im,p(t)>0,

∀p ∈ Pm,m ∈M.

(6)

I assume there there are enough printing area demand at each time slot to satisfy (6).

In addition to satisfying the 3D-printer capacity constraints, the AM Cloud ensures that the

micro-manufacturers have enough raw material to build their assigned objects. Let βb(t) be the volume of

raw material needed to fabricate an object for buyer b, and Nmax
m be the maximum amount of raw material

that can be consumed by its 3D-printers in a single time slot. Then, the total amount of raw material
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consumed by micro-manufacturer m during t is given by

Nm(t) =
∑
p∈Pm

∑
b∈B

∑
i∈Ib(t)

βb(t)xb,im,p(t), ∀m ∈M, (7)

and the object assignment for micro-manufacturer m is constrained as follows:

Nm(t) ≤ {Rm(t), Nmax
m }, ∀m ∈M, (8)

where Rm(t) is the available raw material at micro-manufacturer m. Since the amount of raw material

βb(t) depends is related to the printing area, I assume that {βb(t)}∞t=0 is an i.i.d. stochastic with the

following bounds 0 ≤ βb(t) ≤ βmax, where βmax is a finite positive constant.

Raw Material Inventory Dynamics

The evolution of the raw material inventory at micro-manufacturer m is given by the following

queue equation

Rm(t+ 1) = Rm(t)−Nm(t) + Sm(t), m ∈M, (9)

where Sm(t) is the volume of raw material purchased by micro-manufacturer m at the end of time slot t,

and Nm(t) is the total amount of raw material used by micro-manufacturer m as defined in (7).

Micro-manufacturers aim to maintain enough raw material to satisfy future demands. However,

due to space limitations, they can only store a finite amount, i.e.,

Rminm ≤ Rm(t) ≤ Rmaxm , m ∈M, (10)

where Rminm is the minimum amount of raw material that m needs to fully utilize its manufacturing

machines during a time-slot, and Rmaxm is the maximum volume of raw material that it can store.

Moreover, the maximum volume of raw material that micro-manufacturer m can purchase during a

time-slot is constrained by the current state of the queue and its maximum storage capacity as follows:

Sm(t) ≤ min{Rmaxm −Rm(t), Smaxm } (11)

where Smaxm is the maximum volume of raw material that can be delivered to m due to transportation and

supply limitations. I assume Smaxm < Rmaxm .

Object Inventory Dynamics After manufacturing an object, the micro-manufacturers store it until
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it can be shipped to its buyer. Thus, I model the area occupied by buyer b’s objects that are waiting to be

shipped at micro-manufacturer m as follows:

Obm(t+ 1) = max[Obm(t)− U bm(t), 0] +Gbm(t),

∀m ∈M,∀b ∈ B,
(12)

where the departure U bm denotes the amount of storage area micro-manufacturer m can clear by shipping

objects to buyer b, and

Gbm(t) =
∑
p∈Pm

∑
b∈B

∑
i∈Ib(t)

ab(t)xb,im,p(t) (13)

is the amount of storage area needed by the micro-manufacturer m to store the objects it produced for

buyer b during t.

Due to the limited storage capacity at the micro-manufacturers, the size of the transportation

queues is bounded as follows:

Obm(t) ≤ Ob,maxm , ∀m ∈M,∀b ∈ B, (14)

where Ob,maxm is a constant modeling the total object storage space that m allocates for b’s objects. Hence,

the maximum amount of area needed by objects produced by micro-manufacturer m without overflowing

its storage space is given by

Gbm(t) ≤ min{Ob,maxm −Obm(t), Amaxm }, ∀b ∈ B,∀m ∈M, (15)

where Amaxm =
∑
p∈Pm Am,p. Note that I continue to consider the object’s bounding boxes to calculate the

storage space needed by each object at the micro-manufacturers.

Limitations in the transportation capacity of shipping companies leads to a maximum number of

shipped objects per time-slot, i.e,.

U bm(t) ≤ U b,maxm , ∀m ∈M,∀b ∈ B, (16)

where U b,maxm is the maximum storage area that can be cleared by shipping objects due to capacity

limitations of the shipping companies.

Moreover, since the AM Cloud needs to honor the delivery deadline db(t) requested by buyer b, I
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measure the time that objects spend in the transportation queue with a virtual queue. Virtual queues are

values that track the size of the physical transportation queues Obm(t)’s, but hold no physical objects. The

virtual queue for Obm(t) evolves as follows:

Zbm(t+ 1) = max[Zbm(t)− U bm(t), 0] + εbm1Obm(t),

∀m ∈M,∀b ∈ B,
(17)

where εbm is a constant related to the delivery deadline requested by buyer b, and 1Obm(t) is equal to 1 if

Obm(t) is non-empty, and zero otherwise. The virtual queue Zbm(t) has the same departures as the

transportation queue Obm(t) but its arrivals are determined by the state of Obm(t), and by εbm, which is

related to the buyer-defined deadline db(t). I assume that εbm ≤ U b,maxm , that is, the arrival rate is less than

the maximum number of objects that can be shipped out by m during a time-slot. In Theorem 2, I show

how the value of εbm can be calculated to meet deadline db(t).

Note that after being printed and before being placed in the shipping queue, the objects may need

to go through a post-processing step, e.g., quality assurance inspections. To this end, adding objects to the

shipping queue can be delayed by one time slot. Since the results about the performance of my dynamic

control algorithm in Theorem 2 only depend on the maximum value of the arrivals, i.e., Gbm(t) < Amaxm , I

can obtain similar results even if the arrival of objects is delayed by one time slot. I also assume that

objects shipped from m are delivered to buyer b within a constant number of time-slots that depends on

the distance between m and b.

2.2.4 Micro-manufacturers’ Operating Costs

The operating cost of micro-manufacturer m during a time-slot is given by its raw material purchasing

costs, production costs, and its shipping costs. Specifically, let sm(t) be the cost per-unit of volume of raw

material at micro-manufacturer m, cm be the manufacturing cost per-unit of volume of raw material for

buyer b’ objects at micro-manufacturer m, and ebm(t) be the shipping cost per-unit of volume of raw

material from micro-manufacturer m to buyer b. Then, the total operating cost of micro-manufacturer m

at t is given by

Pm(t) = sm(t)Sm(t)+
∑
b∈B

(
βb(t)cm

∑
i∈Ib(t)

∑
p∈Pm

xb,im,p(t)

+ ebm(t)U bm(t)
)
, ∀m ∈M.

(18)
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I assume that shipping and raw material prices sm(t) and ebm(t) are i.i.d. random variables with finite

upper bounds, and the specific probability distribution is unknown to the AM Cloud. For example, the

price of freight services, such as [55], changes in real-time based on market conditions, and thus raw

material and object transportation prices are also affected in real-time. I assume the manufacturing cost

cm to be constant.

Besides, we calculate the AM Cloud’s overall utility as the difference between the payments

received by the buyers and the overall operating costs in (18), that is,

U(t) =
∑
b∈B

Âb(t)pb(t)− P (t) (19)

where Pm(t) =
∑
m∈M Pm(t).

2.3 Dynamic Manufacturing Control for the AM Cloud

In this section, I describe in details the two phases of operation of the AM Cloud. I first describe the

auction mechanism, which can fulfill the auction mechanism, and then present my dynamic control

algorithm.

2.3.1 A Truthful Auction Mechanism for the AM Cloud

To allocate the AM Cloud’s printing area capacity to buyers, I employ a randomized auction that

incentivizes buyers to bid truthfully, and ensures a non-negative utility for all buyers and a positive revenue

for the AM Cloud. The auction mechanism ensures truthful bidding by having the AM Cloud first splitting

the buyers into two groups randomly, and then computing the optimal price for both groups. Then, instead

of charging each group its optimal price, the auction uses the other group’s price to charge them. To

guarantee that the AM Cloud receives a positive revenue, it sets a minimum per object price for each buyer

based on its location.

Specifically, the proposed auction mechanism is as follows. The AM Cloud first forms buyer

subsets B0(t) and B1(t) by taking buyers from set B and placing them into either set uniformly at random.

The AM Cloud then sorts the buyers in B0(t) based on their adjusted reservation prices. Let

Db,min(t) be the minimum price at which the AM Cloud is willing to allocate a unit of printing area to

buyer b, and αb(t) = γb(t)−Db,min(t) be buyer b’s adjusted reservation price (for all b ∈ B0(t)). Then, the

buyers are sorted as follows:

α1(t) ≥ α2(t) ≥ ... ≥ αB0(t)(t),
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where B0(t) is the total number of buyers in B0(t). Buyers with reservation prices that are less than the

minimum price accepted by the AM Cloud, i.e., αb(t) ≤ 0, are discarded from the auction.

Next, the AM Cloud finds the buyer b0 ∈ B0(t) with αb0(t) that maximizes the revenue of the AM

Cloud i.e.,

b0 = min

{
b

∣∣∣∣∣
b−1∑
j=1

Bj(t) ≥ αb(t)Amax

2
, 2 ≤ b ≤ |B0(t)|

}
. (20)

I denote the optimal price per unit of printing area of subset B0(t) by α∗B0(t) = αb0−1(t). Similarly, I

compute α∗B1(t) = αb1−1(t) for set B1(t). Note that I assume that the sum of the buyers’ budgets is enough

to acquire Amax/2 units of printing area at αB0 , and thus b0 always exist.

Based on the optimal prices, the AM Cloud allocates at most Amax

2 objects to the buyers in B0

who have large enough reservation prices, and up to their budgets. The allocation procedure is as follows.

The AM Cloud draws a buyer b ∈ B0(t) uniformly at random, and if αb(t) ≥ α∗B1(t), and

γb(t) ≥ α∗B1(t) +Db,min, then buyer b is awarded

Ib(t) =

⌊
1

ab(t)
× Bb(t)

α∗B1(t) +Db,min

⌋
(21)

objects, and it is charged for Âb(t) = ab(t)Ib(t) units of printing area at price α∗B1(t) +Db,min. If fewer than
Bb(t)

α∗B1(t)
+Db,min

units of printing area remain, then buyer b gets bAr/abc units of printing area, where Ar is

the number of remaining printing area units. The AM Cloud repeats this process until the there is no

printing area left to allocate, or all buyers have been selected. The payment of buyer b is

pb(t) = Ib(t)(α∗B1(t) +Db,min). Similarly, A
max

2 objects can be allocated to buyers in B1 by charging them

α∗B0(t) +Db,min(t) per unit of printing area.

Note that the AM Cloud only assigns printing area if it can be used to build a whole object and no

fractional units of printing area are allocated by the auction. There may be some unallocated printing area

at the end of the auction mechanism.

After the auction is executed, the AM Cloud collects payments from the buyers, and then directs

the micro-manufacturers to build objects for the buyers according to their allocated printing area. To this

end, the AM Cloud forms a set of objects for each buyer b, denoted by Ib(t) = {1, 2, ...Ib(t)}. Note that

due to the budgets, reservation prices, and object areas in the buyers’ bids being stochastic i.i.d. processes

as described in Section 2.2.2, the required printing area to build the objects of the auction winner buyers,

i.e., Atotal =
∑
b∈B a

b(t)Ib, is also an stochastic i.i.d. process with a finite upper bound of Amax.

We now arrive at a theorem about the properties of the proposed multi-object auction mechanism.
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Theorem 1. The proposed auction mechanism meets Definition 1, 11, and 3, i.e., it is 1) truthful, 2)

individually rational, and 3) guarantees positive revenue for the AM Cloud.

Proof. Truthful Auction: For the auction to be truthful, buyers should have no incentive to misreport their

printing area valuations γb(t)’s, and budgets Bb(t). I first show that buyers have no incentive to lie about

their printing area valuations γb(t)’s. Consider group B0(t). The auction allocates printing area to buyer

b ∈ B0(t) only if its adjusted reservation price is greater than the optimal price in B1(t), i.e., αb(t) ≥ α∗B1(t),

and its reservation price is greater than the price it gets charged per unit of printing area, i.e.,

γb(t) ≥ α∗B1(t) +Db,min. Moreover, if the supply of printing area for group B0(t) is insufficient to meet the

demands of buyers with αb(t) ≥ α∗B1
, and γb(t) ≥ α∗B1(t) +Db,min, then the auction mechanism allocates

the printing area to buyers in an order that is independent from the reported reservation prices. Therefore,

since the price per unit area, α∗B1(t) +Db,min(t), and the order in which the printing area is allocated, are

independent from the reported reservation prices γb(t)’s, buyers have no incentive to attempt to

manipulate the price they are charged or the printing area allocation by reporting a reservation price γb(t)

that is different from their true reservation price γ′b(t).

I now show that the buyers have no incentive to misreport their budgets. If buyer b reports a

budget Bb(t) below its true budget B′b(t), it would potentially reduce the number of objects it can

manufacture, leading to a lower overall utility. If buyer b reports a budget Bb(t) > B′b(t), then it faces the

possibility of having to pay a charge that is greater than B′b(t), which would decrease its utility to negative

infinity. The proof applies to buyers in subset B1(t), and to all times slots.

Individual Rationality: Consider group B0(t). Since buyers are allocated printing area at price

α∗B1(t) +Db,min up to their budgets, their overall utility is always non-negative. Thus, if a buyer’s

reservation price is less than α∗B1(t) +Db,min, then the buyer receives no printing area and pays nothing.

The same arguments apply to subset B1(t), and to all times slots.

The AM Cloud receives a positive revenue. Consider printing area sales in group B0(t). To show

that the proposed auction mechanism guarantees a positive revenue, we make two observations. First,

according to the bid definition in (1), only the buyers who have a positive adjusted reservation price, i.e.,

αb(t) > 0 for all b ∈ B, are allowed to participate. Hence, the AM Cloud’s per unit of area revenue from all

winning buyers is positive. Second, the operator charges the winning buyers a price α∗B1(t) +Db,min(t),

which guarantees that the AM Cloud receives a revenue of at least α∗B1(t) per object sold. The proof also

applies to buyers in group B1(t) and all time-slots. Moreover, following the arguments of Goldberg et.

al [56] and Borgs et. al [57], it can be shown that randomized mechanisms where the buyers are divided

into two groups, achieve a revenue that is approximately equal to the revenue that can be achieved through
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a posted-price auction, i.e., the optimal revenue.

2.3.2 Dynamic AM Control Algorithm

After performing the auction and finding the quantity of objects that need to be manufactured for each

buyer, the AM Cloud needs to find optimal object production, object shipping, and raw material

purchasing decisions for the micro-manufacturers based on the state of the system queues, and allocated

printing area. In particular, let X(t) = [x(t),S(t),U(t)] be the decision variable vector, where

x(t) = {xb,im,p(t) | b ∈ B,m ∈M, i ∈ Ib(t), p ∈ Pm} are the object assignment variables,

S(t) = {Sm(t) | m ∈M} are the raw material purchasing variables, and U(t) = {U bm(t) | m ∈M, b ∈ B}

are the shipping variables. Then, the objective of the AM Cloud is to find control decisions that minimize

the long-term time averaged expected system operation cost, i.e.,

P̄ = lim
T→∞

1

T

T−1∑
t=0

E
{
P (t)

}
,

where P (t) is the total operation cost of the AM Cloud as defined in (18), and the expectation is taken

over uncertain amounts of demanded objects, printing area, raw material, and uncertain raw material

prices sm(t), and uncertain shipping prices ebm(t). While maximizing the system utility, the AM Cloud

needs to satisfy the object assignment, queues and delivery constraints. I formally define this optimization

problem as follows:

P1: min
X(t) ∀t

P̄

s.t. Objects are delivered before their

buyer-defined deadlines.

Constraints: (2)− (17).

(22)

and denote the solution at every time slot t by X∗(t).

We observe that the optimization problem in (22) is a time-coupling optimization problem due to

the object delivery deadlines, the queue difference equations (9) and (12), as well as the departure and

arrival constraints in (8), (11), and (15). As discussed in Section 2.1, a common approach to solve such

problems is dynamic programming, or approximate dynamic programming. However, these approaches

suffer from "the curse of dimensionality" [58], and need information about the statistics of the object

demand, and shipping and raw material prices, which is difficult to obtain due to the variety of industries

and markets that can participate in the AM Cloud [47–49].
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2.3.3 Dynamic AM Supply Chain Control Based on Lyapunov Optimization

To solve the optimization problem in (22), I leverage Lyapunov optimization for event-driven systems. The

main idea of Lyapunov optimization is to find an approximate solution that is within a constant of the

optimal one by solving a simpler optimization problem during every time slot. The online optimization

problem only depends on the current sate of the system. With this approach, we avoid the need to collect

detailed statistical information about the problem’s random variables [51]. The solutions found by the

online problem should be feasible solutions to the original optimization problem P1. In the following, I

derive such an online optimization problem and analyze its performance in Theorem 2.

I begin by defining an objective function for the online optimization problem. Let θm (for all

m ∈M) be a non-negative parameter to be defined later. Then, I define the sum of all queue levels at t,

with the following Lyapunov function:

L(Θ(t)) =
1

2

∑
m∈M

(
(Rm(t)− θm)2

+
∑
b∈B

(Obm(t))2 +
∑
b∈B

(Zbm(t))2

)
.

The vector Θ(t) = {R(t),O(t),Z(t)} denotes the queues in the system, and its elements are formed as

follows: R(t) = {Rm(t) | m ∈M}, O(t) = {Obm(t) | m ∈M, b ∈ B}, and Z(t) = {Zbm(t) | m ∈M, b ∈ B}.

This function is a measure of the total amount of raw material and manufactured objects in the AM Cloud.

If L(Θ(t)) is small, then all the queues are at a low level. Otherwise, at least one queue level is large.

Moreover, I define the Lyapunov drift as the change in the queues of the system within two consecutive

time-slots t and t+ 1, i.e.,

∆(Θ(t)) = E{L(Θ(t+ 1))− L(Θ(t)) | Θ(t)}. (23)

Since the Lypaunov drift function only measures the change in queue size, I instead aim to

minimize the following linear combination of the Lyapunov drift and the expected system operating cost

conditioned on the queue states:

∆(Θ(t)) + V E[P (t) | Θ(t)]. (24)

We now arrive at the following lemma.

Lemma 1. Given ∆(Θ(t)) in (23), and for any V ≥ 0, and θm ≥ 0 (for all m ∈M) we have the following
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upper bound on (24):

∆(Θ(t)) + V E[P (t) | Θ(t)]

≤ H + V E[P (t) | Θ(t)]

+
∑
m∈M

(Rm(t)− θm) E[Sm(t)−Nm(t)|Θ(t)]

+
∑
m∈M

∑
b∈B

Obm(t) E[Gbm(t)− U bm(t)|Θ(t)]

+
∑
m∈M

∑
b∈B

Zbm(t) E[εbm − U bm(t)|Θ(t)],

(25)

where H is a positive constant given by

H =
1

2

∑
m∈M

(
max[(Smaxm )2, (Nmax

m )2]

+
∑
b∈B

(Ab,maxm )2 + (U b,maxm )2

+
∑
b∈B

(εbm)2 + (U b,maxm )2

)
.

(26)

Proof. Squaring both sides of (9), we have:

1

2

(
(Rm(t+ 1))2 − (Rm(t))2

)
=

1

2
(Sm(t)−Nm(t))2 +Rm(t)(Sm(t)−Nm(t))

≤ max[(Smaxm )2, (Nmax
m )2]

2
+Rm(t)(Sm(t)−Nm(t)).

Note that ∀a, b, c with 0 ≤ a, 0 ≤ b ≤ bmax, and 0 ≤ c ≤ cmax, we have

(max[a− b, 0] + c)2 ≤ a2 + b2 + c2 + 2a(c− b)

≤ a2 + b2max + c2max + 2a(c− b).

Hence, by squaring both sides of (12) we have

1

2

(
(Obm(t+ 1))2 − (Obm(t))2

)
≤ (Amaxm )2 + (U b,maxm )2

2
+Obm(t)(Gbm(t)− U bm(t)).
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Similarly, squaring both sides of (17), yields

1

2

(
(Zbm(t+ 1))2 − (Zbm(t))2

)
≤ (εbm)2 + (U b,maxm )2

2
+ Zbm(t)(εbm − U bm(t)).

Thus, we can obtain

∆(Θ(t)) + V E[P (t)|Θ(t)]

≤ V E[P (t)|Θ(t)]

+ E

{ ∑
m∈M

(max[(Smaxm )2, (Nmax
m )2]

2

+ (Rm(t)− θm)(Sm(t)−Nm(t))
)∣∣∣∣∣ Θ(t)

}

+ E

{ ∑
m∈M

∑
b∈B

( (Amaxm )2 + (U b,maxm )2

2

+Obm(t)(
∑
b∈B

Gbm(t)− U bm(t))
) ∣∣∣∣∣ Θ(t)

}

+ E

{ ∑
m∈M

∑
b∈B

( (εbm)2 + (U b,maxm )2

2

+ Zbm(t)(εbm − U bm(t))
) ∣∣∣∣∣ Θ(t)

}
,

(27)

and (25) directly follows.

Since directly solving (22) is a time coupling problem, we instead maximize the right-hand side of

(25) while only considering non-time-coupling constraints. To this end, we relax constraints (8), (11), and

(15) as follows

0 ≤ Sm(t) ≤ Smaxm

0 ≤ Nm(t) ≤ Nmax
m

0 ≤ Gbm(t) ≤ Amaxm

(28)

for all m ∈M and b ∈ B, and leave out the queue update and queue bounds constraints in (9), (10), and

(12) as well as the delivery deadline constraint. Consequently, the online optimization problem is given by

P2: min
X(t)

V P (t)
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+
∑
m∈M

(
(Rm(t)− θm)(Sm(t)−Nm(t))

+
∑
b∈B

Obm(t)(Gbm(t)− U bm(t))

−
∑
b∈B

Zbm(t)U bm(t)
)

(29)

s.t. Constraints: (2)− (5), (14), and (28),

where I have removed εbm from the objective function because it is a constant. Since decision variables

Sm(t)’s, and U bm(t)’s are integer variables, and xb,im,p(t)’s are binary variables the optimization problem in

(29) is an integer linear program for which we can efficiently find an approximate solution using standard

approaches such as branch and bound, branch and cut, etc [59].

We now arrive at a theorem about the performance guarantees offered by my proposed online

control algorithm.

Theorem 2. Let the parameter θm be in the interval

θm ∈ (βmax(2Rminm − V cm), V aminm +Rmaxm − Smaxm ). (30)

Suppose raw material queues start at a feasible level Rminm ≤ Rm(0) ≤ Rmaxm , ∀m ∈M , and that

transportation queues and virtual queues start with zero backlogs, i.e., Obm(0) = Zbm(0) = 0, ∀b ∈ B and

∀m ∈M. Then, the AM Cloud control scheme has the following properties:

1. Raw material queues satisfy constraint (10), i.e., Rminm ≤ Rm(t) ≤ Rmaxm ∀m ∈M,∀t.

2. Transportation queues satisfy constraint (14), i.e., Obm(t) ≤ Ob,maxm ∀t, and virtual queues are

deterministically bounded by Zbm(t) ≤ Zb,maxm for all t, where

Ob,maxm = V eb,maxm +Amaxm , ∀b ∈ B,∀m ∈M, (31a)

Zb,maxm = V eb,maxm + εbm, ∀b ∈ B,∀m ∈M. (31b)

3. Buyer b’s objects spend no more than a maximum number of time-slots in the transportation queues

given by

αb,maxm = [
Ob,maxm + Zb,maxm

εbm
], ∀b ∈ B,∀m ∈M. (32)

4. The AM Cloud control decisions obtained from the online problem P2 are feasible solutions to the
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original optimization problem P1 for all t.

5. The solution of the online problem P2∗ is within H/V of the optimal solution to P1∗, i.e.,

P2∗ −H/V ≤ P1∗.

Proof. Due to space limitations, I present the proof of Theorem 2 in the Appendix section.

Intuitively, Theorem 2 shows that the AM Cloud decisions obtained by solving the online problem

P2 are feasible decisions to the original problem in P1 even though the time-coupling constraints in P1

are not explicitly enforced in P2. Additionally, Part 5) shows that the value of the objective value found

by solving P2 is within a constant value of the optimal one.

2.4 Simulation Results

In this section, I evaluate the performance of the proposed AM Cloud control scheme. I first investigate the

total cost of operating the AM Cloud when using the proposed control algorithm, and compare it to that of

a simple on-line control approach where the are no queues in the system. I then explore the utility that the

AM Cloud obtains under the proposed auction mechanisms and dynamic control algorithm. I also verify

that the solutions obtained by solving P2 are feasible, i.e., satisfy all constraints in P1. I use Matlab to

execute the randomized auction as well as to model the optimization problem P2. I use Gurobi [60] to

solve P2. I implement all simulations on a general purpose computer with a Core i5 2.7GHZ processor

8GB of RAM, 256GB GB of memory, and Windows 10 as the operating system.

The simulations settings are as follows. I consider 20 micro-manufacturers and 100 buyers located

within a square area of 500km × 500km during 500 three hour-long time-slots. I place 10 clusters of 10

buyers each at random locations. I then place 5 manufacturers within 10km of each cluster, and place the

remaining ones at random. The shipping costs are calculated with a linear function as follows:

ebm(t) = wbm(t)D(m, b), where w(b,m) is drawn uniformly at random from the interval [1, 5], and D(m, b) is

a constant parameter proportional to the distance between micro-manufacturer m and buyer b. To form

the buyers’ bids, the total budget Bb(t), per-object reservation price γb(t), and requested delivery deadline

db(t) are drawn uniformly at random from the intervals [$700.00, $1000.00], [$16.00, $23.00], and [1, 4]

time-slots, respectively. Moreover, each micro-manufacturer has one printer, with printing area chosen

uniformly at random from one of the following configurations: 100 x 500 mm, 1200 x 610 mm, 294 x 195

mm, or 250 x 210 mm. The maximum raw material purchasing capacity Smaxm is chosen uniformly at

random from the interval [220, 240] kilograms for each micro-manufacturer m. The printing capacity of

each printer and the maximum raw material purchasing values are chosen at the beginning of the
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Figure 2: Performance evaluation of the proposed AM Cloud control scheme.

simulation and kept constant for all time slots. Both dimensions of the of the printing area needed to build

buyers’ object are chosen at random from the interval set [1, 50] mm. Each object requires 100g of raw

material for each unit of printing area. The raw material queues capacities are as follows: Rminm = 380

kilograms and Rmaxm = 2400 kilograms. The arrivals of the virtual transportation queues εbm’s are chosen

uniformly at random from the interval [100, 200]. The initial values of the raw material queue Rm(0) is set

equal to 2Rminm for all m ∈M. The transportation queues Obm(0) are all set to zero.

I first explore the operating cost of the AM Cloud under the proposed dynamic control algorithm,

and then verify that it is within a tight bound of the optimal solution. Specifically, Fig. 2a shows the

time-averaged expected operating cost of the AM Cloud obtained by solving the online problem P2 every

time-slot. I also show the lower bound based on the the optimal operating cost P ∗m obtained by solving
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P1∗, i.e., P1∗ ≥ P2−H/V . We observe that the operating cost of the AM Cloud decreases as the value of

V increases. This is due to the size of the transportation queue increasing and thus allowing my scheme to

wait for lower shipping prices before sending the objects to the buyers, which ultimately leads to lower

operating costs and higher utility. We also observe that the gap between the optimal operating cost (that

can be calculated with P1∗) and the operating cost under the under the proposed scheme decreases as the

value of V increases.

I next investigate the utility of the AM Cloud under the proposed scheme. Fig. 2b shows the

time-averaged expected utility of the AM Cloud under different values of Db,min, the minimum price per

object charged to the buyers. Specifically, I calculate the AM Cloud’s utility when Db,min is set to the

shipping cost of sending an object from the manufacturer located furthest to buyer b, to the average

shipping cost of sending an object from any manufacturer to b, and to the shipping cost of sending an

object from the manufacturer located closest to b. I also plot the case where the minimum price is set to

zero. I observe that when the AM Cloud sets Db,min = 0 it experiences a negative utility for all values of

V , except for V = 200 where it experiences a modest positive utility. When Db,min is set to the minimum,

average, or maximum shipping costs, we observe that the AM Cloud experiences a positive utility, except

for V < 100 for the minimum shipping cost, and V < 200 for the average shipping cost. This results suggest

that the AM Cloud can set minimum prices to offset the shipping costs, and obtain a positive utility.

In Fig. 2c, I show the total operation cost of the AM Cloud under different values of V , and

compare it to that of a greedy algorithm that operates without raw material and transportation queues.

We see that my scheme offers significant cost savings since it can store raw materials and objects before

having to purchase additional raw material or ship objects to the buyers. As time goes by, the savings

offered by my scheme increase. Moreover, I also show that as the value of V increases the total cost of

operating the AM decreases.

I now analyze the feasibility of the solutions obtained by my proposed AM Cloud control

algorithm. In Fig 2d, I investigate the time it takes the proposed algorithm to ship objects to their buyers

when V is set to 40. For each buyer, I show the percentage or orders that were fulfilled within a certain

number of time-slots throughout the simulation period. We see that four buyers have their orders delivered

within 2 time-slots, while the rest receive their objects within three time-slots.

Fig. 3a, Fig. 3b and Fig.3c show the raw material, transportation and virtual queues for

micro-manufacturer m = 1 and buyer b = 1. We see that the queues remains within their lower and upper

bounds, and that the magnitude of their changes is within the limits of their respective arrival and

departure constraints. Fig. 3d shows the utilization ratio of a single 3D-printer in the AM Cloud. We

observe that the utilization ratio remains above its minimum during all time-slots it has assigned objects.
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Figure 3: Performance of micro-manufacturer m = 1.

We observe similar results for all manufacturers, buyers, and printers in the system.

In Fig. 4a, I show the average utilization of active printers in the AM Cloud during all time slots.

We see that the average utilization ratio is near 0.8, which is high. Fig. 4b shows the number of active

printers in the AM Cloud. We see that the average number of printers that are active is 13 out of 20, with

at least 10 active printers at all times. This allows high resource utilization and enables the

micro-manufacturers to replenish their raw material inventories. The number of active printers can increase

with larger raw material inventories and higher object demand.

2.5 Conclusion

In this chapter, I have proposed the AM Cloud to facilitate the adoption of simplified supply chains in

additive manufacturing. In the AM Cloud, a set of micro-manufacturers pool their resources and offer
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Figure 4: Utilization of manufacturing resources in the AM Cloud.

them in an on-demand and pay-per-use basis through a central operator. To manage the AM Cloud, I have

designed a randomized multi-object auction that allocates printing area to the winning buyers and sets

prices. I have then designed an online dynamic control algorithm that calculates the allocation of object

production orders to manufacturers without detailed knowledge of the system statistics. I show that the

auction mechanism is truthful, individually rational, and guarantees that the manufacturers can earn a

profit. Extensive simulations show that the solution obtained by the online control algorithm is within a

tight bound of the optimal one and can fulfill orders within a buyer-defined deadline.
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CHAPTER III

Deep Learning for Optimal Resource Allocation in IoT-enabled

Additive Manufacturing

3.1 Introduction

Additive manufacturing (AM) is revolutionizing the way that we produce, deliver, and consume objects in

many industries including healthcare, transportation, and consumer products [10]. Compared to traditional

manufacturing, additive manufacturing offers significantly lower marginal costs that can lead to simplified

supply chains. In particular, since 3D-printers can build different object designs without retrofitting its

tools, their per-object cost is mostly independent of the production volume [16]. For this reason, small

additive manufacturing facilities with only a few machines and small production volumes can be placed

closer to where their objects are needed while remaining profitable.

Building these simplified supply chains requires manufacturers to employ IoT technologies that can

provide real-time monitoring of the 3D-printers, and automatically adjust their operation to meet a

highly-dynamic object demand. To this end, researchers have proposed the AM Cloud, which centrally

manages the production resources of a set of small additive manufacturing enterprises, called

micro-manufacturers, based on real-time data obtained by IoT-enabled manufacturing equipment. The AM

Cloud maintains short shipping distances by assigning production orders to the micro-manufacturer that is

nearest to the object’s destination, and can help micro-manufacturers fulfill large orders that they would

have been unable to fulfill on their own. Furthermore, buyers can access the resources from multiple

micro-manufacturers without having to deal with each of them individually.

However, managing the AM Cloud poses two significant challenges. First, the AM Cloud needs to

allocate production orders to its micro-manufacturers in such a way that its operating costs are minimized

while satisfying the production capacity and raw material availability constraints of the manufacturers.

Second, the AM Cloud needs to set prices for accessing its manufacturing resources in such a way that its

profit is maximized, and object buyers are incentivized to participate in the AM Cloud.

There have been some research efforts on resource allocation in a single additive manufacturing

facility [42,61,62]. Researchers have also investigated additive manufacturing clouds where multiple

manufacturers collaborate to fulfill large production orders [40,63,64]. However, these works only aim to
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minimize the production costs, and thus lack a mechanism to set prices for access to their manufacturing

resources, which is crucial to maximize the profits of the AM Cloud.

To set prices, researchers have successfully employed auctions in other cyber-physical systems,

including edge and cloud computing [65], cognitive radio networks [25], power systems [32], and

supply-chains [30]. In an auction, bidders compete over a set of resources by submitting their bids to an

auctioneer who allocates the resources to the bidders who value them the most. However, these works

either assume there are always enough resources to satisfy all the demand, e.g., cloud-computing auctions,

or assume that bidders have the same valuation for resources provided by different sellers, e.g., power

systems. Thus, they are inadequate for the AM Cloud where demand can exceed the production capacity,

and bidders prefer to receive objects from nearby manufacturers due to the shorter shipping times.

In my recent work [66], I considered the problem of optimally allocating 3D-printing area from a

set of micro-manufacturers to a set of buyers in the AM Cloud. I used a randomized auction to allocate the

(possibly limited) manufacturing resources to a set of buyers who have different valuations for objects that

are built by different micro-manufacturers. In this work, I instead use a deep learning auction mechanism

that also considers heterogeneous object valuations, but can achieve a significantly higher utility for the

AM Cloud compared to randomized auctions. To the best of my knowledge, this is the first mechanism

that uses deep learning to simultaneously manage the production and set prices in additive manufacturing.

Specifically, I design a deep neural network that learns how to match the 3D-printers from the

micro-manufacturers that can build the object at the lowest cost to the buyers who are willing to pay the

highest prices to access the 3D-printers. The production order allocation decisions satisfy the capacity and

raw material availability constraints of the micro-manufacturers. To calculate the price for accessing the

3D-printers, I design a second deep-neural network that learns how to calculate a payment for each buyer

that maximizes the utility of the AM Cloud, and prevents the buyers from gaming the auction. I train the

proposed deep learning networks with a large data set of sample bids. my extensive testing shows that the

proposed scheme can results in utility gains for the AM Cloud that are up to 26% higher than that of a

posted price auction, and more than 50% compared to multi-unit auctions. Note that neither the posted

price or multi-unit auctions can satisfy the physical constraints of the system, i.e., the production capacity

and raw material constraints. We also see that the 3D-printer allocation decisions and payments can be

computed by the trained neural networks within a few seconds, which is practical.
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Figure 5: Architecture of the Automated Auction for the AM Cloud.

3.2 Problem Formulation

3.2.1 System Model

I consider an AM Cloud where an operator centrally manages the production resources of a set of

micro-manufacturersM = {1, 2, . . . ,M} to build objects for a set of buyers B = {1, 2, . . . , B}.

Micro-manufacturers build objects on-demand and according to the buyers’ object designs. A

micro-manufacturer can fabricate objects for several buyers, and the objects from a single buyer can be

produced by multiple micro-manufacturers. Moreover, buyers are usually located near each other inside

consuming centers, e.g., cities, industrial parks, etc., and micro-manufacturers can be located close to buyer

clusters or in remote areas.

The operator aims to maximize the revenue of the micro-manufacturers by selling as many objects

as possible subject to the production capacity of micro-manufacturers 3D-printers, and the amount of raw

material available at the micro-manufacturers.

The total amount of objects that a micro-manufacturer can produce is limited by the number of

3D-printers and available raw material that it owns. Let Qm = {1, 2, . . . Qm} be the set of 3D-printers at

micro-manufacturer m, where Qm = |Qm| is the total number of printers, and let 1j,bm be an indicator

function that is equal to one if the jth 3D-printer at micro-manufacturer m has been assigned to buyer b,

and zero otherwise.

Then, the total object production at micro-manufacturer m is bounded by

∑
b∈B

1j,bm ≤ min

{
Qm,

⌊
Rm
βb

⌋}
(33)
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for all m ∈M, where Rm is the total amount of raw material at micro-manufacturer m, βb < βmax is the

amount of raw material needed to fabricate one object for buyer b, and βmax is determined by the printing

area of m’s 3D-printers. When a 3D-printer is assigned to a buyer, the buyer may choose to build multiple

objects per printer instead of only one as long as its objects remain within the dimensions of the printer

and there is enough raw material. In this case, βb represents the raw material needed for all of b’s objects

inside a single printer.

To calculate the total cost of operating the AM Cloud, I consider the cost of raw material, object

fabrication, and shipping. Let rmj , fmj , and smb be the per unit cost of raw material, fabrication, and

shipping between micro-manufacturer m and buyer b. Then, the total cost of building and delivering one

object for b with the jth printer at micro-manufacturer m is given by

cmj,b = βb(r
m
j + fmj + smb ), (34)

for all m ∈M, j ∈ Qm, and b ∈ B. The fabrication cost fmj accounts for energy consumption, object

handling, and administrative costs. The raw material cost rmj can differ between micro-manufacturers due

to differences in their suppliers and machines. The shipping cost smb is given by a monotonically increasing

function of the distance between m and b.

3.2.2 An Auction and Control Mechanism for the AM Cloud

The operator conducts an auction that allocates a certain amount of 3D-printers to each buyer considering

the physical constraints of the micro-manufacturers, i.e., production capacity and raw material availability.

The auction also calculates the buyers’ payments.

Specifically, each buyer b ∈ B has a private bid defined by the tuple Pb = {vb,j , Db} that specifies

its valuation vb,j of receiving printer j, and its budget Db. Buyer b draws its bid Pb from its bid space Pb

according to a probability distribution Fb that is known to the operator, but not to the other buyers. I

denote the set of private bids by P = {P1, P2, . . . , PB}, and the space of buyer bid sets by P. Moreover, I

denote the set of bids without the bid from buyer b by P−b = {P1, ..., Pb−1, Pb+1, ...PB}.

The auction starts with buyers reporting their bids to the operator. Buyers may submit bids that

are different to their private bids to attempt to increase their utility. I denote the reported bid from buyer

b by P ′b, and the set of reported bids by P′ = {P ′1, P ′2, ..., P ′B}. The auctioneer then finds a randomized

3D-printer allocation rule a : P → [0, 1]B×Q, where Q =
∑
m∈MQm is the total number of 3D-printers in

the AM Cloud. The allocation rule a maps the vector of reported buyer bids P′ ∈ P to a matrix of

allocation probabilities A(P′) ∈ [0, 1]B×Q. The matrix A(P′) has a row for each buyer, and a column for
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each printer in the system. Hence, the element ab,j′(P′) is the probability that the jth printer at

micro-manufacturer m builds an object for buyer b, and it is located in the bth row and j′th column, where

j′ = (
∑m−1
n=1 Qn + j) (for all b ∈ B, j ∈ Qm and m ∈M). Since a single 3D-printer can only be allocated to

one buyer, we require that
∑B
b=1 abj(P

′) ≤ 1, ∀j. A single buyer b can be allocated multiple 3D-printers,

and some 3D-printers may remain unallocated.

The operator also finds a payment rule p : P → RB×1
≥0 that maps the reported buyer bids P′ ∈ P to

the buyers’ expected payments pb(P′) (for all buyers b ∈ B).

Moreover, based on their allocated printers and required payments, the buyers receive a utility. We

consider buyers that equally value all of their allocated 3D-printers and prefer to receive zero objects rather

than to exceed their budgets. Let Q = Q1 ∪Q2 ∪ · · · ∪ QM be the set of all 3D-printers in the system.

Then, the utility of buyer b is given by

ub(Pb,P
′) =


∑
i∈Q vb,iab,i(P

′)− pb(P′) if pb(P′) ≤ Db

−∞ if pb(P′) > Db.

Similarly, the AM Cloud receives a utility based on the difference between the cost of building

objects and the buyer payments, i.e.,

U =
∑
b∈B

pb(P
′)−

∑
b∈B

∑
m∈M

∑
i∈Q

ab,i(P
′)cmi,b (35)

where cmi,b is defined in (34).

3.2.3 Auction Requirements

For the auction to be attractive to both the buyers and the AM cloud, the allocation and payment rules

need to satisfy the following constraints.

Definition 4. Budget Constraint (BC). An auction (a, p) satisfies the budget constraints of buyers if it

requires payments that are less than their budgets, i.e.,

pb(P
′) ≤ Db,∀b ∈ B,∀P′ ∈ P. (36)

Definition 5. Dominant Strategy Incentive Compatible (DSIC) Constraint. Let P′b = {P1, ..., P
′
b, ..., P

B}

be the set of reported bids, and P ′b be the buyer b’s misreported bid, i.e., P ′b 6= Pb. Then, an auction (a, p) is

said to be DSIC if it satisfies the BC constraint, and guarantees that no buyer can improve its own utility

35



(a) The allocation network. (b) The payment network.

Figure 6: Neural Networks for the AM Cloud Auction.

by bidding untruthfully, i.e.,

ub(Pb,P
′) ≥ ub(Pb,P′b),∀b ∈ B,∀P′ ∈ P,∀P ′b ∈ Pb. (37)

Definition 6. Individual Rationality (IR) Constraint. An auction (a, p) maintains individual rationality if

no buyer obtains a negative utility for participating in the auction, that is,

ub(Pb,P
′) ≥ 0,∀b ∈ B,∀P′ ∈ P. (38)

Definition 7. Raw Material Availability Constraint. An auction (a, p) satisfies the raw material

availability constraint if the amount of raw material needed to produce the objects for the buyers that have

3D-printers allocated at micro-manufacturer m does not exceed the amount of available raw material Rm,

i.e.,

∑
b∈B

∑
i∈Qm

βbab,i(P
′) ≤ Rm, ∀m ∈M,∀P′ ∈ P. (39)

We note that the Raw Material Availability Constraint enforces the second term of the minimum

operator in (33), and that the allocation matrix directly enforces the first term through its number of

columns and constraints on allocated 3D-printers.

3.3 A Deep Neural Network for AM Auctions

In this section, I describe the architecture of the proposed auction neural networks for the AM Cloud, and

a method to train them.
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3.3.1 Network Architecture

To find the 3D-printer allocation and payment rules (a, p) that maximize the AM Cloud’s utility and

satisfy the constraints in Section 3.2.3, I design two feed-forward neural networks that take the bids from

buyers as input and output 3D-printer allocations and payments, respectively.

3.3.2 Allocation Network

The object allocation neural network (ANN) takes the reported bid profile P′ as input and outputs the

values ab,j′(P′)’s of the allocation matrix A(P′) as shown in Fig. 6a. The ANN is formed by N

fully-connected hidden layers with hyperbolic tangent activation functions, and a fully connected output

layer with softmax activation.

I denote the parameters of the allocation network by w.

The output layer takes the output of the Nth hidden layer as input, and uses a softmax function

to convert its values into the 3D-printer allocation probabilities ab,j′ ’s in matrix A. To account for

unallocated objects, I have an additional element in the Nth hidden layer for each printer in the AM Cloud.

3.3.3 Payment Network

The payment rule neural network (PNN) takes the reported bids P′ as input and outputs the payments

pb(P
′) for all the buyers as shown in Fig. 6b. The PNN is formed by N ′ fully connected hidden layers

where the first N ′ − 1 layers apply hyperbolic tangent activation functions. In the N ′th layer, the network

uses a sigmoid activation function to find a fractional payment p̃i ∈ [0, 1]. Then, the PNN computes the

payments for buyer b based on the output of its N ′ hidden layer and the ANN output as follows:

pb = p̃b
∑Q
i=1 ab,ivb,i,∀b ∈ B. Note that this formulation of pb enforces the individual rationality constraint

in (11) because buyer b’s payment is greater than zero only if it receives printers from the auction.

3.3.4 An Optimization Problem for Training the Auction Networks

Before formulating the optimization problem for training the allocation and payment neural networks, I

define a set of penalty functions to measure the constraint violations given an auction (a, p).

To measure the degree by which the auction (a, p) deviates from the DSIC constraint in Section

3.2.3, I define regret penalty which shows the maximum gain in ex post utility that buyer b could obtain by
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misreporting its bid, i.e.,

rgtb(a, p)

= EP′∼F

[
max
P ′b∈Pb

{
1pb(P′b)≤Db ·

(
ub(Pb,P

′
b)− ub(Pb,P′)

)}] (40)

where 1(
pb(P′b))≤Db

) is a binary variable that is equal to one if pb(P′b) ≤ Db holds, and zero otherwise, and

P′b is the set of bids with buyer b’s bid misreported.

I measure the deviation from the BC constraint which we call budget penalty, as follows:

bcpb = EP′∼F [max{0, pb(Pb,P′)−Db}] (41)

To ensure that the auction results satisfy the raw material availability constraint in (39), I measure

the difference between the available and required amount of raw material by the auction at each

micro-manufacturer m:

rmpm = EP′∼F [max{0,−em(P′)}],∀m ∈M (42)

where em = Rm −
∑
b∈B

∑
i∈Qm ab,i(P

′)βb.

The objective of the auction (a, b) is to maximize the utility of the AM Cloud. To this end, I set

the objective of the allocation and payment networks as the minimization of the negated expected utility of

the AM Cloud as follows:

L(a, p) = −EP′∼F [U(P′)] (43)

Based on the above constraint violation metrics and objective, we can train the neural networks

with the following optimization problem. Let w ∈ Rd and w′ ∈ Rd′ denote the vector of parameters of the

allocation and payment networks, respectively, where d and d′ are the number of tunable parameters in the

neural networks. Let aw and pw
′
be the induced allocation and payment rules due to the neural network

parameters w, and w′, respectively.

I define the loss function for the allocation and payment rules (aw, pw
′
), as the negated expected

utility L(a
w, pw

′
) = −EP∼F [U(P )], where U(P ) is the utility of the AM Cloud for the bid profile P . Then,
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the training problem is given by

min
w∈Rd,w′∈Rd

L(aw, pw
′
)

s.t. rgtb(a
w, pw

′
) = 0,∀b ∈ B

bcpb(a
w, pw

′
) = 0,∀b ∈ B

rmpm(aw, pw
′
) = 0,∀m ∈M.

(P1)

3.3.5 Data Set Generation and Deep Network Training

Directly solving P1 is challenging because the constraint violation metrics and objective are in terms of

expected values. Instead, I reformulate P1 in terms of sample bid profiles. Specifically, I sample L bid

profiles i.i.d. from the distribution of profiles F and group them in set S = {P(1),P(2), . . . ,P(L)}. To

calculate the sample mean of the regret penalty, I generate an additional set of misreported bids

S ′l = {P̄(1), . . . , P̄(K′)} for each P(l) in S, where P̄k ∈ S ′l (for all k ∈ [1,K ′]) are sampled from the space P

according to a distribution that is not necessarily equal to F . By feeding the misreported bid profiles to

the neural networks, I calculate the sample mean of the regret. Similarly, we can use the output of the

neural networks with the sample profiles as input to calculate the sample mean of the budget constraint,

and the raw material availability constraint as well as for the AM Cloud Utility.

Using the sample bids, I form a sample mean optimization problem that can be solved with the

augmented Lagrangian method [67] and the ADAM solver [68]. Specifically, I first replace the expected

values in P1 with their sample mean expressions, and form the following augmented Lagrangian function:

Fρ(w,w′;λrgt, λirp, λbcp, λrmp)

= L̂(aw, pw
′
)

+
∑
b∈B

λrgt,br̂gtb(a
w, pw

′
) +

ρ

2

∑
b∈B

r̂gtb
2
(aw, pw

′
)

+
∑
b∈B

λbcp,bb̂cpb(a
w, pw

′
) +

ρ

2

∑
b∈B

b̂cpb
2
(aw, pw

′
)

+
∑
m∈M

λrmp,mr̂mpb(a
w, pw

′
) +

ρ

2

∑
m∈M

r̂mpm
2
(aw, pw

′
)

where λrgt ∈ RB , λbcp ∈ RB , and λrmp ∈ RM are vectors of Langrangian multipliers corresponding to the

equality constraints in P1, and ρ > 0 is a fixed parameter used to control the weight on the augmented

quadratic terms. The terms L̂(aw, pw
′
), r̂gtb(a

w, pw
′
), b̂cpb(a

w, pw
′
), and r̂mpb(aw, pw

′
) denote the sample

mean of the AM Cloud utility, the regret penalty constraint, the budget penalty constraint, and the raw
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material availability constraint, respectively.

Then, I use the ADAM solver to update the parameters w and w′ and only update the Lagrangian

multipliers after a constant number of iterations of the ADAM optimizer to avoid large swings in the

parameter updates. Every iteration of the ADAM solver, feeds the P(l)’s to the neural networks defined by

w and w′ to calculate the updated utility and the constraint violations sample means.

3.4 Simulation Results

To evaluate the performance of the proposed deep learning auction mechanism for the AM Cloud, I

consider several scenarios as described in Table 2. In this table, the 1st row indicates the scenario, the 2nd

row indicates the total number of buyers B, the 3rd row is the total number of micro-manufacturers in the

AM Cloud M , the 4th row is the number of 3D-printers in the AM Cloud Q, and the 5th row is the total

number of objects that the AM Cloud can produce with the available raw material at all

micro-manufacturers, i.e., R =
∑
m∈MRm. Both the 3D-printers and the raw material are randomly

distributed among the micro-manufacturers. The amount of raw material needed for each object βb is set

to 1 for all buyers. I choose the per unit cost of raw material, fabrication, and shipping for each of the

micro-manufacturers uniformly at random from the intervals [$0.06, $0.08], [$0.07, $0.1], and [$0.05, $0.1],

respectively. In Scenarios I-III, the budgets Db’s are drawn randomly from the interval [$0.01, $2], in

Scenario IV from [$0.01, $4], and in Scenario V from [$0.01, $10]. Buyers’ valuations vb’s are chosen at

random from the interval [$0.01, $1] in all scenarios. We allocate 3D-printers to the buyer that receives the

highest allocation probability in A(P′).

To train the neural networks, I generate a sample set S with L = 640, 000 sample bid profiles,

along with their corresponding misreported bid sets S ′l ’s, and divide it into 5,000 mini-batches. The

network is then trained over 80 epochs of 5, 000 iterations, an overall of 400,000 iterations.

To find the optimal values of the neural network hyper-parameters, I trained the networks with

varying number of layers and layer sizes. The networks performed best with 6 hidden layers of 100 neurons

each. The parameter ρ in the Langangian function was initialized to 0.01. I test the networks’ auction

results with a set of 10,000 bid profiles that generated in the same way as S. I implement the neural

networks in software using TensorFlow, and use the Glorot uniform method to initialize them. I train both

networks on a general purpose PC with an Nvidia GTX 1070 Ti GPU, 16GB RAM, and 1TB SSD external

memory.

I first investigate the utility of the AM Cloud under the proposed auction mechanism and compare

it to results obtained under a posted price auction [69], and a multi-unit auction with budget
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Table 2: Simulation Scenario Settings.

Scenario I II III IV V
Number of buyers B 4 8 8 15 20
Number of manufacturers M 2 3 6 10 10
Total number of printers Q 4 10 20 30 60
Maximum number of objects R 3 6 12 20 40

constraints [57]. Since these auctions are unable to handle the raw material availability constraint, and

considering the shipping distances would significantly increase their computational complexity, I compute

their utility by first finding the buyers that win the auction, and then matching the winners to specific

3D-printers based on an optimization problem that minimizes the production cost and satisfies the physical

constrains. Fig. 7a shows the expected utility of the AM Cloud as the number of training iterations

increases in Scenario II. We observe that the utility stabilizes around $1.7 after 300,000 iterations, and that

it is higher than the utility found by the posted-price and multi-unit auctions.

Next, I evaluate how well the auction and allocation payment (a, p) found by the proposed auction

mechanism satisfies the auction constraints of dominant strategy incentive compatible (DSIC), buyer

budgets, and raw material availability. In Fig. 7b, we measure how much the proposed auctions deviate

from the DSIC property, i.e., the total utility buyers could obtain by submitting bids with valuations and

budgets different from their true valuations and surveys. I call this regret. We see that as the regret

approaches zero as the number of iterations increases. Hence, buyers have no incentive to deviate from the

true budgets and valuations, thus the DSIC constraint is satisfied. Fig. 7c shows the total amount of

money that buyers need to pay above their budgets according to the payment p found by the proposed

auctions. We observe that the extra payment buyers need to pay above their budgets is close to zero nearly

after 200,000 iterations. In Fig. 7d, I show the amount of total raw material that micro-manufacturers

need beyond their current inventory, and see that it approaches zero after 200,000 iterations as well. Note

that the individual rationality and the production capacity constraints are directly enforced by the

structure of the payment neural network and by the structure of the allocation matrix, respectively. We

observe similar results in all five scenarios.

In Fig. 8, I show the AM Cloud utility for all the scenarios, and compare it to [69] and [57]. We

observe that the proposed AM Cloud auction mechanism achieves a utility of up to 26% higher than that

of the posted price auction, and at least 50% higher than that of the multi-unit auction in all scenarios.

This shows the main contribution of my approach: to achieve a higher utility for the AM Cloud it is crucial

to simultaneously compute the auction winners, their payments, and the allocation of 3D-printers to

specific buyers.

Table 3 summarizes the violation from the regret, budget, and raw material availability constraints
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Table 3: The AM Cloud’s utility and constraint violations for all scenarios.

Scenario I II III IV V
Utility 0.7574 1.74 3.18 5.82 16.73
Regret penalty 0.0011 0.0013 0.0016 0.0013 0.0014
Budget constraint penalty 0.0011 0.0012 0.0014 0.0014 0.0014
Raw material availability 0.0011 0.0010 0.0011 0.0011 0.0015
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Figure 7: Performance of the proposed scheme.

for all the scenarios after 400,000 iterations.

I report the training and computing times of the proposed neural networks in Table 4. The

computing time measures how long it takes the neural networks to find the allocation a and payment p

given a bid profile P′ on a virtual machine with 5 vCPUs and 8GB RAM. We see that it takes only a few

seconds to find the allocation and payments for all scenarios, which is practical for the AM Cloud.

We see that the training time increases as the number of buyers and 3D-printers increases. We can

expect to have larger neural networks for larger systems, where there are a higher number of parameters
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Figure 8: The utility of the AM Cloud under different auction approaches.

Table 4: Training and computing time.

Scenarios I II III IV V
Training Time (hours) 4.1 5.5 7.1 12.9 28.7
Computing Time (seconds) 0.03 0.29 1.57 2.5 4.1

that need to be trained. However, the proposed neural networks only need to be trained once for a given set

of buyers and micro-manufacturers. To enable the cloud to seamlessly expand in the future, I can train the

neural networks with additional buyers and micro-manufacturers, and set their bids and capacity to zero,

respectively, until new buyers and 3D-printer join the system. Moreover, if buyers leave the AM Cloud, we

can also set their bids to zero without having to retrain the neural networks. Similarly, if a 3D-printer

becomes unavailable we can set its available raw material to zero so it receives no production orders.

3.5 Conclusions

In this chapter, I studied the problem of optimally setting prices to access the production resources of

micro-manufacturers in the AM Cloud and matching the object buyers to 3D-printers. Since additive

manufacturing facilities can be profitable even at small scales, we can place many of them close to the

consumers. However, managing their production decisions and setting fair prices for the object buyers is a

challenging problem. To address this challenge, I proposed a deep learning based auction that maximizes

the utility of the AM Cloud by finding optimal allocation decisions and payments for the buyers, The

auction mechanism prevent the buyers from unfairly manipulating the results of the auction, and satisfies

the production capacity, and raw material constraints of the AM Cloud. I conducted extensive simulations

and observe that the proposed neural network auctions can find a utility for the AM Cloud that is higher

than the utility found by auction schemes.
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CHAPTER IV

Optimal Auction for Delay and Energy Constrained Task

Offloading in Mobile Edge Computing

4.1 Introduction

Mobile applications are taking advantage of the ever-increasing number of mobile devices in our society to

revolutionize many fields [70]. For example, in healthcare, mobile devices can analyze medical data to

provide timely diagnoses for various diseases at the point of care [71,72]. In Industry 4.0, factory managers

can visualize in real-time their factory operations with mobile devices, including augmented reality

headsets [4, 5, 73]. However, the limited computation capacity and battery life-time of mobile devices

prevent the full implementation of computation-intensive mobile applications.

To enable computation-intensive mobile applications to run within an acceptable amount of time

without depleting the batteries of the mobile devices, companies and researchers have proposed mobile

edge computing (MEC). In MEC, mobile devices offload their computing tasks to edge servers, which have

large computing resources and are strategically placed near to the mobile devices, e.g., cellular base

stations. Compared to running applications entirely on the mobile devices, running applications on a MEC

network drastically reduces the computing task completion delay and energy consumption of the mobile

devices [74]. Hence, MEC can enable sophisticated applications with large computing demands to run

smoothly on mobile devices.

However, it is challenging to economically incentivize edge servers to complete the tasks of the

mobile devices while ensuring that mobile devices receive the results of the computing tasks within an

acceptable amount of time. On one hand, edge servers aim to maximize their profit by servicing the tasks

from mobile devices that are willing to pay the highest prices for the computing services. On the other

hand, mobile devices seek to offload their task to an edge server that can reduce their task completion

delay and energy consumption at the lowest price. Therefore, we need to match the mobile devices’ tasks

to edge computing servers in such a way that servers maximize their profit, the mobile devices have a low

payment, and the task processing and mobile device energy consumption constraints of the applications are

satisfied by the MEC network.

There are some works on cloud computing that could potentially be used by mobile devices to run
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computing-intensive applications on remote servers [75]. However, since the cloud is usually located far

away from the mobile devices, offloading tasks to the cloud results in very large transmission delays that

are unacceptable for running mobile applications, which have stringent time delay constraints [76–78].

More recently, researchers have proposed various MEC task offloading approaches that consider

the task processing delay and energy consumption of the mobile devices. Specifically, Liu et al. [79] propose

a task offloading scheme for mobile devices that minimizes their task completion delay when offloading

their tasks to the edge servers. Zhang et al. [80] propose an approach to offload the tasks of the mobile

devices in such a way that their energy consumption is minimized. Dai et al. [81] propose a task offloading

framework that minimizes the energy consumption of both the edge servers and the mobile devices, while

satisfying tasks processing delay constraints. Yang et al. [82] designs an offloading algorithm that

minimizes the energy consumption of the mobile devices in the presence of UAV edge servers. Zhang et.

al [83] propose a task offloading scheme that jointly minimizes the task processing delay and energy

consumption of the mobile devices. In a recent work, Bozorgi et. al [84] proposed an algorithm that jointly

minimizes the processing delay and energy consumption of mobile devices, in an MEC network where tasks

are divided into smaller parts and can be processed in parallel by both mobile devices and edge servers.

However, these works assume that the edge servers will process the tasks from any mobile device without

receiving a payment in return, which makes them unrealistic.

Some works propose to compensate the edge servers in return for processing the computing tasks

of the mobile devices. Jiao et al. [85] consider a MEC network where a set of blockchain miners outsource

their computations to a single edge server. To compensate the edge server, the system runs an auction that

allocates the server’s computing resources to the miners that are willing to pay the highest access fee. The

auction mechanism collects the payments from the winning miners and pays the edge server for its services.

Bahreini et al. [86] propose an envy-free auction mechanism that allocates a set of virtual machines at the

edge servers to the mobile devices. Li et al. [87] propose a similar auction mechanism for a MEC network

where mobile devices outsource generic computing tasks.

To improve the utility that the edge servers receive, Luong et al. [65] propose a deep learning

auction mechanism. Their mechanism allocates the computing resources from the edge server to the mobile

devices that are willing to pay the highest price, but it does so in a way that the utility of the edge server

increases significantly without sacrificing the auction integrity properties, i.e., truthfulness, individual

rationality, etc. Although these works compensate edge servers for their services, they only consider one

edge server, which is unrealistic in MEC. In addition, they ignore the delay and energy constraints of the

mobile devices, which can result in very long waits and quick battery drainage.

Kiani et. al [88] propose an optimization model that compensates the edge servers and satisfies the
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constraints of the mobile devices. Their model aims to maximize the compensation of the edge server by

allocating the resources to mobile devices who are willing to pay the highest price, while minimizing the

task processing delay experienced by the mobile devices. Unfortunately this work ignores the possibility

that mobile devices maliciously manipulate their bids to obtain an unfair advantage. For example, by

exaggerating their valuation of the edge server services, mobile devices can constantly out bid other devices

and prevent them from accessing the edge servers. Ensuring that the best strategy for mobile devices is to

report their true valuation in their bids is a key to incentivize both edge servers and mobile devices to

participate in the auction.

To bridge this gap, I propose an auction mechanism that is executed by a pair of deep neural

networks. To the best of my knowledge, this is the first truthful auction mechanism for MEC that can both

maximize the profit of multiple edge servers and satisfy the task processing delay and energy consumption

constraints of the mobile devices. Specifically, the proposed neural networks take the bids from the mobile

devices as input, and then output task offloading decisions and payments for the mobile devices. The

auction also guarantees that mobile devices are unable to unfairly affect the results of the auctions by

submitting untruthful bids, and that both the edge servers and the nodes are economically incentivized to

participate in the auction. I extensively evaluate my proposed auction and see that it can obtain up to a

three-fold increase in profit for the edge servers compared to existing auction mechanisms. Our simulation

results also show that the proposed auction mechanism can successfully satisfy the task processing delay

and mobile device energy consumption constraints of the mobile devices, which existing MEC auctions are

unable to do.

I summarize my contributions as follows:

• I design a deep-learning truthful auction mechanism that allocates the computing resources of

multiple MEC edge servers to the mobile devices while ensuring that the mobile devices energy

consumption and task completion delay constraints are satisfied. To the best of my knowledge, this is

the first truthful mechanism for multiple edge servers that can satisfy the mobile device constraints.

• I design new penalty functions for the task computing delay and energy consumption constraints to

guide the neural networks towards feasible solutions.

• The utility that edge servers obtain through the proposed computing resource allocation is up to

three times larger to the that of existing randomized auctions. When compared to other deep

learning mechanisms, my approach obtains a similar utility for the edge servers, and, remarkably, it is

able to satisfy the task completion delays and energy consumption constraints of the mobile devices,

which can provide a much higher quality of experience to the mobile devices.
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Figure 9: A mobile edge computing network architecture.

The rest of the chapter is organized as follows. Section 4.2 describes the considered system model.

Section 4.3 describes my auction model. In Section 4.4, I introduce the deep learning auction mechanism

that finds allocation decisions and payments. I show my numerical results in Section 4.5, and give

concluding remarks in Section 4.7.

4.2 System Model

I consider a set of resource-limited mobile devicesM = {1, 2, ...,M} who offload delay-sensitive computing

tasks to one of the resource-rich edge servers in the set N = {1, 2, ..., N}. The mobile devices are powered

by batteries and have limited computing resources while the edge computing servers are directly connected

to the power grid and have abundant computing resources. The edge servers offer their task processing

services to the mobile devices in exchange for a fee. A central system operator sells and coordinates access

to the edge servers, e.g., a single company may own all the edge servers, or multiple edge servers can form

a coalition to offer task offloading services. Fig. 9 shows the considered network.

Suppose the mobile device m ∈M offloads a computing task to the edge server n ∈ N . Then, the

total task completion time depends on the computing time at the edge server n, the task upload time and

the result download time, i.e.,

Dm,n
off = Dm,n

tx +Dm,n
rx +Dm,n

comp ∀m ∈M,∀n ∈ N (44)

where Dm,n
tx , Dm,n

rx , Dm,n
comp denote the time to upload the task, download the result, and compute the task

at an edge server, respectively. The task upload time is given by

Dm,n
tx =

tm

dm,n
,
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where dm,n is the data rate of the the mobile device m’s transmission to the edge server n in bits per

second, and tm is the size of the computing task in bits. The result download time is given by

Dm,n
rx =

rm

dn,m
,

where rm is the size of the result in bits and dn,m is the mobile device’s download rate from edge server n.

The task computing delay at edge server n is

Dm,n
comp =

tmom

fn
,

where om is the number of floating point operations (flops) required to process one bit of the task, and fn

is the processing rate of edge server n in flops per second.

Since the computing tasks are delay sensitive, we require that the time it takes the mobile device

to receive the results from an edge computing server should be less than the time it takes to locally

complete the task, i.e.,

Dm,n
off ≤ D

m
local ∀m ∈M. (45)

where Dm
local is the local task completion delay of mobile device m and is given by

Dm
local =

tmom

fm
,

where fm is the processing rate of the mobile device m in flops per second.

Moreover, task offloading requires mobile devices to consume energy transmitting the task,

receiving the results, and maintaining an idle state while waiting to download the results. Consequently,

the total energy consumption for the mobile device m to offload its task to edge server n is given by

Em,noff = Em,ntx + Em,nid + Em,nrx ∀m ∈M,∀n ∈ N (46)

where Em,ntx , Em,nid , and Em,nrx represent the transmission, idling, and receiving energy of mobile device m.

The task transmission energy consumption is given by

Em,ntx = tmem,ntx ,

where em,ntx is the energy consumed by mobile device m while transmitting one bit of the task to edge
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server n. The energy consumed by mobile device m while receiving a task is given by

Em,nrx = rmem,nrx

where em,nrx is the per bit receiving energy consumption. The amount of energy that mobile device m

spends during the idle time is given by

Em,nid = Dm,n
comp · emid,

where emid is the per second idling energy consumption.

To ensure mobile device m reduces its energy consumption when offloading tasks, the amount of

energy needed to offload the task to edge computing server n should be less than the amount of energy

needed to locally compute the task, i.e.,

Em,noff ≤ E
m
local ∀m ∈M, (47)

The energy consumption of mobile device m to locally compute its task Emlocal is given by

Emlocal = Dm
locale

m
pr.

where empr is mobile device m’s per second processing energy consumption.

Moreover, we assume the computing tasks from the mobile devices have a significant sequential

component, and cannot be easily computed in parallel by multiple edge servers. Thus, in addition to

satisfying the task completion delay constraints and mobile device energy consumption constraints in (45)

and (47), the system operator needs to ensure mobile devices offload their task to at most one edge server.

We also assume that edge server n employs all of its computing resources to complete the task from mobile

device m, and thus accepts at most one task at a time. The edge servers start to process the offloaded

tasks immediately after they receive them.

4.3 An Auction Model for Task Offloading

The system operator conducts an auction to assign the tasks of the mobile devices to the edge servers in

such a way that the edge servers’ profits are maximized and the task processing delays and energy

constraints of the mobile devices are satisfied. Specifically, each mobile device m ∈M has a private bid set

Vm = {vm,1, vm,2, ..., vm,N} that specifies its valuation for offloading its computing task to edge server n

(for all n ∈ N ).
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Mobile device m chooses its private valuations vm,n’s to be proportional to the number of

operations om needed to complete its task, and inversely proportional to both the task processing delay

Dm,n
off and the energy needed to offload the task to the edge server n, i.e., Em,noff . We assume the number of

operations needed to complete the mobile devices’ tasks is a random variable with probability distribution

Fm that is known to the system operator, but not to the other mobile devices or edge servers.

Consequently, the private bid valuations vm,n’s are also random variables. I denote the space of private

bids Vm’s by Vm. I denote the set of bids from the mobile devices by V = {V1, V2, . . . , VM}, and the space

of mobile device bid sets by V. I use F to denote the probability distribution of the set of bids V ∈ V.

Note that the distributions Fm are independent of each other. I also define the set of bids without the bid

from mobile m by V−m = {V1, ..., Vm−1, Vm+1, ...VM}.

The auction starts with mobile devices reporting (perhaps untruthfully) their bid sets to the

operator. The reported bid sets from mobile device m is denoted by V ′m, and the set of reported bids from

all mobile devices is denoted by V′ = {V ′1 , V ′2 , ..., V ′M}. The operator then finds a randomized allocation

rule a : V → [0, 1]M×N . The allocation rule a maps the vector of reported mobile device bids V′ ∈ V to a

matrix of edge server allocation probabilities A(V′) ∈ [0, 1]M×N . In matrix A(V′), there is a row for each

mobile device, and a column for each edge server in the network. Thus, the element in the mth row and

nth column of A(V′), denoted by am,n(V′), is the probability that mobile device m’s task is assigned to

edge computing server n. Since a mobile device can offload its task to at most one edge computing server,

and an edge server can only process the task from at most one mobile device at a time, we require that

N∑
n=1

am,n(V′) ≤ 1, ∀m ∈M,

and
M∑
m=1

am,n(V′) ≤ 1, ∀n ∈ N .

Note that some edge servers may remain unallocated and some mobile devices may be left without having

an edge server allocated to them 1.

The auction mechanism also finds a payment rule p : V → RM×1
≥0 that maps the reported bids from

mobile devices V′ ∈ V to the edge servers’ expected payments pm(V′) (for all mobile devices m ∈M).
1If a mobile device’s computing task is not allocated to any edge server, the mobile device has two options depending on

it local energy level. First, locally complete the task if it has enough energy. Note that locally completing the task meets the
energy consumption and task processing delay constraints. Second, if the mobile device has insufficient energy to complete the
computation, it can submit a new bid during the next available auction.
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I define the utility of both the mobile devices and the overall utility of the edge servers as follows:

um(Vm,V
′) =

∑N
i=n vm,nam,n(V′)− pm(V′) if (45) and (47) hold

−∞ otherwise

Note that mobile devices prefer to locally complete their tasks than to experience a longer task processing

delay or a higher energy consumption during offloading.

The utility of the edge servers is given by

U(V′) =
∑
m∈M

pm(V′)−
∑
m∈M

∑
n∈N

cnomtmam,n(V′) (48)

where cn is the cost of performing one flop at mobile edge server n, including energy, maintenance,

operating costs, etc.

4.3.1 Auction Requirements

For the mobile devices and the edge servers to participate in the auction, we need to guarantee that the

auction results cannot be unfairly affected by dishonest bidding strategies, that the mobile devices will

receive non-negative utilities, and that the task processing delay and mobile device energy consumption

delays are satisfied. I formalize these requirements in the following definitions.

Definition 8. Misreported Bids. Let vm,n be mobile device m’s true valuation for offloading its

computing task to edge server n, and v′m,n be m’s reported bid for edge server n. Then, reported bid v′m,n is

said to be misreported if it is not equal to vm,n, i.e., v′m,n 6= vm,n.

Definition 9. Misreported Bid Sets.

Let Vm = {vm,1, ..., vm,N} be mobile device m’s set of bids and V ′m = {v′m,1, ..., v′m,N} be the

reported set of bids from m. Then, a reported bid set is said to be misreported if any v′m,n ∈ V ′m is

misreported, i.e., V ′m 6= Vm.

Definition 10. Dominant Strategy Incentive Compatible (DSIC). Denote the set of reported bids

with mobile device m’s bid misreported by V′m = {V ′1 , ..., V ′m, ..., V ′M}, where V ′m 6= Vm. Then, an auction

with allocation rule a and payment rule p is said to be DSIC if no mobile device can improve its own utility

by bidding untruthfully, i.e.,
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Figure 10: Diagram of the proposed deep neural networks.

um(Vm,V
′) ≥ um(Vm,V

′
m),

∀V′ ∈ V,∀V ′m ∈ Vm,∀m ∈M.

Definition 11. Individual Rationality (IR). An auction with allocation rule a and payment p ensures

individual rationality if mobile devices receive a non-negative utility by participating in the auction, that is,

um(Vm,V
′) ≥ 0, ∀V′ ∈ V,∀m ∈M.

Definition 12. Feasible Offloading Assignments. An auction with allocation rule a and payment rule

p is feasible if the task offloading decisions satisfy the task processing delay, and energy consumption

constraints in (45), and (47), respectively, and assigns at most one computing task to each edge server, and

each computing task is assigned to at most one edge server.

4.4 A Deep Neural Network for Auctions in Mobile Edge Computing

Finding a task offloading allocation rule a and a payment rule p that maximize the utility of the edge

servers while satisfying the auction requirements in Section 4.3.1, is a challenging combinatorial auction

problem without a known analytical solution [89]. To efficiently solve this problem, I propose two deep

neural networks that can be trained to efficiently find task offloading allocations and payments. Figure 10

shows the architecture of the proposed neural networks.

4.4.1 Allocation Network

To allocate tasks to edge servers, I use a deep neural network that takes the set of reported bids from the

mobile devices V′ as input and outputs the probabilities am,n(V′)’s in the allocation matrix A(V′). The

network contains Ka fully-connected hidden layers with hyperbolic tangent activation functions, and two

52



fully connected output layers with softmax activation functions. The left part of Fig. 10 shows the

allocation network.

Specifically, let hka ∈ RIka be the output of the kth hidden layer, Wk
a ∈ RIka×Ik−1

a and bka ∈ RIka be

matrices denoting the weights and biases of the kth layer respectively, and Ika be the length of the kth

hidden layer. Then, the computations performed by the kth hidden layer are as follows:

hka = σ
(
Wk

a · hk−1
a + bka

)
,∀k = 1 . . . ,Ka. (49)

where σ is the tanh activation function. The initial hidden layer is given by the mobile device bids, i.e.,

h0 = V′ and has length I0
a = M(N + 1).

The output layer takes the output of the Kath hidden layer as input, and uses a softmax function,

i.e.,

am,n =
eh

K
a[m,n]∑M+1

k=1 e
hK
a[k,n]

,

where hKa[m,n] is the element of hNa that is connected to allocation probability am,n’s output neuron. To

account for the possibility that some edge servers do not receive any tasks, I have an additional element in

the Kth hidden layer for each edge server.

Using the softmax layer, the allocation network makes sure that the task tm of mobile device is

only assigned to only one edge server,
∑N
n=1 am,n(V′) ≤ 1, ∀m ∈M. To make sure that each edge server n

is also assigned with only one task,
∑M
m=1 am,n(V′) ≤ 1, ∀n ∈ N , the allocation network uses a second

softmax layer that takes the output from the first softmax layer as input, and outputs the final allocation

probabilities as shown on the left side of Fig 10. Then, the system operator allocates the computing task to

the edge server that received the largest probability for each computing task.

I note that the allocation network directly enforces that only one task is assigned to each server,

and that a task is assigned to only one server due to the size of its output layer.

4.4.2 Payment Network

The payment deep neural network takes the reported bids V′ as input and outputs the payments pm(V′)

for all the mobile devices as shown on the right side of Fig. 10. The neural network is formed by Kp fully

connected hidden layers where the first Kp−1 layers apply hyperbolic tangent activation functions, and the

Kpth layer applies the sigmoid activation function.

The hidden layers in the payment network have the same structure as those in the allocation

network. In particular, let hkp ∈ RI
k
p be the output of the kth hidden layer, Wk

p ∈ RI
k
p×I

k−1
p and bkp ∈ RI

k
p
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be matrices denoting the weights and biases of the kth layer respectively, and Ikp be the length of the kth

hidden layer. The kth layer of the payment neural network performs computations similar to those in the

hidden layers of the allocation network in (49).

The last layer of the payment network uses a softmax activation function to output a non-negative

fractional value p̃m ∈ [0, 1], that I then transform into the expected payment for mobile device m as follows:

pm = p̃m

N∑
i=1

am,ivm,i, ∀m ∈M. (50)

Note that by defining the payments as in (50) we enforce the individual rationality constraint in Definition

11 because mobile device m’s payment is greater than zero only if it receives allocation probabilities that

are larger than zero.

4.4.3 Training the Deep Neural Networks

I formulate an optimization problem to find the deep neural network parameters that can find an allocation

rule a and a payment rule p that maximize the operator’s utility while satisfying the DSIC, IR, and

feasibility constraints in Section 4.3.1.

I start my formulation by defining a set of penalty functions that measure how much the allocation

rule a and payment rule p deviate from the auction requirements. I later use the penalty functions to

define the constraints of the optimization problem.

First, I measure how much an auction deviates from the DSIC requirement in Definition 10 by

calculating the maximum gain in utility that a mobile device m can obtain by misreporting its bid under

allocation rule a and payment rule p, i.e.,

PRm(a, p) = EV′∼F

[
max
V ′m∈Vm

(
um(Vm,V

′
m)− um(Vm,V

′)
)]
, (51)

where V′m is the set of bids with mobile device m’s bid misreported. Equation (51) is called the regret of

mobile device m for untruthfully reporting its bid. Note that a zero regret for the mobile devices indicates

that the auction satisfies the DSIC requirement.

I measure the tardiness of the task results at mobile device m as the amount of time that it takes

to receive the result beyond the local computing time as defined in constraint (45), i.e.,

PDm (a, p) = EV′∼F [max(0,
∑
n∈N

am,n(V′)Dm,n
off −D

m
local)]. (52)
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The amount of energy that it takes mobile device m to offload its task beyond the amount of

energy that it needs to take to locally compute its task as described in (47) is given by

PEm(a, p) = EV′∼F [max(0,
∑
n∈N

am,n(V′)Em,noff − E
m
local)], (53)

Next, the objective is to minimize the negated utility of the edge servers obtained under auction:

L(a, p) = −EV′∼F [U(V′)] (54)

We are now ready to formulate the optimization problem to train the allocation and payment

neural networks. Let α denote the weights Wk
a and biases bka of the allocation neural network (for all

k ∈ [1,Ka]) , and β denote the weights Wk
p and biases bkp of the payment neural network (for all

k ∈ [1,Kp]). Let aα and pβ be the allocation and payment rules given by the allocation and payment

neural networks under parameters α, and β, respectively. Then, the optimization problem to train the deep

neural networks is given by α, βL(aα, pβ)P im(aα, pβ)= 0, ∀i ∈ {R,D,E}, ∀m ∈M.

Note that we can accommodate mobile devices leaving and joining the network without retraining

or redesigning the neural networks by setting the bids of missing mobile devices to zero.

4.4.4 A Computing Task Offloading Rule

Although the above deep neural networks can find allocation decision probabilities that satisfy the auction

properties in expectation, the system operator needs a concise rule to decide which mobile device should

offload its computing task to each edge server. To this end, I propose to allocate edge server n to the

mobile device m with the highest probability am,n for edge server n. The system operator can apply this

rule by computing the allocation decisions as follows:

âm,n(V′; aα) =


1 if m = arg max

i
{ai,n(V′; aα)|i ∈M},

0 otherwise

(55)

for all m ∈M and n ∈ N . If two or more mobile devices have the same allocation probability am,n for

some n, the system operator chooses one of them uniformly at random.

After finding the allocation decisions âm.n, the system operator calculates the mobile devices’
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payment as follows:

p̂m(V′; pβ) = p̃m(V′; pβ)

N∑
i=1

âm,n(V′; aα)v′m,i. (56)

Consequently, the utility of the mobile devices is

ûm(Vm,V
′) =

N∑
i=1

âm,n(V′; aα)v′m,i − p̂m(V′; pβ)

for all m ∈M, and the utility of the edge server becomes

Û(V′) =
∑
m∈M

p̂m(V′; pβ)− cnomtm

4.4.5 Sample Mean Optimization Problem

Directly solving (4.4.3) is challenging because of the expected values in the objective and constraints.

Instead, I reformulate (4.4.3) in terms of sample bid profiles. Specifically, we sample L bid profiles i.i.d.

from the distribution of profiles F and group them in set S = {V(1),V(2), . . . ,V(L)}. To calculate the

mobile devices’ regret in (51), we sample an additional set of misreported bid profiles

S ′l = {V̄(1), . . . , V̄(Q)} for each V(l) in S, where V̄k ∈ S ′l (for all k ∈ [1, Q]) are sampled from the space V

according to a distribution that is not necessarily equal to F .

Based on the sample set S, and the utility of the edge servers given by the computing task

allocation rule described in Section 4.4.4, I reformulate the objective in (4.4.3) as follows:

L̂(aα, pβ) = − 1

L

L∑
l=1

Û . (57)

The regret of the buyers can be rewritten in terms of the set of sample bid profiles S and the set of

sample misreported bids S ′l as follows:

P̂Rm(aα, pβ) =
1

L

L∑
l=1

max
V̄∈S′l

(
ûm(V (l)

m ,V̄(l)
m )− ûm(V (l)

m ,V(l))

)
,

where V̄
(l)
m = {V (l)

1 , V
(l)
2 , ..., V̄m, ..., V

(l)
M }, and V̄m ∈ V̄. The sample delay constraint P̂Dm (aα, pβ), and

sample energy constraint P̂Em(aα, pβ) of the mobile devices as can be similarly defined as follows:

P̂Dm (aα, pβ) =
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1

L

L∑
l=1

max{0,
∑
n∈N

âm,n(V(l); aα)Dm,n
total − δm},

∀m ∈M (58)

P̂Em(aα, pβ) =

1

L

L∑
l=1

max{0,
∑
n∈N

âm,n(V(l); aα)Em,ntotal − βm},

∀m ∈M (59)

Based on the sample mean objective and constraints, I reformulate the optimization problem in

(4.4.3) as follows: α, βL̂(aα, pβ)P̂ im(aα, pβ)= 0, ∀i ∈ {R,D,E}, ∀m ∈M.

To solve (4.4.5), I use a combination of the Lagrangian method of multipliers and the ADAM

solver [67]. The main idea is to form an augmented Lagrangian function and iteratively update the

parameters α and β using the ADAM solver. At every iteration, the ADAM solver computes the allocation

a and payment p using the current state of the neural networks, calculates the value of the augmented

Lagrangian function, and updates the neural network parameters α and β. The Lagrangian multipliers are

held constant for a fixed number of iterations and then updated based on the current state of α and β.

Specifically, the augmented Lagrangian function of (4.4.5) is given by

Fρ(aα, pβ ;λR,λD,λE) = L̂(aα, pβ) (60)

+
∑
m∈M

λRmP̂
R
m(aα, pβ) +

ρ

2

∑
m∈M

(P̂Rm)2(aα, pβ)2

+
∑
m∈M

λDmP̂
D
m (aα, pβ) +

ρ

2

∑
m∈M

(P̂Dm )2(aα, pβ)

+
∑
m∈M

λEmP̂
E
m(aα, pβ) +

ρ

2

∑
m∈M

(P̂Em)2(aα, pβ)

where λRm, λDm, and λEm are the Lagrangian multipliers corresponding to the DSIC, task processing delay,

and energy consumption penalty constraints of mobile device m in (4.4.5) (for all m ∈M), respectively,

and ρ > 0 is a constant. I group the Lagrangian multipliers into the vectors λRt ,λ
D
t ,λ

E
t .

Based on the augmented Lagrangian function, we iteratively update the neural network parameters

as follows:

(aα, pβ) = arg min
(aα,pβ)

Fρ(aαt , p
β
t ;λRt ,λ

D
t ,λ

E
t )
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where t denotes the iteration number of the Lagrangian multiplier update. The (t+ 1)th update of the

Lagrangian multipliers is given by the partial derivative of the Lagrangian function with respect to the

penalty constraints, i.e.,

λRm(t+1) = λRm(t) + ρ P̂Rm(aαt+1, p
β
t+1),∀m ∈M,

λDm(t+1) = λDm(t) + ρ P̂Dm (aαt+1, p
β
t+1),∀m ∈M,

λEm(t+1) = λEm(t) + ρ P̂Em(aαt+1, p
β
t+1),∀m ∈M.

Algorithm 1 describes the training process of the proposed auction mechanism.

Algorithm 1 Training of Auction Mechanism
Input: Mini-batches of S1, ..., ST of size B.

Initialize: Wk
a ∈ RI

k
a×I

k−1
a , Wk

p ∈ RI
k
p×I

k−1
p ,λRt ,λ

D
t ,λ

E
t

for t = 1 to T do
Receive mini-batch St.
Initialize misreported bid V (l)

m ∈ Vm, ∀l ∈ [L], ∀m ∈M .
for r = 1 to Q do

Perform gradient update to optimize V (l)
m , ∀l ∈ [L], ∀m ∈M .

end for
Compute constraints gradients:

P̂ jm, ∀j ∈ {R,D,E}, ∀l ∈ [L], ∀m ∈M .
Compute Lagrangian gradient in (60) and update α and β.
Update Lagrangian multipliers every Z iterations:
if t % Z = 0 then
λj
m(t+1)

←− λj
m(t)

+ ρ P̂ jm(aαt+1, p
β
t+1), ∀j ∈ {R,D,E},∀m ∈M .

else
λj
m(t+1)

←− λj
m(t)

, ∀j ∈ {R,D,E},∀m ∈M
end if

Output: aα, pβ

end for

4.4.6 Overview of the Auction Procedure

In this subsection, I summarize the overall proposed auction procedure. First, the system operator trains

the allocation and neural networks as described in Section 4.4.5. Once the neural networks are trained, the

system operator collects the bid vectors from the mobile devices V ′m (for all m ∈M), and uses them as

inputs to both the allocation and payment networks. Second, based on the task allocation rule in Section

4.4.4, the system operator decides to which edge node each mobile device will offload its computing task,

and calculates the payment for each mobile device. Third, the mobile devices submit their payments to the

system operator, and upload their computing tasks to their assign edge node. The edge nodes compute

their assigned tasks and return the results to the mobile devices.

58



Algorithm 2 Auction Procedure
Input: Trained allocation and payment deep neural networks
1: Receive mobile devices m bid sets V ′m( ∀m ∈M), and form the vector of all bids V′ .
2: Feed V′ to the allocation and payment networks.
3: Find the allocation decisions âm,n(V′; aα) using (13), and share it with mobile device m and edge node n (∀m ∈ M, and
∀n ∈ N ).

4: for m ∈M do
5: Calculate mobile device m payment p̂m(V′; pβ) using (14), and collect it.
6: If âm,n(V′; aα) = 1, then offload computing task from mobile device m to the edge server n.
7: If âm,n(V′; aα) = 1, send task results from edge server n to mobile device m.
8: end for

4.5 Simulation Results

I run extensive simulations to test the proposed deep neural network auction mechanism, and compare its

performance to existing auction mechanisms in terms of the utility obtained by the edge servers and the its

ability to satisfy the task processing and energy consumption constraints of the mobile devices.

4.6 Simulation Setup

I consider a mobile edge computing network with the following settings. The mobile devices’ transmission,

receiving, and idling power are 1.3 W, 1.6 W, and 0.7 W, respectively. The size of the task result is set to

20% of the original task size. Nodes are placed at random locations on a 200m × 200m area. The data

rates dm,n’s between mobile devices and servers are calculated using the Log-normal shadowing

propagation model with a 10 Mhz bandwidth. The bids of the mobile devices are calculated as follows:

vm,n =
tm

Dm,n
off + Em,noff

.

I summarize the parameters of the mobile edge computing network simulation in Table 5.

To investigate the utility obtained by the proposed approach and how well it can satisfy the

constraints, I consider three scenarios each one with 20 mobile devices and 10 edge servers.

• Scenario I considers mobile devices with processing rates randomly chosen from the set

fm ∈ {10, 20, 30} G flops, and processing power consumption 1.1 W.

• Scenario II consider a more strict task processing delay constraint by increasing the local processing

rate of the mobile devices to fm ∈ {60, 70, 80} G flops and keeping their power consumption at 1.1W.

• Scenario III considers a more strict mobile device energy consumption constraint by decreasing the

local task processing power consumption of the mobile devices to 0.5 W and keeping the processing

rates as in Scenario I.
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Table 5: Simulation Parameters (Chapter IV).

Parameter Value
Area 200m x 200m
Channel model Log-normal shadowing
Size of computing task tm ∈ [1− 5] MB
Processing rate of mobile devices for Scenarios I and
III fm ∈ {10, 20, 30} G flops/s

Processing rate of mobile devices for Scenario II fm ∈ {60, 70, 80} G flops/s
Processing rate of edge servers fn ∈ {100, 125, 150} G flops/s
Task operations om = 10× 109 flops/MB of data
Local processing energy consumption for Scenarios
I and II Empr = 1.1W

Local processing energy consumption for Scenario
III Empr = 0.5W

Transmission energy consumption Emtx = 1.3W
Receiving energy consumption Emrx = 1.6W
Idle energy consumption Emid = 0.7 W
Task result size rm = 0.2tm MB

To train the neural networks, I generate a sample set S with L = 640, 000 of sample bid profiles, as

well as one set of misreported bids S ′l ’s for each bid profile in S. I set aside 10, 000 bid profiles for testing. I

train the deep neural networks over 80 epochs with 5, 000 mini-batches of size B = 128.

In addition, I tested the deep neural networks under different hyper-parameters to find the best

performing ones. Specifically, I trained the networks with varying number of layers and layer sizes, and

found that the highest utility for the edge servers is achieved with 3 hidden layers of 100 neurons each. I

initialized the value of ρ in the Lagrangian function to 0.01, and set that to increment every 2 epochs. The

update on λjm, ∀j ∈ R,D,E parameter is also set to perform once in every 100 mini-batches, (i.e., Z = 100).

I use TensorFlow to implement the deep neural networks on a general purpose PC with an Nvidia

GTX 1070 Ti GPU, 16GB RAM, and 1TB SSD external memory to implement all the simulations.

4.6.1 Results

I first evaluate the utility of the edge servers obtained by the proposed deep neural network under

Scenarios I, II, and III in Fig. 11. I compare my results to the utility obtained under a multi-unit

auction [57], which does not consider the tasks processing delay and mobile device energy consumption

constraints. In Scenario I, my approach obtains a utility that is three times higher than that obtained by

the multi-unit auction. In Scenarios II and III, which have more strict constraints, we observe a utility

reduction due to more tasks from the mobile devices being unassigned to an edge server. The reason is that

it becomes harder for the system to assign tasks to edge servers without violating the constraints and, thus,

it leaves some tasks unassigned. However, we see that the proposed approach still finds a higher utility

than the multi-unit auction scenarios while satisfying the constraints in all cases.
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Figure 11: Utility of the edge servers.
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Figure 12: Mobile device regret.

Next, I investigate how well the proposed approach can meet the regret, task processing delay, and

mobile device energy consumption constraints. In Fig. 12, we see that my approach reaches an allocation

and payment rule with a negligible regret, which indicates that the our auction meets the DSIC

requirement for all three scenarios.

In Fig. 13, I show that the tardiness of the computing tasks approaches zero within the first few

training iterations, which indicates that tasks are completed with delays that are at most the delays when

they are locally processed in all scenarios.

Fig. 14 shows the difference between the energy that mobile devices consume when offloading their

tasks, and when locally computing their tasks. We observe that although Scenarios II and III take longer

to reach a low value due to their stricter constraints, all scenarios are able to reach similar energy penalty

values.
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Figure 13: Task completion tardiness.
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Figure 14: Additional energy consumption (M = 20, N = 10).

Next, I compare the proposed deep learning auction to the auction mechanism proposed by [65],

which is the work closest to mines. The authors in [65] consider a scenario where there is only one edge

server, and multiple users submit their bids aiming to obtain access to the server’s computing resources.

They use a deep learning based auction to find the winner mobile device that can access to computing

resources provided by the single edge server. Thus, to make a fair comparison, I measure the utility

obtained by the edge server, the task processing delay and the energy consumption of the mobile devices

obtained under both approaches for varying numbers of mobile devices in the network.

In Fig. 15a, I compare the utility of the proposed neural networks with those proposed by [65]. We

observe that when the number of mobile devices is small, my approach achieves a lower utility than [65].

However, as the number of mobile devices increases, the utility achieved by my auction mechanism

converges with the utility obtained by [65] approach. The reason is that when the number of users is small
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(b) Delay penalty comparison.
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(c) Energy penalty comparison.

Figure 15: Performance evaluation of the proposed neural networks.

there are only a few solutions that satisfy the constraints, and thus it can only choose from a few. When

there are more users, my approach can choose from more solutions that satisfy the constraints and can

achieve higher utility.

In Figures. 15b and 15c, I show the task processing delay and energy consumption penalty

violations defined in (52) and (53) of the two approaches. We see that for all the scenarios the neural

networks easily satisfy the task processing and energy consumption constraints of the mobile devices while

the approach by Luong et. al [65] results in significant constraint violations.

Finally, I investigate the computational complexity of the proposed auction, and show the results

in Table 6. We find that the deep learning neural networks can find the allocation and payments in a very

short time, e.g., 2.14s for the scenarios with 20 mobile devices and 10 edge servers. We also observe that

the training time for 20 mobile devices and 10 edge servers on a relatively modest hardware is 10.2 hours.

For the scenarios with only one edge server, we observe even lower training and computing time, due to the
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Table 6: Training and computing time of the deep neural networks.

(Edge Servers, Mobile Devices) (1,5 ) (1, 10) (1, 15) (1, 20) (1, 25) (20, 10)
Training Time (Proposed auction) 3.4(h) 4.37(h) 4.4(h) 4.9(h) 5.28(h) 10.2(h)
Computing Time (Proposed auction) 0.38(s) 0.41(s) 0.58(s) 0.67(s) 0.76(s) 2.14(s)
Computing Time (Multi-unit auction) 0.18(s) 0.21(s) 0.30(s) 0.36(s) 0.39(s) 1.04(s)

smaller deep neural networks that we need to train.

Table 6 also shows the time it takes the truthful multi-unit auction in [57] to find the allocations

and payments for the mobile devices. We observe that the computing time of the proposed deep neural

network auction mechanism and the truthful multi-unit auction are comparable. Although the multi-unit

auction can ran faster than the proposed neural networks, I note that it is unable to meet the task

completion and energy consumption constraints of the mobile devices. For example, in a network with 20

mobile devices and 10 edge servers, the multi-unit auction finds a utility of $8.21 and violates the task

completion delay and energy consumption constraints by 2.8 seconds and 4.3 (J), respectively. In the same

network, the proposed neural networks found a utility of $ 20.7, which is twice more than the multi-unit

auction, and can satisfy the constraints.

I emphasize that it is challenging to create a fair comparison between my approach and the other

existing task offloading works for edge computing, e.g., [65, 79,80,83,85–88] because most of them ignore

the constraints on task completion delays and mobile device energy consumption.

4.7 Conclusions

I have investigated the problem of finding a task offloading strategy in mobile edge computing that ensures

that edge servers make a profit while the mobile devices receive the results of their tasks within a deadline

using a minimum amount of energy. To this end, I propose an auction that allocates edge servers to the

tasks from mobile devices and sets the payments for the computing services. The auction is carried out by

a pair of deep neural networks that prevent mobile devices from unfairly affecting the results of the

allocation using untruthful bidding strategies. The allocations satisfy the task completion delay and energy

consumption of the mobile devices. I extensively evaluate the proposed auction mechanism and observe

that it can obtain a significant increase in utility for the edge servers compared to existing auctions. We

also see that the edge computing server allocation meets the task completion delays and energy

consumption constraints of the mobile devices.
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CHAPTER V

Overview of the Future Work

5.1 Deep-reinforcement Learning for AM Cloud Supply Chain Control

In Chapter III, we considered the number of available 3D-Printers and the amount of raw material at each

micro-manufacturer to be fixed, and studied the performance of the AM Cloud in a single snap-shot in

time using the proposed deep learning auction. However, the allocation decisions have to be adaptable by

the system and according to observation of the system’s states and the outcome. Moreover, I have assumed

buyers are assigned a complete 3D-printer and can build multiple objects. However, finding an

arrangement of the objects inside the 3D-printer that maximizes the utility of the AM Cloud is a

challenging problem. I plan to incorporate object placement into the overall supply chain decisions. For my

future work, I am studying the behavior of the AM Cloud across multiple time slots, so that the allocation

decisions consider the uncertain future demand, and time-varying availability of 3D-Printers and raw

material at each micro-manufacturer.

Specifically, I plan to use deep reinforcement learning to find allocation decisions that maximizes

the 3D-Printing utilization of micro-manufacturers, in a time-slotted manner. The architecture of the

proposed DRL-based approach is shown in Fig. 16 shows my considered network.

Figure 16: Architecture of the proposed deep reinforcement based approach for AM Cloud.
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CONCLUSIONS

IoT has shown to have a great impact on the economic growth of industrial sector, provided by the

technologies such as additive manufacturing, big data, and edge computing. However, the problem of

compensating IoT service providers while meeting the dynamic market fluctuations due to uncertain

demands and physical capacity availability, was overlooked. To address this gap, I proposed deep learning

based auction to maximize the utility of the IoT service provides, by finding the optimal decisions that

controls their resources. The auction mechanisms prevent the buyers from unfairly manipulating the

results of the auction, and satisfy the production capacity at the service providers. For my future work, I

use deep reinforcement learning algorithm to deal with the time-varying dynamics of the service providers,

by solving the problem in a time-slotted fashion.
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APPENDIX A

A Proof of Part 5 of Theorem 2

Proof. 5) I denote the results of the optimization problem P2 in Chapter I by Û bm(t), Q̂bm(t), Ŝm(t), and

P̂ (t) in time slot t. Furthermore, I denote the results that we get in time slot t from the optimal solution to

P1 by U b
∗

m (t), Qb
∗

m(t), Sb
∗

m (t), and P ∗(t). Thus, from Lemma 1, we have

∆(Θ(t)) + V E[P̂ (t) | Θ(t)]

≤ H + V E[P̂ (t) | Θ(t)]

+
∑
m∈M

(Rm(t)− θm)E[Ŝm(t)−

∑
m∈M

Q̂bm(t)|Θ(t)]

+
∑
m∈M

∑
b∈B

Obm(t)E[Q̂bm(t)− Û bm(t)|Θ(t)]

+
∑
m∈M

∑
b∈B

Zbm(t)E[εbm − Û bm(t)|Θ(t)]

≤ H + V E[P ∗(t) | Θ(t)]

+
∑
m∈M

(Rm(t)− θm)E[S∗m(t)−Qb∗m(t)]

+
∑
m∈M

∑
b∈B

Obm(t)E[Qb∗m(t)− U b
∗

m (t)]

+
∑
m∈M

∑
b∈B

Zbm(t)E[εbm − U b
∗

m (t)]

(61)

It must be noted that the optimal solutions to P1 are obtained regardless of the queue state Θ(t).

Since the system state is an identically and independently distributed (i.i.d) stochastic process, the

optimal decisions X∗(t) are also i.i.d. Note that the strong law of large numbers states that if {a(t)}∞t=0 are

i.i.d random variables, we have Pr((1/T ) limT−1
T→∞ a(t) = E[a(t)]) = 1 almost surely. Hence, applying the

strong law of large numbers and taking expectation of both sides of (61), we get

E{L(Θ(t+ 1))} − L{(Θ(t))}+ V E{P̂ (t)}

≤ H + V E{P ∗(t)}

+
∑
m∈M

E{Rm(t)− θm} · lim
T→∞

1

T

T−1∑
t=0

(
E{S∗m(t)−
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∑
b∈B

Qb
∗

m(t)}
)

(62a)

+
∑
m∈M

∑
b∈B

E{Obm(t)} · lim
T→∞

1

T

T−1∑
t=0

E{Qb
∗

m(t)− U b
∗

m (t)} (62b)

+
∑
m∈M

∑
b∈B

E{Zbm(t)} · lim
T→∞

1

T

T−1∑
t=0

E{εbm − U b
∗

m (t)} (62c)

I address the right-hand terms of (62) to show the bounds. First, I show that (62a) is equal to

zero. Summing raw material queues of the micro-manufacturers (Equation (2) of this chapter) over all time

slots t ∈ {1, 2, ..., T − 1} and taking expectations on both sides, we have

E{Rm(T )− θm} − E{Rm(0)− θm} =

T−1∑
t=0

E{Sb
∗

m (t)−Qb
∗

m(t)} (63)

Dividing (63) by T and taking limits as T →∞, yields

lim
T→∞

1
T

∑T−1
t=0 E{Sk∗m (t)} − lim

T→∞
1
T

∑T−1
t=0 E{Qk∗m (t)} = 0 . Thus, the component (62a) is equal to zero.

In (62b), since Obm(t) ≤ Ob,maxm <∞ for all t ≥ 0 where Ob,maxm is a constant as defined in (31a),

we have lim supT→∞
1
T

∑T−1
t=0 E{Obm(t)} ≤ Ob,maxm , i.e., queue Obm(t) is strongly stable [51]. Since

U bm(t)−Qbm(t) ≤ U bm(t) ≤ U b,maxm , we know that queue Obm(t) is also rate stable, i.e.,

lim supT→∞
1
T

∑T−1
t=0 E{Qbm(t)} ≤ lim supT→∞

1
T

∑T−1
t=0 E{U b∗m } [51, Theorem 2.8]. Hence, the component

(62b) is no larger than 0.

In component (62c), since U bm(t)− εd,cm 1Obm(t)>0 ≤ U b,maxm , queue Zbm(t) is rate stable and

lim supT→∞
1
T

∑T−1
t=0 E{εbm1Obm(t)>0} ≤ lim supT→∞

1
T

∑T−1
t=0 E{U b∗m }. Thus, we have

limT→∞
1
T

∑T−1
t=0 E{εbm − U b

∗

m (t)} ≤ 0, i.e., the component (62c) is no larger than 0. Therefore, we have

E{L(Θ(t+ 1))} − L{(Θ(t))}+ V E{P̂ (t)}

≤ H + V E{P ∗(t)}

Similar to (63), summing the above inequality over all the time slots t ∈ {1, 2, ..., T − 1}, dividing

both sides by V T , and taking limits as T →∞, we can get: P2∗ −H/V ≤ P1∗.
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