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ABSTRACT 

As computers have become more powerful, researchers have begun to use 
more and more complex multivariate statistical procedures to understand data 
sets. Cluster analysis has flourished in the last decade, yet its complexity and 
reputation as a form of "soft" statistics continues to hamper its use in many 
ways. This article is intended as an introduction to both the science and the art of 
cluster analysis to the reader who has only a basic knowledge of the technique. In 
addition, a working ex.ample is provided to illustrate aspects of the process of 
completing a cluster analysis. 

INTRODUCTION 

Many of the research methods and statistical analyses employed today, such as 
T-tests, Analysis of Variance (ANO VA), and Multivariate Analysis of Variance 
(MANOVA) assume that researchers have an a priori research hypothesis and are 
reasonably familiar with the groups that will be compared during scientific inves
tigation. However, investigators sometimes wish to empirically determine the 
existence and characteristics of subgroups within a population, test hypotheses 
about theoretically based subgroups, or challenge hypotheses made by other 
researchers about existing or new population subgroups. 

The intention of this review, and the working ex.ample that follows at the end 
of this paper, is to make cluster analysis more understandable for researchers who 
have only a cursory understanding of the technique. Included is a description of 
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the variety of classification methods available to investigators, advantages and 
limitations of those methods, and important methodological considerations. 
Although cluster analysis can be used to classify three-dimensional data (Gordon, 
1999), this paper will focus on the most common situations, that is, where a large 
sample of cases are described by a number of variables in a two-dimensional data 
matrix and the researcher wishes to accomplish one or more of the purposes 
outlined below. 

Cluster analysis refers to a broad group of quasi-statistical techniques that 
allow researchers to empirically define subgroups of individuals within a popula
tion. Cases (i.e., participants) are classified into subgroups using multivariate data 
combined with informed decision making by the investigator. The characteristics 
of each subgroup are identified, resulting in the initial stages of a typology (i.e., 
initial rules for classification of individuals within each subgroup). For example, 
researchers (Costello, Hulsey, Schoenfeld, & Ramamurthy, 1987; Robinson, 
Geisser, Dieter, & Swerdlow, 1991) who were interested in grouping chronic pain 
patients according to their ability to cope with pain, analyzed personality profiles 
and coping styles from the Minnesota Multiphasic Personality Inventory to estab
lish subgroup classification. Jones (2001) classified chronic pain patients into 
different descriptive groups based on clinical observations concerning their habit
ual ways of regulating emotions, and whether those methods of emotional regula
tion are successful for patients. In the field of child-clinical neuropsychology, 
Saunders, Hall, Casey, and Strang (2000) clustered children into subgroups based 
on their Personality Inventory for Children - Revised (PIC-R) profiles. They 
found that the PlC-R subgroups identified were consistent with distinct forms of 
psychopathology previously reported in the literature. In the above examples, the 
researchers used systematically collected, reliable data to empirically derive rela
tively homogeneous subgroups from a larger, more heterogeneous clinical popula
tion. 

Usage Considerations for Cluster Analysis 

Gordon (1999) suggested that cluster analysis serves a number of useful 
purposes including: ( l) providing researchers with the means to identify underly
ing clusters of cases within a population, especially when there are large amounts 
of multivariate data, (2) examining the correspondence between the data and 
previously hypothesized models, (3) generating new hypotheses that better 
account for underlying data structure, (4) examining similarities and differences 
between subgroups on other important variables once an empirical typology has 
been defined to determine the validity of the solution, and (5) exploring data in 
the context of post-hoc analyses of the data set. 

Given the potential usefulness of cluster analysis, one might ask why re
searchers have not used it more frequently. There are several methodological 
concerns when using cluster analysis. For example, a properly conducted cluster 
analysis requires a large sample size. A sample of at least 200 to 300 cases, after 
eliminating outliers , is usually desirable. However, clustering techniques can be 
conducted on samples of fewer cases. Anderberg (1973) noted that the seemingly 
simple problem of dividing 25 elements into five non-overlapping clusters has 2.4 
x 1015 possible solutions. As a result, cluster analysis is computationally complex 
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and has only become practical as more affordable, higher speed computers and 
complimentary software have become readily available. Unlike other statistical 
techniques (e.g., ANOVA, t-test) that are based on widely accepted statistical 
principles that have become more clearly defined over time, there are a multitude 
of cluster analysis techniques and few clear rules for deciding which techniques 
to use and how to use them effectively. In addition, there is no measure of "fit" 
(e.g., R2

) for cluster analysis, resulting in a more subjective analysis of the results. 
These cluster analysis usage considerations have often hindered researchers from 
using cluster analysis. 

There are several issues that are important to address when considering cluster 
analysis as a research tool. These issues have a significant impact on the reliabili
ty and validity of the clusters identified by the analysis and are outlined below. 

Standardizing Data 

Before conducting a cluster analysis, researchers must make a decision regard
ing the standardization of data. If the variance of the variables included in the 
analysis is significantly different, it is often incorrectly assumed that standardiza
tion is essential to avoid differential weighting of those variables. However, 
Milligan (1996) noted that if clusters exist naturally within the specified variable 
space, then standardization may obscure cluster differences. It is also often 
assumed that if standardization is necessary, the use of traditional z-scores and 
derivatives (e.g., T-scores) is most appropriate. In a review of a number of simula
tion studies, Milligan (1996) suggested that often the best cluster recovery results 
are obtained when standardization is based on range (distance along the score 
distribution), rather than on standard deviation from the mean. 

Treatment of Outliers 

Any case that falls outside the natural variable space in a data set can be 
considered an outlier. Milligan ( 1996) argued that as the number of outliers in
creases, the ability to recover the "true" underlying cluster structure of the data 
set decreases. Before elimination, outliers should be examined for clinical rele
vance. These outliers may represent unique cases or subtypes with a very low 
incidence rate in the population. 

There are two primary ·strategies that may be used to minimize the effects of 
outliers on accurate cluster recovery. First, obvious outliers can be eliminated 
from the data, and the relationship of each outlier to the final clusters can be as
sessed after the analysis is complete. This can be accomplished through visual 
inspection of the data in graphic representation to identify cases that exist outside 
the natural variable space. Alternatively, cases where multiple data values deviate 
more than three standard deviations from the mean can be excluded from the data 
set. This method is especially important when using cluster analysis techniques 
that emphasize variable elevation rather than pattern. In these instances, the 
"extreme" elevation of individual cases will have a considerable impact on the 
mean centroids generated during the cluster analysis. An alternative, but more 
complex, method of eliminating outliers, is to use a complex statistical technique 
such as De Soete's (1986, 1988) optimal variable weighting method. 
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Sample Size 

Cluster solutions can vary quite dramatically from sample to sample. Again, a 
sample of at least 200 to 300 cases, after eliminating outliers is considered neces
sary. Clustering algorithms are more likely to produce unreliable results and 
sampling error if the sample size used in the analysis is relatively small. In addi
tion, larger sample size increases the likelihood of identifying unique groups of 
cases that exist infrequently in the population being studied. Consequently, it is 
imperative that every cluster solution is replicated, either by using a different 
clustering method or by repeating the same analysis on an additional sample. 
Milligan (1996) advised that researchers should have access to a sufficient 
number of cases to replicate the analysis in a follow-up investigation using an 
independent sample, or split one larger sample into two smaller subsamples for 
separate analyses. 

Selection of Variables 

The proper selection of variables used as the basis for clustering cases is criti
cal to the solution that will result from the analysis (Gordon, 1999; Milligan, 
1996). It is important to select variables with good reliability and validity. The 
inclusion of unnecessary variables can contribute error to the analysis and obscure 
existing differences in the sample. Extraneous variables can result in improper 
assignment of cases, resulting in the formation of "artificial" groups that may 
lack reliability and validity. Variables that decrease the accuracy of cluster re
trieval in the described manner are called masking variables. Complex tech
niques, such as De Soete's method, have been developed to compensate for 
masking variables. However, the simplest method of limiting masking effects is 
to employ only variables in the analysis that have a sound theoretical basis for 
inclusion. 

Considerations For Highly Correlated Variables 

When examining the relationships between multiple variables, it may be 
tempting to eliminate highly correlated variables using statistical methods such as 
principal components analysis. Milligan (1996) cautioned that reducing correlated 
variable may not be appropriate. Although a specific cluster solution may exist in 
the original variable space (e.g., including correlated variables), the same solution 
may not exist in the reduced variable space. Simplification of the data may result 
in failure to identify reliable and valid cluster patterns, distortion of the true clus
ter patterns, or the production of a theoretically meaningless cluster solution that 
lacks ecological validity. Prior to the elimination of variable intercorrelation, 
researchers must decide whether the hypothesized clusters from the original data 
space are likely to be comparab]e to those in the reduced variable space. Further, 
such decisions should be based on theoretical considerations or a priori knowl
edge of the data set when possible. 

Need for Theory to Drive the Analysis 

A sound theory is a necessary foundation for cluster analysis, as it allows for 
the determination of appropriate variables for inclusion in the ana1ysis, and is 
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essential for identifying the most appropriate cluster solution. Since there is a 
paucity of objective criteria for determining the optimal number of clusters in a 
solution, it is the responsibility of the investigator to examine the characteristics 
of the resulting clusters and determine if they are theoretically viable. This pro
cess represents the first step in detennining the ecological validity of the solution 
and typically includes the examination of descriptive statistics for individual 
variables used in the analysis within each identified cluster. 

Establishing the ecological validity of the solution may also involve examin
ing cluster differences via external relevant criteria to theoretically determine the 
most appropriate cluster solution. For example, in an examination of subtypes of 
intellectual strengths and weaknesses, clusters may be compared on other meas
ures not used in the cluster analysis, such as academic achievement. For the clus
ters to form meaningful (i.e., externally valid) subtypes, we would expect to see 
meaningful and predictable differences in achievement that result from the differ
ent patterns of intellectual strengths and weaknesses. 

Measures of Similarity and Dissimilarity 

The primary purpose of cluster analysis is to determine cases with enough 
similarity to be considered part of the same group, while being different from 
cases in another group. To accomplish this aim, a method of measuring the simi
larity of cases is necessary. The choice of a similarity measure can affect the 
efficacy of cluster recovery, such that certain methods of deriving cluster similari
ty are more suitable to certain types of data. The measures of similarity most 
commonly utilized during cluster analysis are the Squared Euclidean Distance 
and Pearson correlation coefficient (Milligan, 1996). Alternative measures are 
available (e.g., members of the Mintkowski Metric Family, Manhattan Distance, 
Power Distance), but are infrequently used and will not be described here. The 
interested reader is referred to Gordon ( 1996) for greater detail on measures of 
similarity/dissimilarity in hierarchical cluster analyses. 

Euclidean Distance 

In Euclidean Distance, one computes the difference between two cases on a 
variable then squares the difference to eliminate the effect of directionality 
(Gordon, I 996; Milligan & Cooper, 1987). This process is repeated for each 
variable and the squared differences are summed. Euclidean Distance is employed 
when the pattern of scores across a number of variables is of interest. Euclidean 
Distance is described by the following mathematical equation in which k = the kth 

variable for two cases, i and j, and wk= non-negative weights associated with 
each variable. 

D .. == 
IJ 

Since variables may exhibit different variances, they can be assigned relative 
weightings to compensate for differences when determining the cluster solution. 
However, as previous ly discussed, the practice of data transformation prior to 
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cluster analysis is somewhat controversial. That being said, Euclidean Distance 
tends to be utilized most frequently in cases where profile shape and elevation are 
of interest. For ex.ample, in many clinical subtyping studies, patterns represent 
different types of problems, whereas the elevation represents problem severity. 
Clinical researchers often want to discriminate between groups based upon both 
the types of problems and the severity, leading to the use of Euclidean Distance 
for many of these investigations. 

Pearson Correlation Coefficient 

When employing the Pearson correlation coefficient, the emphasis for categor
ization is based on similarity of cases, rather than distance between cases. An 
advantage of using the Pearson correlation coefficient is that it eliminates the 
effects of differing means and variances that occur between cases (Milligan & 
Cooper, 1987). Morris, Blash field, and Satz ( 1981) suggested that the Pearson 
correlation coefficient appears to be more useful as a measure of similarity for 
data where profile elevation is not important. Correlational measures of similarity 
will ignore elevation, but capture information regarding shape, such that two 
profiles with the same shape, but with different levels, would be classified as 
similar. The Pearson Correlation coefficient is most often used in pure categoriza
tion research, where the characteristics of the group are unaffected by elevation, 
such as demographic grouping in social science research. 

Cluster Analytic Methods 

In addition to choosing a measure of similarity, investigators interested in 
empirical classification of data must also decide among a number of different 
cluster analytic algorithms. Milligan and Cooper (1987) classified these algo
rithms into four broad categories: overlapping methods, ordination methods, se
quential agglomerative hierarchical clustering methods, and iterative partitioning 
methods. 

Overlapping and ordination methods are described briefly. However, meth
odological discussion has been focused on primarily sequential agglomerative 
hierarchical and iterative partitioning methods, as they are the algorithms most 
commonly used and represent the methods used in the working ex.ample. 

Overlapping Methods 

Overlapping methods (sometimes referred to as clumping methods) consist of 
a small number of algorithms that allow for overlapping cluster membership. 
These algorithms result in the formation of many large and small subgroups. The 
major methodological flaw with these overlapping techniques is that the same 
case can be simultaneously assigned to more than one group. As a result, overlap
ping techniques have limited use in real world applications and are not often 
reported in the literature. 

Ordination Methods 

Ordination methods are more commonly used by psychologists than research
ers in other fields . These algorithms create a dimensional representation of the 
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data by reducing the number of ·variables in the original data set through factor 
analysis using the Pearson correlation coefficient as a measure of similarity 
(Milligan & Cooper, 1987). Ordination methods reduce individual cases of data 
across a number of variables, into. groups of cases (factors) that offer an explana
tion of the relationship between individual cases. Q-factor analysis is the most 
frequently used ordination method. cited in the literature. In Q-factor analysis, the 
original data matrix of cases and variables is transposed such that the correlation 
matrix becomes a correlation of cases, rather than variables. 

As described above, the first .step in ordination methods involves factor analy
sis. Cluster assignment for each individual case is performed after the initial 
factor analysis, and is determined by subjective criteria (typically based on a 
theory) set by the researcher. For example, in Skinner's Modal Profile Analysis 
(Skinner, 1979; Skinner, 1981), which is one type of ordination method, cases are 
assigned to clusters if their factor loading on any of the identified dimensions 
exceeds a predetermined cut-off value (e.g., r = .50). Thus, some cases may 
remain unclassified by these techniques. 

Sequential Agglomerative Hierarchi<;al Clustering Methods 

This group of algorithms, most often referred to as hierarchical cluster analy
sis, is likely the most popular clustering methodology utilized in research investi
gations. When using hierarchical algorithms, each case is initially considered to 
be a separate cluster. In the first iteration, an individual case is joined with the 
most similar case. On each subsequent iteration, clusters/cases are joined until all 
cases comprise one cluster. Therefore, if there are "n" cases in the data set, there 
will be "n-1" steps in the hierarchical clustering process. The clusters generated 
by this procedure are unique and non-overlapping, which means that a single case 
belongs to only one cluster. Furthermore, once a case is assigned to a cluster, that 
case cannot be removed from the cluster during subsequent stages of the analysis. 

There are several different hierarchical clustering algorithms, which are 
primarily distinguished by the criterion used to determine which two clusters are 
merged during each step. The four most common hierarchical methods are de
scribed briefly below. In the Single-Linkage method, clusters are joined on the 
basis of the closest pair of individual cases. Consequently, this technique is 
sometimes referred to as the ''nearest neighbor" method. In the Complete-Link
age method, clusters are determined on the basis of which individual cases are the 
most remote. Therefore, this method is known as the "furthest neighbor" meth
od. The Group Average Linkage method joins clusters on the basis of the average 
distance between all pairs of individuals. Finally, Ward's tries to minimize the 
sum of squares of any tw~ hypothetical clu~ters. Generally, Ward's method is 
very efficient, however, it tends to create clusters of small size. 

It can be difficult to determine which clustering techniques are most appro
priate for individual data sets and different research contexts. One widely used 
method of comparing clustering techniques is Monte Carlo simulations. In these 
simulations, artificial data sets are generated which include varying characteris
tics and a known underlying cluster structure. The data sets are then clustered 
using one or more techniques to determine the accuracy of cluster recovery. The 
artificial data sets can vary according to the number of true clusters, spacing 
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between the clusters, relative cluster sizes, or the number of data dimensions. The 
results of different cluster solutions are generally compared using measures such 
as the corrected Rand Index (Hubert & Arabie, 1985; Milligan, J..996), which 
returns values near 1.00 when recovery of true clusters is very accurate, and 
values near 0.00 when recovery is occurring at chance levels. 

M<:>st of the following empirical research on cluster analysis is based on Monte 
Carlo simulations. Milligan and Cooper (1987) presented a summary of experi
ments conducted by a number of researchers to determine which hierarchical 
methods performed better under different circumstances. Their primary conclu
sion was that no single method outperforms any other method consistently, and 
that alternate methods perform differently under varied conditions. For example, 
it was concluded that Complete-Linkage usually recovered clusters better than the 
Single-Linkage method when examining data where true cluster membership was 
previously known. It was also found that Ward's method appeared to perform 
better when recovering non-overlapping clusters of approximately equal size or 
when studying bivariate normal populations. If unequal cluster sizes were present, 

_ the Complete-Linkage a_nd Group Average methods performed better. It was also 
found that the Group Average method performed better if the correlation coeffi
cient was used as a similarity measure instead of using Squared Euclidean Dis
tance. 

Cluster shape tends to influence cluster recovery under different methods. The 
Single-Linkage method was found to perform more poorly than the other three 
hierarchical methods, whereas Ward's method performed well under most condi
tions in which it was tested. However, Ward's method tends to recover spherical 
clusters and performs less favorably when clusters are elliptical (Everitt et al., 
2001). The Group Average method was somewhat erratic in its cluster recovery 
capabilities. Finally, the Milligan and Cooper ( 1987) study found that the Com
plete-Linkage method was sometimes superior to the Gmup Average method, but 
was typically inferior to cluster recovery using Ward's method. Similarly, Gibson 
and Novy (1993) found that Complete-Linkage, Ward's method, and the Group 
Average method all worked well across various populatiohs. 

Iterative Partitioning Methods 

Partitioning methods are iterative processes that continually recalculate cluster 
centroids, allowing for continual comparison of cases to the new centroid, and the 
reassignment of cases as the centroid!, change (Milligan & Cooper, 1987; Morris 
et al., 1981 ). The iterative process continues until cluster membership becomes 
stable, such that relocation of additional cases will not significantly affect the 
characteristics of the cluster. Similar to hierarchical methods, partitioning meth
ods also produce distinct, non-overlapping solutions, where all cases (including 
outliers) are assigned to a cluster. However, unlike hierarchical methods, parti
tioning methods require the user to specify the number of clusters ( denoted as K) 
in the final solution. The most commonly used partition method is K-Means 
analysis. 

Although' it would appear that partitioning methods have an advantage over 
hierarchical methods by virtue of being able to reassign cases that may have been 
assigned inappropriately in an earlier hierarchical analysis, partitioning methods 
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also have some limitations. The main drawback to partitioning methods is that 
before the cluster assignment can begin a specific number of clusters must be 
entered into the algorithm and the centroids for the variables within each cluster 
must be entered by the investigator, or "seeded" into the analysis. This process 
can be accomplished through random centroid generation, Which can involve 
computer driven random selection of cases to estimate starting centroids. Howev
er, random centroid generation is not recommended. Alternatively, researchers 
can specify the "starting seeds" based on a previously determined value_. Howev
er, this requires a priori knowledge of both how many and what type of clusters 
will ·likely be identified. Cluster seeds can also be derived from means obtained 
from similar populations, or from clusters identified using other clustering 
methods (e.g., hierarchical agglomerative methods; Milligan & Cooper, 1987). 

Additional Considerations for Use of Cluster Analysis 

The preceding discussion of methods for cluster analysis illustrated the inher
ent advantages and limitations of each clustering algorithm. However, there are 
_ other considerations that must also be taken into account. For example, hierarchi
·cal method~ are very sensitive to the presence of outliers in the data because all 
cases are forced into clusters, even when they are not similar to other cluster 
members. In contrast, ordination methods do not force cases into clusters if their 
loading on cluster dimensions ts below the cut-off. Partitioning methods have the 
advantage of being able to move cases to more appropriate clusters as iterations 
progress and cluster centroids change. However, like hierarchical methods, they 
also assign all cases to clusters. In addition, partitioning methods have limited 
sensitivity with respect to the cluster solutions relationship to the initial centroid 
values, especially if those values were randomly chosen. 

Given the advantages and limitations of a wide array of clustering techniques 
and measures of similarity, researchers are faced with a series of decisions when 
determining how to cluster cases into empirically derived subgroups. Although 
there are no ''right" answers regarding methodology, there are some guidelines 
for dealing with many of the difficulties inherent in the use of clustering methods. 
DeLuca, Adams, and Rourke ( 1991) suggested a two-step analysis, where hierar
chical analysis was used first to generate a tentative cluster solution, followed by 
employing centroids as seeds for a subsequent K-Means partitioning analysis. 
Morris et al., (1981) used a similar two-step analysis, followed by validation of 
the clusters in their solution by comparing each cluster on a number of criterion 
using MANOVA, ANOVA, and non-parametric tests, such as Chi-square. The 
use of a more complex form of two-step clustering analysis will be demonstrated 
in the working example (s~ below). 

Determining the Number of Clusters 

Unlike many other statistical methods, it is important to remember that most 
cluster analysis methods do not include algorithms for determining the number of 
clusters in the final solution (Milligan, 1996). Most clustering methods will clas
sify cases in a data set into distinct clusters even when examining completely 
random data with no underlying structure. Consequently, the researcher must rely 
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on knowledge of the population under investigation, as well as a relevant theory, 
to formulate hypotheses regarding the number and type of clusters likely to be 
generated. The investigator may then specify the desired number of clusters in the 
solution (e.g., generated through K-Means partitioning) or search through a 
number of cluster solutions (e.g., hierarchical cluster analysis) to match cluster 
solutions with knowledge and theory about similar data sets. Moreover, having at 
least a basic underlying rationale for choosing a specific number of clusters is 
important for the reliability and validity of the cluster solution. 

Milligan and Cooper (1985) evaluated 30 different strategies for determining 
the most appropriate number of clusters (e.g., pseudo F statistic, proximity ma
trix, agglomerative schedule). These strategies are often called "stopping rules" 
because they were first introduced as a way of deciding when to stop merging 
clusters in hierarchical clustering methods. The results showed varying degrees of 
effectiveness among the strategies employed. 

Gordon ( 1999) discussed using five stopping rules, whereas Milligan ( 1996) 
recommended using two or three methods as the basis for determining the most 
appropriate number of clusters in a solution. However, to determine the most 
viable cluster solution it is also essential that the researcher reviews descriptive 
statistics for each cluster and evaluates the validity of derived clusters in relation 
to theory and other available external criterion variables. 

Replicability of Cluster Solutions 

The reliability of a typology refers to the stability of the cluster solution. The 
reliability of a cluster solution involves three different aspects of stability: the 
internal consistency of a cluster solution, the replicability of a solution across 
different samples, and the replicability of a solution across different clustering 
methods. 

The internal consistency of a cluster solution refers to the "goodness of fit" 
between the data and one or more cluster solutions. In other words, it refers to 
how well the actual cluster structure is reflected in the clusters recovered from the 
data. When a number of different solutions are derived for a single sample, the 
internal consistency of each solution can be compared to determine which solu
tion provides the best fit with the data. Two frequently used measures for assess
ing the degree of internal consistency are the gamma index and the point biserial 
correlation (Milligan & Cooper, 1987). 

The point biserial correlation is a correlation that represents: the total distance 
between two cases and the dichotomous variable indicating whether each two
case combination was classified in the same cluster. The gamma index is a ratio 
of the difference between consistent and inconsistent case pairings in the numera
tor, and the total number of possible case pairings in the denominator. 

Replicability across samples requires either the use of two different samples or 
random splitting of a large sample into two subsamples. Milligan and Cooper 
( 1987) provided an example where the second sample was clustered twice - the 
first time using centroids obtained from clustering the initial sample, and the 
second time employing an independent clustering method with the second sam
ple. Utilizing this procedure, the two cluster solutions for the second sample can 
be compared using statistics such as a corrected Rand Index (Hubert & Arabie, 
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1985; Milligan & Cooper, 1987) or a measure of association for nominal varia
bles, such as Goodman & Kruskall's Tau or the Chi-square statistic. All of these 
statistics examine the degree of consistent versus inconsistent pairings in the two 
different solutions for the second sample. 

A third, but less commonly used, way to examine the reliability of a cluster 
solution involves comparing the results of different clustering techniques. The 
solutions generated by two different algorithms can be compared using the cor
rected ·Rand Index, Goodman & Kruskall's Tau, or the Chi-square to determine 
the degree of consistent versus inconsistent pairings between the two different 
clustering methods. A high degree of consistency between two cluster solutions 
from the same sample using different clustering methods provides the investigator 
with increased confidence in the stability of the cluster solution. 

Validity of Cluster Solutions 

The predictive validity of a typology is most commonly investigated by 
determining whether subgroups identified in the cluster solution differ in mean
ingful ways on theoretically important variables that were not used as the basis 

· for the clu~ter analysis. In other words, establishing the validity of a cluster solu
tion depends on information from outside the clustering process (Milligan, 1996; 
Milligan & Cooper, 1987). ~or example, Jones (2001) identified four distinct 
subgroups of chronic pain patients on the basis of their styles of emotional regula
tion and the amount of intense negative emotions they experience. It was then 
shown that these four groups differed significantly on a number of external varia
bles, such as variables of emotional functioning not included in the cluster analy
sis, the amount of pain reported, and the degree to which pain affected the pa
tients lives on a daily basis. 

WORKING EXAMPLE 

The following working example illustrates a recoded two-step multi-method 
split-half (double internal replication) model that was designed by Saunders and 
Jones in 2000 based upon the combination of a variety of methods previously 
reported in the literature. This Ozad Institute protocol was designed to address the 
need for optimal reliability and replicability of subtypes when using cluster analy
sis with clinical data. As a result, the working example will focus on the analysis 
of archival clinical test data collected as part of a routine neuropsychological 
assessment. This example involves a Monte Carlo simulation using an artificial 
data set that includes varying characteristics and a known underlying cluster 
structure. No outliers were fabricated for thi~ data set. For an example of the use 
of the Ozad Institute protocol in a clinical research study, please refer to Saun
ders, Strang, Jones, and Goertzen (2006). 

Figure l outlines the procedure for conducting a double internal replication 
cluster analysis that is further explained in this working example. 

In this example, simulated theoretical data from all six subtests of the Inter
mediate Category Test (Reitan & Davison, 1974) were employed as variables for 
clustering children with four different neurodevelopmental diagnoses. These 
diagnoses included Nonverbal Leaming Disability (NLD); Mixed Receptive-
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Expressive Language Disorder (MRELD), Developmenlal Disability (DD), and 
Higher Order (executive dysfunction) Learning Disability (HOLD). 
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Figure 1. Outline for conducting a double internal replication cluster analysis. 

First, the data from the original sample (converted to T-scores) was recoded to 
reduce the variability of the data, allowing the focus to be placed on the analysis 
of the Intermediate Category Test subtest pattern of performance. It was hypothe
sized that (subtest score) elevation would be an important factor for clustering. 
Therefore, in the selection of a similarity measure, a distance measure was deter
mined to be most appropriate. This is clinically important because children with 
the same pattern of performance on the subtests may have different levels of 
subtest errors and total error scores at different levels. Therefore, Squared Eucli
dean Distance was selected. 

A two-step clustering method was chosen for this analysis. The hierarchical 
agglomerative method was employed first, followed by an iterative partitioning 
method that employed the results of the hierarchical method. Using two stages 
allows for the compensation of the largest drawback to hierarchical method: once 
an entity is assigned to a particular cluster. it remains in that cluster even though 
it may fit better elsewhere as the clustering process unfolds. Two-step clustering 
also eliminates the need to use random starting points when using iterative parti
tioning methods and provides approximate starting means. 

In the first stage of data analysis, a between-groups linkage, hierarchical 
agglomerative analysis using Squared Euclidean Distance was employed on 400 
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children (100 children with each diagnosis) with the four different neurodevelop
mental diagnoses; NLD, MRELD, DD, and HOLD. The original sample was split 
into two randomly assigned subsamples (200 in each subsample, 50 children of 
each diagnoses). To produce this_ output in SPSS (1999) on the first subsample, 
we selected from the menu bar: 

Analyze 
Classify 
Hierarchical Cluster 
Variables: (enter variables, in this case subtests 1-6 of the category test) 
Label Cases by: (diagnosis) 

Statistics 
Prrntimity Matri_x 
Cluster Membership 
Range of solutions: (in this case we would hypothesize there should be 4 
clusters based on the 4 different diagnoses, but it is still useful to explore 
differei;it solutions, e.g., from 2 to 5 clusters) 

Plots 
Den~rogram 

Method ( ensure Interval type is Squared Euclidean Distance) 
Transform Values 
Standardize: Range O to l 

The proximity matrix illustrates the distances between the cases as they ap
peared in the output. Table l shows a .small section of a proximity matrix from 
this working example. This portion of the matrix shows that the first case is .03 
from cluster 2 and .02 from cluster 3. 

Table 1. Example of a Simple Proximity Matrix Between Cases 
Using Euclidean Distance 

Euclidean Distance 

Case 1:NLD 2:NLD 3:NLD 
.. 

1:NLD .03 .02 
2:NLD .03 .04 

3:NLD .02 .04 

The agglomeration schedule identified which cases .or clusters were combined 
at each step. Smaller coefficients are indicative of the joining of homogeneous 
clusters, while larger coefficients represent the entities of the clusters that are 
more heterogeneous. When there is a sudden increase in the coefficients 
between two adjacent steps, it is typically because a solution is reached. In the 
agglomeration schedule shown in Table 2, the solution was reached when the 
coefficients increased appreciably from . l 02 to .111. 
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Table 2. Excerpt From a Hierarchical Cluster Analysis Agglomeration 
Schedule Illustrating a Substantive Change in Fusion Coefficients 

Cluster Combined Stage Cluster Fi'rst 
Appears 

Stage Cluster 1 Cluster 2 Coefficients Cluster 1 Cluster 2 Next Stage 

167 151 164 .101 149 154 179 

168 106 109 .102 133 147 174 

169 57 68 .102 143 98 182 

170 111 136 .111 0 159 183 

Alternatively, a dendrogram can be used to determine when• a solution was 
reached because it represents how clusters were joined in a tree diagram format. 
However, the distances are scaled differently from the coefficients in the cluster 
~~~~~ . 

Cluster membership identified which cases were members of each cluster. 
Table 3 shows a portion of the cases and their cluster memberships. 

Table 3. Excerpt Illustrating Cluster Membership for Specific 
Cases Using a Variety of Cluster Solutions 

Label 4 Clusters 3 Clusters 2 Clusters 

Case 98MRELD 2 . 2 1 

99MRELD 3 2 1 

lOOMRELD 2 2 1 

101 DD 4 3 2 

l02DD 4 3 2 

In the four-cluster solution recovered from this example, children with NLD 
and HOLD were clustered together, children with MRELD were split into two 
clusters, and children with DD formed one cluster. Although this is not what 
would be expected theoretically, which may be due to the algorithm used, it does 
provide the starting means for iterative methods. The cluster solution may change 
when K-Mear:is clustering is subsequently performed. To produce the output for 
the K-Means, from the menu bar we chose: 
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Variables: (enter variables, in this case subtests t:..6 of the category test) 
Label Cases by: (diagnosis) 
Number of clusters: (4) 

Save 
Cluster membership 
Distance from cluster to center 

Options 
Statistics 
Cluster information for each case 

From this output, the NLD, MRELD, DD, and HOLD groups yielded four 
distinct clusters. Also, the output displayed the means of the standardized varia
bles for each cluster or the duster center. The final cluster centers are displayed in 
Table 4. On the left side of the table are the subtests from the category test and 
the final clusters are displayed along the top (l = MRELD cluster, 2 = DD cluster, 

. 3 = HOLD cluster, 4 = NLD cluster). The numbers indicate the mean score on 
each subtest for each cluster. 

Table 4. Final Cluster Ce-nters for the Four-Cluster Solution Across 
_the Six Subtests of the Category Test 

Category Test Cluster · 
Subtest 1 2 3 4 

SUBl 2 4 2 2 
SUB2 3 5 2 2 

SUB3 4 28 16 31 
SUB4 5 27 16 5 
SUB5 5 29 16 -5 
SUB6 3 16 6 4 

The distances between final cluster centers are also displayed in Table 5. In 
this example, cluster 1 (MRELD) and cluster 2 (DD) are.the furthest apart 
(42.903)~ Cluster 1 and clu_ster 3 (HOLD) are.the closest together (19.878). 

The number of cases in each cluster revealed that the cases were equally dis
tributed across clusters in this situation. Before interpreting th_e data another clus
tering algorithm was used to promote reliability of the cluster solution. Because 
of the equality in cluster sizes, Ward's method was well suited to this example 
and was probably better suited than the between-groups linkage, which was used 
for demonstrative purposes because it is the default algorithm in SPSS. 

Using Ward's method, the four groups of children were classified into four 
unique clusters based on diagnoses in the first step of the two-stage process using 
the hierarchical method: These four clusters were again recovered by iterative 
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Table 5. Distances Between Final Cluster Centers for the Four-
Cluster Solution 

2 3 4 

Cluster 42.903 19.878 27.299 
2 42.903 23.674 35.116 
3 19.878 23.674 21.884 
4 27.299 35.116 21.884 

methods. The two solutions were compared using Goodman & Kruskall's Tau 
and consistent pairings were found. Thus, it appeared that the initial clustering of 
groups was reliable. This process was repeated for the second half of the data set. 

Conducting a cluster analysis on two halves (subsamples) of the same data set 
allows for the assessment of the internal consistency or replicability of the cluster 
solution. [t also allows for the comparison of the profile patterns. The first and 
second subsample both recovered the same cluster solution (i.e., four distinct 
patterns of performance). This lent support to the notion that the structure that 
was being recovered was reliable. When represented graphically, the patterns of 
performance on the Intermediate Category Test were similar within each cluster 
and differed across clusters. Figure 2 shows the different patterns of scores on the 
Intermediate Category Test between the groups of children with each diagnosis, 
while Figure 3 shows the pattern of scores for one subtype of children (DD) from 
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Figure 2. Patterns between clusters illustrated for a single method. 
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each subsample using each clustering method. Visual inspection of the data re
vealed a high degree of similarity between the solutions produced by the various 
cluster algorithms. A comparable degree of pattern similarity was evident for 
each of the subtypes depicted in Figure 2. 
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*SlMl = Subsample l, Method l; SlM2 = Subsample I, Method 2; S2Ml = Subsample 2, Method l; 
S2M2 = Subsample 2, Method 2 

Figure 3. Patterns within a single cluster illustrated for multiple methods. 

When deciding how to interpret the data, it was clear from this example that 
the four groups of children belonged to distinctly different clusters, and thus, have 
different profile patterns on the Intermediate Category Test. The next step, which 
is beyond the scope of this paper, would be to determine if there is a predictable 
or meaningful difference between the clusters on variables not used to ·create the 
clusters. For example, a MANOVA could be performed to compare the clusters to 
profiles on the Wechsler Intelligence Scale for Children-Third Edition (WISC-III; 
Wechsler, 1991). 

SAS/STAT software can also do hierarchical and partition clustering of data. 
For the reader interested in using this software application, the PROCs used to 
perform cluster analysis in SAS can be found in the appendix. The interpretation 
of the output is the same as previously described in the working example using 
SPSS. . 

SUMMARY 

The purpose of the preceding discussion was to help demystify the use of 
cluster analysis through a comprehensive review of methods and considerations, 
supplemented by a concrete example. Significant contributions to the literature . 
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have been made through relatively simple cluster analyses over the past few 
decades. In all likelihood, the proliferation of cluster analysis in the literature will 
lead to continuing advances in both the methodology of cluster analysis and the 
fields investigated using these methods. 
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APPENDIX A 

PROC statements for conducting cluster analysis in SAS 

PROC CLUSTER (performs hierarchical clustering) 

PROC MODECLUS (iterative partition clustering) 

The syntax for hierarchical clustering is: 
PROC CLUSTER METHOD= name options; 

VAR variable-list; 

where the following name~ can be used with ~ETHOD: 

Table Al. SAS Hierarchical Clustering Methods 

AVERAGE 

EML 

SINGLE 

CENTROID 

FLEXIBLE 

TWOSTAGE 

91 

COMPLETE 

MCQUITTY 

WARD 

DENSITY 

MEDIAN 
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and the following options can be used in the PROC CLUSTER statement: 

Table A2. SAS Hierarchical Clustering Options 

Data Set 

Options 

Specify 

Details for 

Clustering 

Methods 

DATA= SAS-data-set OUlTREE= SAS-data-set 

BETA=n MODE= n PENALTY= p 

Control Data NOEIGEN NONORM NOSQUARE STANDARD TRIM= p 

Processing 

before 

Clustering 

Control 

Density 

Estimation 

Control 

Printing of 

the Cluster 

History 

Other 

Printing 

Options 

DIM=n HYBRID 

CCC NOID 

PSEUDO RMSSTD 

NOPRlNT SIMPLE 

The syntax for partition clustering is: 

K=n 

NOTIE 

RSQUARE 

PROC MODECLUS METHOD= name options; 
VAR variable-list; 
where possible options include: 
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Table A3. SAS Partition Clustering 

Data Set DATA= OUT= OUTCLUS= OUTSUM= 
Options 

Data SIMPLE STANDARD 
Proccessing 
before 
Clustering 

Density AM CASCADE= DIMENSION CROSS HM 
Estimation 

HM 

Clustering DOCK= EARLY MAXCLUSlERS= JOIN= MElHOD= 
Method 

MODE= POWER= THRESHOLD= TEST 

Smoothing CK= CR= DK= DR= K= 
Parameters 

R= 

Characteris- CLUSTER= DENSITY= OU1LENGTH= 
tics of output 
data sets 

Miscellan- ALL CORE BOUNDARY CROSSLIST LIST 
eous 

LOCAL NOPRINT NOSUMMARY NEIGHBOR SHORT 

TRACE 
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