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ABSTRACT 

 

 

Privacy Preserving Data Publishing is an area of research focused on developing methods 

of anonymizing sensitive relational data such that it can be published without compromising the 

privacy of the individuals the data represents. The attributes contained in the data that need not be 

immediately discarded are categorized as either quasi-identifying or sensitive. One privacy 

guarantee that has gained recent popularity, 𝑡-closeness, partitions the data into equivalence classes 

in which the quasi-identifying attributes of the contained records are made indistinguishable from 

one another. To protect against skewness and similarity attacks, the distribution of sensitive 

attributes within each equivalence class is guaranteed to be within a given threshold 𝑡 of the 

distribution in the whole table. Although most real-world data include multiple sensitive attributes, 

the majority of existing 𝑡-close algorithms are only suitable for data with one sensitive attribute. 

We present a method for anonymizing relational data with two discrete numerical sensitive 

attributes such that the privacy parameter 𝑡 for each can be selected individually. Our method 

partitions the data into fragments and selects appropriate numbers of records from each fragment 

to create equivalence classes with sensitive attribute distributions that are guaranteed 𝑡-close. Our 

method can easily be generalized to an arbitrary number of sensitive attributes and to sensitive 

attributes with continuous domains. While it is NP-hard to find an optimal anonymization, our 

method finds an acceptable anonymization in polynomial time. 
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CHAPTER 1 

INTRODUCTION 

1.1 Motivation 

With the dawn of “big data analytics” and the recent push in both the academic and 

corporate sectors into machine learning and artificial intelligence, data has become one of an 

organization’s most valuable assets. Government agencies, financial institutions, social media 

companies, healthcare providers, internet retailers, and many others collect, analyze, and store as 

much of it as possible. Much of the collected data is personal1, and much of this personal data is 

sensitive2. There has recently been a significant effort to regulate the way organizations handle 

and protect the data they collect. The most notable result of this effort has been the European 

Union’s much publicized General Data Protection Regulation (GDPR) [1]. At the same time, 

organizations often need or want to publish a subset of the sensitive data they collect for regulatory 

or research purposes. For example, hospitals release information about provided care to certain 

government agencies, and the United States Census Bureau releases information about US citizens 

to the general public. Even large companies release personal and/or sensitive data. In 2006, Netflix 

released anonymized data on the ratings its subscribers gave to 17,700 movies in its collection in 

an attempt to crowdsource improvements to its recommendation engine [2]. 

Sweeney [3] explored the dangers that can arise when data from multiple data sets is 

published, even when steps have been taken to anonymize each set before publishing. By 

examining United States census data from 1990, she found that 87% of the US population could 

be uniquely identified by the three-tuple (ZIP code, gender, date of birth). She was then able to 

 
1  “Any information relating to an identified or identifiable natural person” according to GDPR [1].  
2  “Personal data which are, by their nature, particularly sensitive in relation to fundamental rights and freedoms” 

according to GDPR [1]. 
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link the census data with anonymized health data released voluntarily by the Massachusetts Group 

Insurance Commission on the same three-tuple and “re-identify” Massachusetts governor William 

Weld’s records in the health data. Since her work was published in the year 2000, the amount of 

sensitive data has grown exponentially, further increasing the need for sound data anonymization 

techniques. 

1.2 State of the Art 

Sweeney’s [3] success in attacking the anonymity of published data quickly led to the rise 

of a field known as Privacy Preserving Data Publishing (PPDP). At its heart, PPDP consists of a 

set of privacy guarantees that can be made about the anonymization of some data, as well as 

algorithms that can be used to achieve those guarantees. Sweeney [4] and Samarati [5] introduced 

𝑘-anonymity, which guarantees that the quasi-identifying attributes of an individual’s record in a 

published data set are indistinguishable from at least 𝑘 other individuals in the same set. Soon 

after, Machanavajjhala et al. [6] identified the homogeneity attack and the background knowledge 

attack, which can lead to attribute disclosure even in 𝑘-anonymized data. Their answer, 𝑙-diversity, 

ensures that each set of 𝑘 records sharing quasi-identifying attribute values (known as an 

equivalence class) contains at least 𝑙 different sensitive attribute values. 

In 2007, Li et al. [7] recognized that even 𝑙-diverse tables are subject to skewness and 

similarity attacks, and a new privacy guarantee was born. 𝑡-closeness guarantees that the 

distribution of sensitive attribute values within each equivalence class is sufficiently close to the 

distribution of sensitive attribute values in an overall table. Alternate privacy guarantees have been 

developed, including minor modifications to 𝑡-closeness itself, but 𝑡-closeness remains the strictest 

privacy guarantee with widespread acceptance. Many algorithms have surfaced to achieve 𝑡-close 

anonymizations, including 𝑡-Incognito, 𝑡-Mondrian [7], microaggregation [8], and SABRE [9]. 
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1.3 Limitations of the State of the Art 

Existing 𝑡-close anonymization algorithms have at least one of two primary disadvantages. 

Algorithms like 𝑡-Incognito and 𝑡-Mondrian [7] are examples of 𝑘-anonymous algorithms that 

have been adapted for 𝑡-close anonymizations. These algorithms prioritize the creation of 

equivalence classes with low diversity in quasi-identifying attribute values (as is appropriate for 

𝑘-anonymous algorithms) before tacking on 𝑡-close considerations at the end. Typically, they 

achieve 𝑡-closeness by swapping records between already created equivalence classes or 

combining smaller equivalence classes into larger ones, resulting in unnecessarily large 

equivalence classes or equivalence classes with uneven levels of data utility. 

On the other hand, algorithms like microaggregation [8], and SABRE [9] are 𝑡-close 

“native”. Soria-Comas et al. [8] show that algorithms that consider 𝑡-closeness first typically result 

in less information loss and greater utility in the published data. Unfortunately, these algorithms, 

like the ones mentioned previously, are only applicable to data consisting of a single sensitive 

attribute. Real-world data sets often have multiple sensitive attributes and require an 

anonymization algorithm that can guarantee 𝑡-closeness for all of them simultaneously. 

A few 𝑡-close algorithms capable of handling multiple sensitive attributes have been 

introduced into the literature, but they come with their own disadvantages. The algorithms 

introduced by Wang et al. [10], like 𝑡-Incognito and 𝑡-Mondrian, do not guarantee 𝑡-closeness 

until the very end, at which point they may merge multiple equivalence classes into very large 

equivalence classes with little data utility. The algorithm introduced by Fang et al. [11] tweaks the 

meaning of PPDP anonymization, producing multiple anonymized tables, each including only a 

subset of the sensitive attributes in the original table. 
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1.4 Contributions of This Thesis 

This thesis presents a method for 𝑡-close anonymization in the presence of multiple 

numerical sensitive attributes that does not suffer from the limitations outlined in Section 1.3. Our 

method builds upon many of the critical observations Cao et al. [9] used to develop SABRE, 

extends them to two sensitive attribute dimensions, and offers a general framework for 𝑡-closeness 

in any number of dimensions in polynomial time. It is 𝑡-close native, and offers flexibility to the 

user, who can make decisions on how best to generalize the records in their data, safe in the 

knowledge that the decisions they make cannot jeopardize the 𝑡-closeness guarantee.  

1.5 Organization 

This thesis is organized as follows. In Chapter 2 we present a literature review outlining 

the state of the art in greater detail and providing some additional information about the evolution 

of the PPDP field over the last two decades. Section 2.1 outlines general PPDP concepts and basic 

anonymization techniques. Section 2.2 details 𝑘-anonymity, 𝑙-diversity, and 𝑡-closeness privacy 

guarantees. Section 2.3 outlines the 𝑡-close algorithms for a single sensitive attribute that currently 

exist in the literature, along with their limitations, and Section 2.4 does the same for 𝑡-close 

algorithms for multiple sensitive attributes. 

In Chapter 3 we introduce our method for 𝑡-close anonymization in the presence of multiple 

numerical sensitive attributes. Section 3.1 provides a general introduction for our method and 

Second 3.2 introduces the mathematical framework upon which our method is built. Section 3.3 

describes 𝑡-closeness for multiple sensitive attributes within this mathematical framework. Finally, 

Section 3.4 fully details our method and how it uses this mathematical framework to guarantee a 

𝑡-close anonymization. 
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In Section 4.1 we discuss generalizations that can be made to increase the utility of our 

method, including some which are immediate and some which will require future contributions. 

Section 4.2 concludes our work by again summarizing our method and outlining its importance to 

the PPDP field. 
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CHAPTER 2 

LITERATURE REVIEW 

2.1 Privacy Preserving Data Publishing 

Sweeney’s [3] work, as described in Section 1.1, gave rise to a field that is commonly 

referred to in the literature as Privacy Preserving Data Publishing (PPDP). As noted by Fung et al. 

[12], the basic model of PPDP is one in which a data holder, who may or may not be familiar with 

any particular data mining or analysis techniques, releases data to at least one data recipient. 

Generally, PPDP is associated with the public or semi-public release of data to multiple recipients, 

and the data holder often does not even know the identity of these recipients in advance3. The data 

holder must anonymize the data such that it preserves the privacy of the persons it represents, 

especially with regard for their sensitive information. At the same time, the data holder must 

release the data such that it maintains enough utility to be useful to the data recipient. The concepts 

of privacy and data utility are often at odds in PPDP.  

The goal of PPDP differs slightly from another, similar, field known as Privacy Preserving 

Data Mining (PPDM). PPDM focuses on randomizing and/or encrypting data such that particular 

data mining techniques can extract useful statistical information from it. PPDM presupposes that 

the data holder is aware of the relevant data mining techniques to be used. It attempts to maintain 

truthfulness at the statistical level, but not at the individual record level. In contrast, PPDP does 

not assume that the data holder knows how the data will be used or by whom, and it generally 

maintains the truthfulness of individual records (albeit with less information than was originally 

contained). The term microdata, introduced into the literature by Samarati [5] (and possibly 

earlier), is often used to refer to these individual records in a larger data release. Our research 

 
3  As was the case with the Netflix Prize [2], for example. 
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focuses solely on PPDP techniques, except where there is a substantial overlap between PPDP and 

PPDM.          

2.1.1 PPDP Attribute Categorization 

A common example in the literature of data to be anonymized are health information 

records (i.e. hospital discharge records). These records contain sensitive data (health diagnoses) 

and may be released for both regulatory and research purposes. Consider Table 1, including five 

attributes: Name, SSN, ZIP Code, Age, and Diagnosis. The literature, as early as Sweeney’s [3] 

work, groups attributes like these into three categories: 

1. Explicit Identifiers: Attributes like Name and SSN explicitly identify an individual4 in 

the data. They do not typically contribute to the utility of the data to the data recipient, 

who is more concerned with aggregate information or overarching trends. Long before 

the rise of PPDP research, organizations recognized that these fields should be removed 

from published data. 

2. Quasi-Identifiers (QIDs): Attributes like ZIP Code and Age do not uniquely identify 

records in the data and their inclusion greatly increases the usefulness of the data to the 

data recipient. For example, a researcher may want to study the prevalence of a 

diagnosis in a particular region or among a particular demographic. An individual 

generally has no reason or ability to hide this information from the general public. 

However, Sweeney’s [3] work highlighted the dangers associated with publishing these 

attributes without anonymization, especially when multiple data holders publish 

different data sets independently. Much of the literature has since focused on 

obfuscating these attributes in some way. 

 
4  Names tend to be fairly unique and social security numbers are, by their definition, unique. 
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3. Sensitive Attributes (SAs): Attributes like Diagnosis may be closely guarded by an 

individual for any number of reasons. One record holder may not want his employer to 

know about a significant medical condition he has. Another may not want her neighbor 

to know how much money she makes. The goal of all PPDP techniques is to protect 

the SAs of individuals while still publishing enough information to maintain data 

utility. 

Table 1 

Health Information Records to Be Anonymized 

 

2.1.2 PPDP Privacy Concerns 

Three basic threats to privacy have been associated with PPDP in the literature: identity 

disclosure, attribute disclosure, and membership disclosure [7], [13]. The study of these threats 

traces back to the pre-existing field of statistical disclosure control (SDC) [12], and each PPDP 

technique is designed to combat one or more of them. 

Sweeney’s [3] work was the first to highlight the danger of identity disclosure in the 

presence of multiple, independently published data sets. She was able to carry out a linking attack, 

in which she linked a table with publicly available census data to a table with publicly available 

health data and re-identified individual records in the health data. This attack disclosed the identity 

# Name SSN ZIP Code Age Diagnosis 

1 Jack Doe 111-11-1111 67204 28 Bronchitis 

2 John Doe 222-22-2222 67221 23 Bronchitis 

3 Robert Doe 333-33-3333 67222 24 Bronchitis 

4 Michael Doe 444-44-4444 67211 44 Pneumonia 

5 William Doe 555-55-5555 67214 49 Pneumonia 

6 David Doe 666-66-6666 67213 51 Bone Cancer 

7 Richard Doe 777-77-7777 67201 32 Bronchitis 

8 Joseph Doe 888-88-8888 67230 36 Liver Cancer 

9 Thomas Doe 999-99-9999 67207 33 Liver Cancer 
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of individual record holders in the anonymized data, most notably the former governor of 

Massachusetts. 

The primary danger of identity disclosure is that it can lead to attribute disclosure, in which 

one or more of an individual’s SAs is made public. However, identity disclosure is not a 

prerequisite of attribute disclosure. Depending on the anonymization method used, it can be quite 

possible for an attacker to infer an individual’s SAs without specifically re-identifying him in the 

published data. 

In some cases, the very fact that an individual’s record exists in the data can be considered 

sensitive. For example, the discovery of a record pertaining to a politician in data published by a 

mental health clinic might be damaging to her campaign, even if the SAs associated with her 

record, including her diagnosis (or lack thereof), are not disclosed. Thus, some PPDP techniques 

focus on membership disclosure in addition to identity and attribute disclosure [14]. 

2.1.3 Overarching Anonymization Techniques 

Two basic methods exist to achieve microdata protection: synthetic data generation and 

masking. Synthetic data generation involves generating an entirely new, false data set with some 

of the same statistical properties as the original. It has been argued that this method eliminates the 

possibility of identity disclosure, as no individual’s record exists in the published data. However, 

the data it produces is not “truthful.” Analysis workloads based on the properties accounted for 

during anonymization may yield useful results, but unpredicted analysis workloads may be 

completely ineffective. 

Masking methods preserve most or all of the original records but modify them in some way 

to prevent one or more of the disclosures discussed previously. Much of the literature focuses on 

generalization and suppression techniques, whereby individual records are modified or even 
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removed as necessary to provide privacy protection, but no new records are created. Other masking 

methods, which are generally classified as perturbative methods have also been investigated. 

Domingo-Ferrer and Torra [15] discuss methods involving confusing the original data (perhaps by 

jumbling it on the scale of small record groups) or adding noise to make certain disclosure types 

less likely. 

While not as well studied in the literature as generalization and suppression techniques, 

synthetic data generation and perturbative masking methods represent a large body of work which 

is outside the scope of our research. We focus instead on the evolution of generalization techniques 

that can be used to achieve a privacy guarantee known as 𝑡-closeness. 

2.1.4 Generalization Through Recoding 

The goal of any generalization method is to first partition tuples from an original 

unpublished table into equivalence classes that contain only similar QID values and then to 

generalize each equivalence class such that the QIDs within it are indistinguishable from one 

another. 𝑘-anonymity [4], 𝑙-diversity [6], and 𝑡-closeness [7] are all privacy preservation 

techniques that rely on this generalization process. Each technique places additional restrictions 

on equivalence classes that guarantee protection from a particular type of attack. We discuss these 

techniques in much greater detail in Section 2.2. As an example, the tuples (Arizona, 53) and 

(Nevada, 51) following the schema (Place of Residence, Age) might be generalized to (American 

Southwest, [50 – 60]). When generalized in this way, the two tuples are made indistinguishable 

from one another in the published data. The literature refers to this process as recoding. Significant 

research has gone into how, exactly, records should be recoded. Soria-Comas et al. [8] and LeFevre 

et al. [16] focus on various recoding schemes, and we provide a brief discussion here. 
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Global Recoding 

Global recoding schemes require all instances of a domain value to be generalized in the 

same way across an entire data set. They accomplish this by mapping the full domain of each QID 

attribute to a set of generalized or altered values, segmenting the QID domains into disjoint 

regions. In the (Place of Residence, Age) introduced previously, global recoding would require 

that Arizona be replaced with American Southwest at each and every occurrence. 

LeFevre et al. [16] discuss two flavors of global recoding scheme. A single-dimensional 

global recoding is defined by a set of functions 𝜑𝑖: 𝐷𝑋𝑖
→ 𝐷′ for each attribute 𝑋𝑖 of the QID. Each 

attribute is generalized independently of the others. A multidimensional global recoding is defined 

by a single function 𝜑: 𝐷𝑋𝑖
× … × 𝐷𝑋𝑛

→ 𝐷′, which recodes the domain of vectors of QID values. 

This type of recoding allows for a single QID attribute value to be recoded differently depending 

on the values of other QID attributes. Figure 1 represents a QID with two attributes as a two-

dimensional space. In the single-dimensional recoding (a), partitioning one QID attribute requires 

cutting across the entire domain of the second attribute. A cut can only extend from one side of 

the space to the other. In the multidimensional recoding (b), a QID attribute can be partitioned 

“within the confines” of the partition of another attribute. A cut can begin and end on another 

perpendicular cut.  

Consider Figure 2. Suppose we want to partition the original data (a) into the smallest 

possible partitions such that at least three records exist in each partition5. Suppose the first cut we 

make partitions QID1 as shown in (b). Under the single-dimensional recoding scheme, there is no 

other cut (either vertical or horizontal) that can satisfy our requirement. This is clear, as the single 

dimensional partitioning of a two-dimensional QID can only produce an even number of partitions. 

 
5  The key requirement of 𝑘-anonymity, which we discuss in Section 2.2.1. 
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Multidimensional partitioning (c) allows for an additional cut to be made, enabling better 

conformance to our requirement. 

 

Figure 1 – A single-dimensional (a) and multidimensional (b) 

global recoding of a QID with two attributes. 

 

Figure 2 – A two-dimensional QID to be partitioned such that at least three records exist in each 

partition. Shown before partitioning (a), at the limit of single-dimensional partitioning (b), and 

after multidimensional partitioning (c). 

Local Recoding 

Local recoding does not globally partition the QID domain such that all QID attribute 

values (in single-dimensional global recoding) or combinations of QID attribute values (in 

multidimensional global recoding) are generalized in the same way. Instead, recoding is done 

independently within each equivalence class. For example, (27, 67212) may generalize to ([25-

30], 6721*) in one equivalence class and ([26-27], 672**) in another equivalence class. 

a) b) 

a) b) c) 
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Soria-Comas et al. [8] observed that global recoding can lead to unnecessary generalization 

and extra information loss. If an attribute value must be generalized to a certain level in one 

equivalence class, it must be generalized to that level across all equivalence classes, regardless of 

the need in those other classes. Local recoding schemes allow domain values to be generalized 

differently within different equivalence classes. This reduces information loss, but makes analysis 

more difficult, as a single QID value can appear in multiple forms. 

Though local recoding may be more powerful, many of the algorithms we discuss 

determine a QID domain generalization before tuple partitioning, making global recoding the only 

option. 

2.2 Privacy Requirements 

In response to the recognition that linking attacks leveraging independently published data 

sets can lead to identity (and thus attribute) disclosure, Samarati [5] and Sweeney [4] published a 

series of papers  introducing a new privacy “requirement”, 𝑘-anonymity, which we discuss in detail 

in Section 2.2.1. The PPDP field has given rise to many such privacy requirements. Each 

requirement provides a guarantee that published data is anonymized according to a particular 

constraint. Each also provides at least one parameter which can be adjusted to affect the balance 

between privacy and data utility. At one extreme of the parameter’s range, the data can be 

published without any anonymization at all. At the other extreme, the data must be anonymized so 

severely that is no longer possible to extract useful information from it. It is up to the data holder 

to consider the legal and ethical landscape surrounding the data, as well as the needs of the various 

data recipients, and choose an appropriate parameter value. It is important to note that a privacy 

requirement only serves to place a condition on the published data which can be objectively 

evaluated after anonymization. There are often multiple published algorithms, created by different 
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authors, to anonymize data to the same privacy requirement. These algorithms generally vary in 

terms of data utility and computational efficiency. 

2.2.1 𝒌-Anonymity 

As explained previously, research into PPDP was originally conducted to combat an 

attacker’s ability to link QID values obtained from one published dataset to records in another 

published dataset, re-identifying an individual in the process. If an individual’s record is identified, 

his sensitive attributes are exposed. The idea behind 𝑘-anonymity [4], [5] is straightforward. 

Simply ensure that at least 𝑘 records in a published table have identical QID values. This limits 

identity disclosure, as an attacker can only determine which record pertains to an individual with 

a certainty of 1/𝑘. 

Samarati [5] laid out the first basic algorithm to achieve 𝑘-anonymity. She used two simple 

operations: generalization and tuple suppression. Recall the health data presented in Table 1. After 

removing the explicit identifiers, we are left with two QIDs, ZIP Code and Age, and an SA, 

Diagnosis, which we do not generalize. Her technique requires us to build a domain hierarchy for 

each QID attribute. The domain hierarchy is represented as a tree, with the individual domain 

values as the leaves. Values become more generalized as the tree is traversed upwards so that the 

root of the domain hierarchy for a QID attribute is generalized from of all the values below. 

Figure 3 provides an example of one possible domain hierarchy for ZIP Code and one 

possible domain hierarchy for Age given the data in Table 1. Note that multiple valid hierarchies 

can be created from the same data, and it is usually up to a domain expert to create one that is 

appropriate before anonymization can occur. Many 𝑘-anonymization algorithms do not require the 

pre-creation of a domain hierarchy in the presence of numerical attributes, as these can often be 

sliced into appropriate intervals dynamically as an algorithm runs. However, a domain hierarchy 
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must always be created before anonymization when dealing with categorical attributes like race, 

gender, occupation, etc. Figure 4 provides an example of a categorical domain hierarchy for a 

person’s place of origin. The basic idea here is that there may be too few records associated with 

a location to publish the name of that location without generalization. For example, if there are too 

few individuals from Mexico in a raw table, Mexico can be generalized to North America, 

Americas, or even Earth. An “optimal” 𝑘-anonymization algorithm would only generalize an 

attribute value as much as is necessary to ensure at least 𝑘 records with identical QIDs. 

 

Figure 3 – Possible domain hierarchies for the ZIP Code and Age attributes from Table 1. 

 

Figure 4 – A possible domain hierarchy for a categorical Place of Origin attribute. 

Suppose an organization decides it must enforce 3-anononmity6 on the data in Table 1 

before it can be published. It must first decide which of the many algorithms available in the 

literature to use to achieve this end. Choices include Samarati’s original algorithm [5], Incognito 

 
6 This is 𝑘-anonymity where k = 3. 
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[17], Mondrian [16], and many more. Each algorithm might yield a different, but completely valid, 

3-anonymous version of Table 1. As an example, Table 2 gives the result of a trivial anonymization 

in which every QID tuple is generalized to (672**, [20-39]). The published data in this case is 

certainly 3-anonymous, as every tuple is indistinguishable from at least three other tuples (nine in 

this case), but there is obviously a solution that concedes less data utility. Meyerson and Williams 

[18] showed that producing an optimal 𝑘-anonymous solution is NP-hard, but 𝑘-anonymous 

algorithms generally attempt to find a “minimal” anonymization, in which the data is disturbed as 

little as possible during the anonymization process. 

Table 2 

A Non-Optimal 3-Anonymous Version of Table 1 

#  ZIP Code Age Diagnosis 

1 672** 20-59 Bronchitis 

2 672** 20-59 Bronchitis 

3 672** 20-59 Bronchitis 

4 672** 20-59 Pneumonia 

5 672** 20-59 Pneumonia 

6 672** 20-59 Bone Cancer 

7 672** 20-59 Bronchitis 

8 672** 20-59 Liver Cancer 

9 672** 20-59 Liver Cancer 

 

Table 3 gives a better 3-anonymous version of Table 1 in which each equivalence class is 

as small as possible.  Although both tables technically adhere to the same privacy requirement, 

Table 3 preserves considerably more data utility than Table 2. The QID of each tuple in the 

published data is indistinguishable from exactly two other tuples. An attacker who already knows 

the QID of an individual in the table could only identify his or her record with a probability of 1/3. 

An in depth comparison of 𝑘-anonymity algorithms is outside the scope of our research, although 

a few that have been adapted for 𝑡-closeness are discussed in Section 2.3.  
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Table 3 

A Better 3-Anonymous Version of Table 1. 

# ZIP Code Age Diagnosis 

1 672** 2* Bronchitis 

2 672** 2* Bronchitis 

3 672** 2* Bronchitis 

4 6721* 40-59 Pneumonia 

5 6721* 40-59 Pneumonia 

6 6721* 40-59 Bone Cancer 

7 672** 3* Bronchitis 

8 672** 3* Liver Cancer 

9 672** 3* Liver Cancer 

 

Some algorithms only employ generalization, while others allow tuple suppression as well. 

In these algorithms, tuples with particularly unique QIDs are eliminated from the published data 

to allow for less generalized equivalence classes overall. The relative merits of tuple suppression 

are still under consideration. As recently as 2016, Anguili and Waldo [19] were still attempting to 

understand the tradeoffs between generalization and suppression and find an appropriate balance 

between them. They observe that when a record is suppressed, only the data utility associated with 

that single record is affected. Alternatively, a record that is not allowed to be suppressed forces 

greater generalization in its containing equivalence class, affecting the data utility of all records 

within. However, for many workloads, removing records from the data can distort its true meaning. 

2.2.2 𝒍-Diversity 

The introduction of 𝑘-anonymity provided an adjustable level of protection against linking 

attacks and identity disclosure, but it did not take long for the literature to show that this was not 

enough to protect against attribute disclosure. Machanavajjhala et al.  [6] identified two attacks on 

𝑘-anonymous tables that can still lead to attribute disclosure, the homogeneity attack and the 

background knowledge attack. 
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Homogeneity Attack 

Consider the 3-anonymous health care data in Table 3, an individual Jack, whose record 

exists in the table, and an attacker, Jill, who is Jack’s boss. Assume Jill knows Jack’s data is in the 

table because he had to take time off work for a stay at the hospital that released it. Jill also knows 

basic information about Jack, like where he lives and how old he is. Of course, 3-anonymity 

guarantees that Jill can only guess which record in the table belongs to Jack with a probability of 

1/3. However, consider the situation in which Jack lives in ZIP Code 67204 and is 28 years old. 

With this information, Jill determines that Jack’s record lies within the first equivalence class in 

Table 3. Because all the records in Jack’s equivalence class have the same diagnosis, Bronchitis, 

Jill knows Jack had bronchitis. This is known in the literature as a homogeneity attack, and 𝑘-

anonymity provides no defense against it. 

Background Knowledge Attack 

Consider instead another employee of Jill’s, Joseph, who lives in ZIP Code 67230 and is 

36 years old. Joseph’s record lies within the third equivalence class of Table 3, and might be 

associated with either Bronchitis or Liver Cancer. However, Jill would have noticed the symptoms 

of Bronchitis in the days leading up to Joseph’s hospitalization. Because Jill didn’t notice any 

coughing or wheezing spells, she determines correctly that Joseph has Liver Cancer. This is known 

as a background knowledge attack, and 𝑘-anonymity provides little defense against it either. 

Ideal Privacy in the Presence of Background Knowledge 

Recognizing the danger background knowledge poses to privacy in PPDP, 

Machanavajjhala et al. [6] proposed the idea that a privacy requirement should be based on the 

Uninformative Principle. A requirement constructed according to this principle should limit the 

difference between an attacker’s prior belief (before consulting a published table) and her posterior 
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belief (after doing so) regarding the SA of a record holder. In the ideal case, the data publisher 

would know the exact background information available to an attacker, and thus have a complete 

understanding of her prior belief.  Machanavajjhala et al. [6] proposed the theoretical idea of Bayes 

Optimal Privacy, which would operate under this assumption. A privacy requirement based on 

Bayes Optimal Privacy would place a guaranteed bound on the difference between the attacker’s 

prior belief and posterior belief about the SA of an individual based on his QIDs. Like all 

requirements in the literature, this requirement would provide a parameter that could be tweaked 

to allow more or less information gain (and thus more or less privacy).  

Unfortunately, they observed that Bayes Optimal Privacy cannot be instantiated in the real 

world for multiple reasons. There is no way for the data publisher to know how much background 

knowledge an attacker has. It is even possible for an attacker to have more background knowledge 

than the data publisher. In our running example, a new study (published after the data is 

anonymized and made public) might make Jill aware that pneumonia is extremely rare in young 

adults. If this information was not available to the data publisher, it could not have been accounted 

for in the anonymization. Also, one of the key principles of PPDP is that data should be 

anonymized such that it can be made available to many data recipients (and often the public at 

large). Anonymization should protect against any number of attackers, each with a different level 

of background knowledge. The obvious response to this is to publish data such that even an 

individual with the maximum amount of background knowledge7 would gain limited information 

from the published table. However, there is always the possibility for instance level background 

knowledge that cannot be modeled probabilistically, and thus cannot be incorporated into a Bayes 

Optimal Privacy requirement. In our running example, Jill knows for a fact that Joseph did not 

 
7  Such an attacker would know the frequency of QIDs and SA’s in the population from which the published data is 

sampled, as well as the complete QID of an individual record holder. 
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have Bronchitis. This is based on her personal interactions with him and not on any statistical data 

at her disposal. The data publisher likely has no way of knowing about Joseph’s specific symptoms 

or the relationship between Joseph and Jill. This type of instance specific information cannot be 

modeled probabilistically, and thus cannot be accounted for by a Bayes Optimal Privacy 

requirement. 

Explanation of 𝒍-Diversity 

Machanavajjhala et al. [6] proposed a privacy requirement known as 𝑙-diversity in response 

to these limitations. 𝑙-diversity can be mathematically instantiated in multiple ways (with subtly 

different meanings), but the general idea is that each equivalence class must contain at least 𝑙 “well 

represented” SA values. Consider Table 4, listing health information records similar to those in 

our running example, but with SA values that can easily be made 𝑙-diverse. . presents an 

anonymized version of this data that is both 3-anonymous (as before) and 3-diverse. Despite Jill’s 

confidence that Jack’s record exists in the first equivalence class, she only has a 1/3 chance of 

guessing whether he has Bronchitis, Pneumonia, or Liver Cancer. In this way, 𝑙-diversity provides 

protection against her homogeneity attack. 

Table 4 

Health Information Records That Can Easily Be Made 𝑙-Diverse 

# Name SSN ZIP Code Age Diagnosis 

1 Jack Doe 111-11-1111 67204 28 Bronchitis 

2 John Do 222-22-2222 67221 23 Pneumonia 

3 Robert Doe 333-33-3333 67222 24 Liver Cancer 

4 Michael Doe 444-44-4444 67211 44 Bronchitis 

5 William Doe 555-55-5555 67214 49 Pneumonia 

6 David Doe 666-66-6666 67213 51 Bone Cancer 

7 Richard Do 777-77-7777 67201 32 Bronchitis 

8 Joseph Doe 888-88-8888 67230 36 Liver Cancer 

9 Thomas Doe 999-99-9999 67207 33 Bone Cancer 
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Table 5 

A 3-Anonymous and 3-Diverse Version of Table 4 

# ZIP Code Age Diagnosis 

1 672** 2* Bronchitis 

2 672** 2* Pneumonia 

3 672** 2* Liver Cancer 

4 6721* 40-59 Bronchitis 

5 6721* 40-59 Pneumonia 

6 6721* 40-59 Bone Cancer 

7 672** 3* Bronchitis 

8 672** 3* Liver Cancer 

9 672** 3* Bone Cancer 

 

Critically, 𝑙-diversity does not attempt to quantify or characterize the actual background 

knowledge of an attacker (which cannot be known). Instead, it limits the amount of information 

an attacker can gain from the published data. Jill knows from personal experience that Joseph does 

not have Bronchitis but can still only guess his Liver Cancer diagnosis with a certainty of 1/2. An 

attacker must have at least 𝑙-1 bits of useful background information to guess an individual’s SA. 

𝑙-diversity provides an adjustable level of protection against a background knowledge attack which 

can be increased or decreased by increasing or decreasing the value of 𝑙, but it does not eliminate 

the possibility of such an attack. 

As with 𝑘-anonymity, there are an abundance of algorithms in the literature for 

anonymizing data according to a given 𝑙-value. These algorithms differ in their computational 

efficiency and the amount of information loss that they incur. A comparison of 𝑙-diverse algorithms 

is outside the scope of our research, but we discuss algorithms for 𝑙-diversity that have been 

adapted for 𝑘-anonymity in Section 2.3. 



22 

2.2.3 𝒕-Closeness 

𝑙-diversity affords significantly increased protection against attribute disclosure, but 𝑙-

diverse data is still susceptible to privacy leaks under certain conditions. Li et al. [7] introduced 

skewness attacks and similarity attacks as motivations for yet another privacy requirement, 𝑡-

closeness. 

Skewness Attack 

Consider a health information data set in which there is a sensitive test result attribute that 

can only take two values, positive or negative. Assume that it is typical for 99% of the population 

to receive a negative result and only 1% to receive a positive result. Now consider an equivalence 

class with an equal number of positive and negative records created by some 𝑙-diverse algorithm. 

This equivalence class is 2-diverse because both positive and negative records exist inside it. As 

is intended when applying 𝑙-diversity, even if an attacker knows which equivalence class an 

individual falls within, he technically only knows her test result with a probability of 1/2. However, 

this equivalence class still presents a significant practical privacy risk. While the general 

population has a 1% chance of a positive test result, the attacker knows his target has a 50% chance 

of a positive test result. This significant gain in knowledge about an individual defies the 

Uninformative Principle on which 𝑙-diversity is based.  

Now consider two different equivalence classes. The first class has 9 positive records and 

1 negative record. The second class has 1 positive record and 9 negative records. Both classes are 

2-diverse, but clearly the second class affords much less privacy protection than the first. The 

general population has a 1% chance of a positive result, but an attacker knows that a target in the 

second class has a 90% chance of a positive result. The term skewness attack describes a statistical 



23 

attack carried out against an equivalence class in which the distribution of SA values is 

significantly skewed from the distribution in the overall table. 

Similarity Attack 

Consider Table 6, which is 3-diverse in both salary and diagnosis by any of the 

instantiations of 𝑙-diversity [6]. While there are technically three different salaries in the first 

equivalence class, as required by 3-diversity, all the salaries are low compared to the total 

distribution in the data. An attacker could easily surmise that an individual in the first equivalence 

class is paid quite poorly. There is a similar problem with the diagnosis attribute in the third 

equivalence class. Again, there are technically three different diagnoses, but the attacker has no 

doubt that a record holder in this class has some form of cancer, and not a lower impact disease. 

Generally, 𝑙-diversity only provides a guarantee that the SA values of some number of 

records in an equivalence class are distinct. It does not account for semantic similarities between 

these values. When SA values in an equivalence class are similar enough to provide an attacker 

with useful information, even if the values are technically distinct, it is known as a similarity attack, 

and 𝑙-diversity cannot defend against it. 

Table 6 

3-Diverse Data Susceptible to a Similarity Attack 

# ZIP Code Age Salary Diagnosis 

1 672** 2* $23,000 Bronchitis 

2 672** 2* $21,000 Pneumonia 

3 672** 2* $27,000 Liver Cancer 

4 6721* 40-59 $58,000 Bronchitis 

5 6721* 40-59 $49,000 Pneumonia 

6 6721* 40-59 $56,000 Bone Cancer 

7 672** 3* $81,000 Lung Cancer 

8 672** 3* $83,000 Bone Cancer 

9 672** 3* $91,000 Liver Cancer 
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Explanation of 𝒕-Closeness 

Li et al. [7] introduced 𝑡-closeness as a means of limiting the “distance” between the 

distribution of sensitive values in a single equivalence class P from the distribution of sensitive 

values in the overall published table Q. The idea is to place a limit on the amount of information 

that can be gained about a single individual by examining an equivalence class. If 𝑃 = 𝑄, precisely 

no information is gained, and thus no privacy is lost. There is generally no point in publishing data 

in which 𝑃 = 𝑄, so 𝑡-closeness requires the maximum “distance” between 𝑃 and 𝑄 to be less than 

some constant 𝑡 for all equivalence classes. In this way, 𝑡-closeness directly combats the skewness 

attack 𝑙-diversity is susceptible to. 

Critically 𝑃 and 𝑄 are both distributions that can be readily obtained from the published 

data. Consider that, without any knowledge of the published data at all, an attacker has a belief 𝐵0 

about the sensitive attribute of some target. It would be quite possible for the attacker’s belief to 

change from 𝐵0 to some different belief 𝐵1 solely based off the SA distribution in the entire 

published table, 𝑄. For example, the published table might show that 50% of all individuals test 

positive for some minor disease. If the attacker previously thought this disease was uncommon, 

her beliefs change drastically with 𝑄 alone. Assuming the attacker knows the QID of her target, it 

is expected that her belief changes again to some belief 𝐵2 in response to the SA distribution in 

her target’s equivalence class. 𝑙-diversity attempts to limit the attacker’s ability to gain information 

while moving from 𝐵0 to 𝐵2. This is based on the ideal from the Uninformative Principle that a 

privacy requirement should limit the change from an attacker’s prior belief. 𝑡-closeness, instead, 

attempts to limit information gain between 𝐵1and 𝐵2, while allowing information gain between 𝐵0 

and 𝐵1. The intuition here is that there is no way to limit information gain between 𝐵0 and 𝐵1 and 

still publish data. An attacker can always simply generalize all QIDs to the highest level by 
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combining all records into one large equivalence class and extract 𝑄. If 𝑄 cannot be made public, 

then the data should not be published at all. 

Earth Mover’s Distance 

Li et al. [7] chose to define 𝑡 in terms of the Earth Mover’s Distance (EMD). EMD is a 

way of defining the least amount of work required to transform one probability distribution into 

another. Intuitively, 𝑃 can be thought of as a mass of earth spread out over some space and 𝑄 as a 

set of holes in the same space. If the mass of earth and the holes are distributed similarly over the 

space, it is very easy to move the earth such that it fills the holes, and the EMD is small. If, instead, 

much of the earth is distributed on one end of the space and most of the holes on the other, each 

unit of earth must be transported some reasonably large “ground distance” from its initial position 

to its final resting place. The aggregate of these ground distances yields a much larger EMD. EMD 

makes a good distance measure here because it accounts for similarity between two SA values. 

Values that are semantically similar have little “ground distance” between them, and thus 

contribute little to the overall EMD versus values that are semantically very different. 

EMD is a critical component of our approach, and we leave it to Section 3.2.2 to treat it 

with mathematical rigor. Importantly, for normalized distributions, EMD lies between 0 and 1. 

This allows the EMD to be taken as the 𝑡-closeness parameter 𝑡, with 𝑡 =  0 meaning 𝑃 = 𝑄and 

𝑡 = 1 meaning 𝑃 and 𝑄 are as far apart as possible. 

EMD can only be applied where there is a semantic ordering of attributes. Where no such 

ordering exists, an arbitrary ordering can be applied. It is this ordering that enables 𝑡-closeness to 

combat similarity attacks. Where 𝑙-diversity only requires distinct SA values in an equivalence 

class, 𝑡-closeness requires SA values in an equivalence class to be distributed sufficiently similarly 

to the overall table. Where the first equivalence class of Table 6 is perfectly acceptable under 3-
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diversity, the EMD between 𝑃 (for the class) and 𝑄 (for the table) is rather large. Consider that the 

average salary among all individuals in the table is approximately $54,000, and each of the salaries 

in the first equivalence class are less than this average. Clearly, significant “earth” must be moved 

to transform 𝑃 into 𝑄 in this case. 

EMD can also be used for categorical attributes, although not as readily, as the idea of 

“ground distance” regarding categorical attributes is less clear. Li et al. [7] described a 

“hierarchical distance” in which a generalization hierarchy similar to the one introduced in Section 

2.2.1 is used. Intuitively, two SA values are close if their common ancestor is low on the hierarchy 

tree and distant if their common ancestor is high on the hierarchy tree. Depending on the hierarchy 

applied, Lung Cancer, Bone Cancer, and Liver Cancer are likely very close in the hierarchy, with 

Cancer as their common parent, and Bronchitis is likely not8.  

As is the case with both 𝑘-anonymity and 𝑙-diversity, there are potentially many algorithms 

that can take a raw table and generalize its QID values such that many equivalence classes are 

created, where the SA distribution of each equivalence class is no more than 𝑡 away from the SA 

distribution in the whole table. Our method, introduced in Chapter 3, is one such approach. 

(𝒏, 𝒕)-Closeness 

Li et al. [20] recognized a significant weakness of 𝑡-closeness and recommended an 

extension, which they coined (𝑛, 𝑡)-closeness. Consider a health information table similar to Table 

1, except with a far greater number of records. Suppose there is very strong correlation between a 

certain ZIP Code and a certain Diagnosis in the original table. In order to achieve 𝑡-closeness, it is 

 
8  Again, this is highly dependent on the applied hierarchy. A domain expert may instead group respiratory diseases 

in one portion of the hierarchy and gastrointestinal diseases in another. Bronchitis and Lung Cancer are quite close 

in such a hierarchy, where Liver Cancer is not. 
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likely that the records bearing this ZIP Code and Diagnosis will be dispersed among many 

equivalence classes, masking the correlation, and significantly degrading data utility.  

The purpose of 𝑡-closeness is to limit an attacker’s ability to gain information about a 

specific individual while allowing information gain about the larger population. Standard 𝑡-

closeness restricts the definition of a “larger population” to be the whole table. In contrast, (𝑛, 𝑡)-

closeness introduces a second parameter 𝑛. An equivalence class 𝐸1 fulfills the requirement for 

(𝑛, 𝑡)-closeness if there exists a natural superset 𝐸2 with size 𝑛 such that the distance between 𝐸1 

and 𝐸2 is less than 𝑡. In other words, the SA distribution of an equivalence class does not need to 

be compared to the distribution in the entire table, only some large enough subset of the table. 

Intuitively, it is acceptable for an attacker to learn sensitive information about a population smaller 

than the size of the table, as long as that population is at least 𝑛 large.  Of course, (𝑛, 𝑡)-closeness 

is simply a generalized form of 𝑡-closeness. When 𝑛 is set to the size of the whole table, (𝑛, 𝑡)-

closeness becomes 𝑡-closeness. 

2.3 𝒕-Closeness Algorithms for a Single Sensitive Attribute 

When Li et al. [7] introduced 𝑡-closeness as a new privacy requirement, they did so without 

explicitly laying out an algorithm to achieve it. Instead, they proved 𝑡-closeness could be 

incorporated into the framework of an existing algorithm for 𝑘-anonymity: Incognito. In this 

section, we discuss the relative merits of four 𝑡-closeness algorithms found in the literature, 

including 𝑡-Incognito, 𝑡-Mondrian, microaggregation [8], and SABRE [9]. 

2.3.1 𝒕-Incognito 

Original 𝒌-Anonymous Algorithm 

Sweeney [17] introduced the algorithm known as Incognito long before 𝑡-closeness entered 

into the literature. It was conceived as a generalized version of existing 𝑘-anonymity algorithms, 
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and it allows the data publisher to achieve an “optimal” 𝑘-anonymization through either single-

dimensional or multidimensional global recoding (discussed in Section 2.1.4). Here “optimal” is 

used informally, and the term “minimal” is probably more appropriate. While many works 

consider a “minimal” 𝑘-anonymization to be one that minimizes the height of the generalization9, 

Incognito is flexible enough to allow “minimal” generalization to be defined in whatever way suits 

the data publisher. 

Incognito relies on two propositions, stated informally as: 

1. Generalization Property: If, after generalizing a table, 𝑇, a table 𝑇’ is 𝑘-anonymous, a 

further generalized table 𝑇’’ is also 𝑘-anonymous. 

2. Subset Property: If 𝑋 is a set of attributes in 𝑇 and 𝑇 is 𝑘-anonymous with respect to 

𝑋, then 𝑇 is also 𝑘-anonymous with any subset of attributes 𝑌 ⊂ 𝑋. 

Incognito begins by considering all attributes that make up the QID of records in a table, 

𝑇, independently. Each is a subset 𝑆𝑖 of the set 𝑆 of all QID attributes, with |𝑆𝑖| = 1. Starting at 

the leaves of the generalization hierarchy of each attribute and moving upwards towards the root, 

Incognito checks whether there are already 𝑘 tuples with a particular value of the attribute under 

consideration. If so, Incognito moves on to another leaf. If not, it traverses upwards, globally 

generalizing values until k instances of each generalized value exists. As soon as 𝑘-anonymity for 

an attribute is achieved, the Generalization Property ensures no additional checks need be 

performed higher up the hierarchy, aiding efficiency. Incognito then uses procedures developed 

by Huang et al. [21] to merge the successful generalizations of each pair of subsets 𝑆𝑖 and 𝑆𝑖+1 

into all possible supersets 𝑇𝑖 with size |𝑇𝑖| = 2. By the Subset Property, non-successful 

 
9  Here, the “height” of the generalization can be thought of as the maximum number of levels up the domain hierarchy 

any individual attribute in the QID must be generalized. 
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generalizations of Si need not be considered further. Incognito then moves up the domain hierarchy 

of each 𝑇𝑖, again searching for successful generalizations, this time accounting for the values of 

two attributes instead of one. Eventually, Incognito produces one graph with all 𝑘-anonymous 

global recordings of 𝑇. It is left to the data publisher to determine which generalization is optimal 

for the data being anonymized. 

𝒕-Close Algorithm 

Li et al. [7] prove that 𝑡-closeness also follows the Generalization Property and Subset 

Property. They make vague mention of using the Incognito framework and inserting a check for 

𝑡-closeness wherever a check for 𝑘-anonymity occurs in the original algorithm. This modified 

algorithm does not check whether equivalence classes are sufficiently large, as is required by 𝑘-

anonymity. Instead, it checks whether the SA distribution within each equivalence class is 

sufficiently similar to the overall SA distribution. It does this by confirming that the EMD between 

𝑃 (for the class) and 𝑄 (for the distribution) is less than 𝑡. 

There are weaknesses in this approach, however. Incognito produces a full domain 

generalization, which is a typical global recoding model. It is well known in the literature10 that 

local recoding models generally produce anonymized tables that meet the intended privacy 

guarantee with less information loss than models that employ global recoding. Also, 𝑡-closeness 

is “tacked on” to the Incognito algorithm as something of an afterthought. Soria-Comas et al. [8] 

show that “native” 𝑡-closeness algorithms typically result in less information loss and greater data 

utility than those that adapt an existing 𝑘-anonymous algorithm. Finally, 𝑡-Incognito (as we refer 

to it) is only capable of handling a single SA, which is uncommonly simplistic for real-world data 

sets. 

 
10 This weakness is discussed by LeFevre et al. [17] in their original presentation of Incognito. 



30 

2.3.2 𝒕-Mondrian 

Original 𝒌-Anonymous Algorithm 

 When LeFevre et al. [16] introduced the Mondrian algorithm into the literature, they named 

it after the artist Piet Mondrian (1872-1944) because visual representations of the recoding scheme 

it uses look similar to some of Mondrian’s most famous works. A comparison of Figure 1b 

(showing a global multidimensional recoding typical of the Mondrian algorithm) and Figure 5 

highlights these similarities. Since its introduction, the Mondrian algorithm has been used 

extensively in the literature, often for its original purpose of achieving 𝑘-anonymity, and 

sometimes for alternate tuple partitioning tasks [13]. 

 

Figure 5 – “Composition in red, yellow, blue, 

and black” by Piet Mondrian, 1921 [22]. 

The Mondrian algorithm is typically used to produce a 𝑘-anonymous data set through 

global multidimensional recoding. Recall from Section 2.1.4 that this type of recoding defines 

multidimensional regions within the global QID space. At a high level, the Mondrian algorithm 

has two steps. First, it defines a multidimensional partitioning. Then, it uses this partitioning to 

define recoding functions that can generalize the QID of each tuple within each region to the same 

value, creating equivalence classes with a size of at least 𝑘. 
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LeFevre et al. [16] describe the Mondrian algorithm somewhat loosely. Although finding 

an optimal multidimensional 𝑘-anonymization is NP-hard, they present a greedy algorithm and 

several heuristics that tend to work well in practice. The partitioning phase is loosely based on an 

algorithm used to construct a 𝑘𝑑 tree, a 𝑘-dimensional binary tree in which every leaf node is a 𝑘-

dimensional point (where 𝑘 in this case is the number of QID attributes in the data) and every non-

leaf node represents a splitting plane. Conceptually, the algorithm begins with the entire QID space 

as the root of a tree and progresses downward, creating smaller child sub-regions recursively until 

it is no longer possible to create sub-regions with at least 𝑘 size. In each recursive step, it chooses 

a dimension on which to split, and splits the given sub-region on a chosen value. The two new sub-

regions are added as the left child and right child of the split region, and the algorithm continues. 

When there are no more possible splits, the partitioning terminates, and records are recoded 

according to the regions in which their QIDs fall. Mondrian, as presented, always chooses to split 

on the widest normalized dimension and at the median value, but other selections are also possible. 

𝒕-Close Algorithm 

Li et al. [20] present the 𝑡-Mondrian algorithm with the same brevity they used to introduce 

𝑡-Incognito. Much like 𝑡-Incognito, 𝑡-Mondrian requires only a minor tweak to its parent 

algorithm. Unlike 𝑡-Incognito, 𝑡-Mondrian is designed for (𝑛, 𝑡)-closeness. This is not a limitation, 

however. As discussed in Section 2.2.3, 𝑡-closeness is just a specific case of (𝑛, 𝑡)-closeness where 

𝑛 is the size of the entire table. 

𝑡-Mondrian uses the same heuristics as those used by LeFevre et al. [16] to choose a 

dimension on which to partition and a split value in each step. As the algorithm considers each 

possible split, a check for (𝑛, 𝑡)-closeness is substituted in place of the check that guarantees 

resulting partitions are larger than 𝑘 in size. The new check takes a set of 𝑟 partitions {𝑃1, 𝑃2, … , 𝑃𝑟} 
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as input and outputs a Boolean representing whether or not (𝑛, 𝑡)-closeness is satisfied. For each 

partition 𝑃𝑖 , if |𝑃𝑖| > 𝑛, (𝑛, 𝑡)-closeness is automatically satisfied, as the partition is 0-close to 

itself. If not, the SA distribution for that 𝑃𝑖 is compared (using the EMD) with that of all of its 

parent partitions in the Mondrian partition tree that have a size greater than 𝑛. If the EMD for at 

least one of these comparisons is less than 𝑡, (𝑛, 𝑡)-closeness is satisfied for 𝑃𝑖. If (𝑛, 𝑡)-closeness 

is satisfied for all 𝑃𝑖, the algorithm progresses. When 𝑡-Mondrian is used for 𝑡-closeness instead 

of (𝑛, 𝑡)-closeness, for each partition, only one EMD (between the sensitive distribution of 𝑃𝑖 and 

that of the entire table) need be checked. 

The weaknesses of 𝑡-Mondrian mirror those of 𝑡-Incognito. As it is designed for 𝑘-

anonymity, 𝑡-Mondrian considers QID values first and only checks the SA distribution at the end 

of each step to ensure 𝑡-closeness has not been violated. Algorithms that consider the SA 

distribution first should be able to generate a larger number of smaller equivalence classes because 

they are designed to ensure a legal SA distribution from the outset. Also, like 𝑡-Incognito, 𝑡-

Mondrian is designed for only one SA attribute, which is often not useful for real-world data. 

2.3.3 Microaggregation 

Original 𝒌-Anonymous Algorithm 

Much of the literature focuses on generalization and suppression as the means to meet 

privacy goals. Generalization schemes work well for discrete attributes but tend to become 

problematic for continuous ones. For example, if the ages of people with records in an equivalence 

class must be generalized to the range, [50, 60], it is not clear whether the bulk of the ages are in 

the lower end, the upper end, or distributed evenly throughout.  

The microaggregation method for 𝑘-anonymity introduced by Domingo-Ferrer and Torra 

[15] operates somewhat differently. It first determines the “average” record to be anonymized by 
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computing the average of each QID attribute individually. It then partitions records into 𝑘-sized 

clusters based on their “distance” from the average record. At each step, the 𝑘 records farthest 

from the average in one direction become a cluster and the k records farthest from the average in 

the other direction become a different cluster. These clusters are removed from the data and the 

algorithm repeats. The meanings of “average” and “distance” vary with attribute type. As an 

example, for continuous numerical attributes, the “average” record is a fictitious record made up 

of the mean of each attribute, and the computed “distance” is the Euclidian distance. After 

partitioning, the algorithm aggregates each cluster into an equivalence class by replacing each 

attribute value with its average value within the cluster. The result is a published data set similar 

to one that might be produced by generalization, but with averages in place of generalized 

categories or ranges.  

The primary advantage of the microaggregation method for 𝑘-anonymity is that it can 

maintain information about how data is distributed within an equivalence class that generalization 

does not. Its output is also fairly easy to incorporate into existing data mining applications, as it 

produces a single value for each attribute instead of a range. However, it is not immediately clear 

how microaggregation as defined can be used on records with both continuous and categorical 

attributes simultaneously. A new distance metric that accounts for both attribute types would have 

to be defined to achieve this goal. 

𝒕-Close Algorithm 

Soria-Comas et al. [8] propose three different 𝑡-closeness algorithms based on 

microaggregation. The first algorithm allows microaggregation to complete as described by 

Domingo-Ferrer and Torra [15] before iteratively merging clusters that do not satisfy 𝑡-closeness 

with their nearest neighbors until all clusters are 𝑡-close. A solution is guaranteed, as, in the worst 
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case, all clusters merge, and one all-encompassing equivalence class with an EMD of 0 is created. 

In a sense, 𝑡-closeness in this approach is “tacked on” at the end, and they find the resulting data 

utility to be quite low. 

The second algorithm tries to satisfy 𝑡-closeness at the point of cluster generation by 

swapping records in and out of a newly formed cluster until it is 𝑡-close. As there may not be 

enough “spare” records to guarantee 𝑡-closeness when each cluster is formed, some cluster 

merging may also be required. 

In comparison to the other two, the third algorithm can be considered 𝑡-close “native,” in 

that it rewrites microaggregation to be entirely 𝑡-closeness aware. Recall that the “goal” of 𝑡-

closeness is to minimize the distance (EMD) between the distribution of SA values in each 

equivalence class from the distribution of SA values in the whole data set. As shown in Figure 6, 

the algorithm first orders all records by SA value and partitions them into 𝑘 buckets of size 𝑛/𝑘. 

As with all 𝑡-close algorithms, an ordering must be assigned to the SA attribute domain if a natural 

one does not already exist. As microaggregation proceeds, each cluster is required to take exactly 

one element from each bucket. This approach limits each cluster’s EMD, as the probability mass 

associated with each SA in the cluster need only be moved some maximum distance within its 

bucket. Speaking in terms of the piles and holes analogy for EMD introduced previously, the pile 

of earth associated with 𝑐1 in Figure 6 need move no more than 𝑛/𝑘 ground distance to an 

appropriate hole. The same can be said about 𝑐2, 𝑐3, and so on. 

One key observation is that data utility tends to be higher when 𝑡-closeness is considered 

first in an algorithm’s design. Algorithms adapted from their 𝑘-anonymous versions tend to 

concern themselves with QIDs first and SAs second. However, 𝑡-closeness as a privacy metric is 

primarily concerned with the distribution of the SAs. “Tacking on” 𝑡-closeness to the end of an 
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existing algorithm can still lead to a guaranteed 𝑡-close published data set, but often with 

unacceptable information loss.   

 

Figure 6 – The 𝑘 buckets of size 𝑛/𝑘 used to 

source tuples for microaggregation. 

As with 𝑡-Incognito and 𝑡-Mondrian, all three algorithms described in this section are only 

capable of handling data with a single SA. This inflexibility severely limits the number of real-

world data sets to which microaggregation techniques can be applied. 

2.3.4 Sensitive Attribute Bucketization and Redistribution (SABRE) 

Algorithms like 𝑡-Incognito and 𝑡-Mondrian produced 𝑡-close anonymizations soon after 

the introduction of 𝑡-closeness into the literature by adapting existing 𝑘-anonymization methods. 

In 2009, Cao et al. [9] proposed “a Sensitive Attribute Bucketization and Redistribution framework 

for 𝑡-closeness,” or SABRE, as the first algorithm primarily created to achieve 𝑡-closeness 

directly. The method we present in Chapter 3 generalizes SABRE, extending it for use with 

multiple sensitive attributes. Thus, we leave a detailed mathematical examination for Section 3.1 

and focus on a basic description of how SABRE works here. 

SABRE progresses in two steps, partitioning and redistribution. In the partitioning phase, 

SABRE takes a table 𝑇 and partitions its records into a set 𝜑 of buckets 𝐵𝑖 such that each SA value 

appears in only one bucket. The most obvious such partitioning is the one that creates enough 

buckets for each SA value to be by itself in its own bucket. In a more general partitioning, an SA 

value shares its bucket with several other, semantically similar, values. 

In the redistribution phase, SABRE creates equivalence classes that must contain a 

proportional number of records from each bucket. As an example, assume there are 112 records in 
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𝑇 and the partitioning phase creates a partition 𝜑 = {𝐵1, 𝐵2, 𝐵3} such that |𝐵1| = 16, |𝐵2| = 32, 

|𝐵3| = 64. The ratio of the bucket sizes in 𝑇 is 16: 32: 64 = 1: 2: 4. Thus, the redistribution phase 

might create 16 equivalence classes, each with 1, 2, and 4 records from 𝐵1, 𝐵2, and 𝐵3 

respectively11. 

Critically, Cao et al. [9] prove three theorems which enable the basic framework described 

above to anonymize a data set according to 𝑡-closeness:  

1. Assuming an equivalence class follows the proportionality requirement, the EMD 

associated with the SA distribution in each bucket can be calculated independently 

from all other buckets. 

2. Assuming an equivalence class follows the proportionality requirement, an upper 

bound can be established on the EMD associated with the SA distribution in an 

individual bucket. This upper bound is calculated using the worst-case scenario, in 

which equivalence class SA values are distributed as far away from the distribution in 

𝑇 as is possible. 

3. Assuming an equivalence class follows the proportionality requirement, its total EMD 

is bounded by the sum of the EMD upper bounds associated with each of its buckets. 

The intuition here is that SABRE partitions records into buckets such that the maximum 

possible EMD for an equivalence class created proportionally from these buckets is less than 𝑡. 

The partitioning (and the proportionality requirement) guarantees 𝑡-closeness. Thus, the 

redistribution phase need only be concerned with minimizing information loss. SABRE is 

instantiated in two ways, both of which attempt to choose tuples from each bucket such that their 

 
11 Unfortunately, most data sets do not allow for such a neat partitioning. Cao et al. [9]  show that requiring an 

equivalence class to be sized such that it contains an integer number of records from each bucket is an unnecessary 

restriction.  
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QID values are as similar as possible. This is critical, as equivalence classes with large QID value 

ranges require a high level of generalization when publishing.   

As a basic overview of how partitioning works under SABRE, let Salary be a numerical 

SA. Consider a table 𝑇, containing salaries ranging from $40,000 to $70,000. SABRE partitioning 

creates a tree with the most general range of values at its root and the buckets ultimately used to 

create equivalence classes as its leaves. As seen in Figure 7, partitioning starts with a single bucket 

labelled [$40,000-$70,000]. This single bucket places absolutely no restriction on how equivalence 

classes can be generated, as any equivalence class follows the proportionality requirement that all 

tuples should come from this single bucket. In order to bring the upper bound on the EMD down 

below some threshold 𝑡, the root bucket must be split. SABRE examines all possible splits, 

determines which split results in the greatest reduction in EMD upper bound, and updates the tree 

accordingly. It continues iteratively until the EMD upper bound is below 𝑡. In Figure 7, SABRE 

determines that the root should be split into a [$40,000-$55,000] bucket and a [$56,000-$70,000] 

bucket. The partitioning still does not bring the EMD upper bound below t, so it proceeds by 

splitting the [$56,000-$70,000] bucket as well. 

 

Figure 7 – An example split used by SABRE to bring the EMD upper bound closer to 𝑡. 

A solution is guaranteed, because in the worst case, SABRE continues until each bucket 

contains only a single SA value. This partitioning is certainly not ideal, as it allows extremely little 
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flexibility in the creation of equivalence classes (and thus leads to considerable information loss). 

However, it does ensure 𝑡-closeness, as equivalence classes created from this partitioning are 

guaranteed to have the exact same distribution as the overall table 𝑇, and thus be 0-close. To 

preserve as much data utility as possible, SABRE progresses only as far down the tree as it must 

to guarantee 𝑡-closeness before progressing to the redistribution phase. 

2.4 𝒕-Closeness for Multiple Sensitive Attributes 

Most 𝑡-closeness algorithms in the literature work only in the presence of a single SA. 

However, data sets often contain multiple SAs that must be accounted for during anonymization. 

Wang et al. [10] note that 𝑡-closeness for multiple sensitive attributes can be accomplished by 

doing one of the following: 

1. Consider each SA separately, so that all SAs must independently satisfy 𝑡-closeness for 

an equivalence class to satisfy 𝑡-closeness. 

2. Consider the joint distribution of all SAs simultaneously, which means defining a more 

complicated distance between distributions. 

The former definition for 𝑡-closeness in the presence of multiple SAs is generally preferred in the 

literature, and it is this definition that we use in the method presented in Chapter 3. 

Fang et al. [11] identify some key difficulties in obtaining 𝑡-close anonymizations in the 

presence of multiple SAs. They observe a “diminishing closeness” effect as the number of SAs in 

a data set increases. To demonstrate this effect, consider a table 𝑇 with multiple SAs. Create a 

projection 𝑇’ over the QIDs and some subset of the SAs of 𝑇, such that 𝑇’ is simply 𝑇 with fewer 

SAs to consider during anonymization.  For a given 𝑘 value (which governs equivalence class size) 

𝑡
best

≥ 𝑡’
best

. Stated loosely, the distribution of equivalence classes created in the presence of fewer 

SAs can be closer to the table distribution than in the presence of a greater number of SAs. 
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Fang et al. [11] also identify a type of attack, known as the background join attack, that 

does not affect tables with a single SA. Under 𝑡-closeness, QIDs are generalized such that an 

individual’s QID in the published data is shared by all other individuals represented in the same 

equivalence class. However, this generalization technique does not apply to SAs, which may even 

be unique. If an adversary has background knowledge about one or more of an individual’s SAs, 

he may be able to join the known SA(s) to known QIDs and re-identify an individual who would 

have otherwise remained anonymous. 

2.4.1 Point-Assignment Clustering for Multiple Sensitive Attributes 

The microaggregation method presented by Soria-Comas et al. [8] is based on the intuition 

that selecting tuples that are well distributed throughout the data to form equivalence classes helps 

yield equivalence classes that are 𝑡-close. However, this method is difficult to apply for categorical 

attributes and is incapable of handling multiple sensitive attributes. 

Wang et al. [10] present multiple algorithms based on the same intuition. Their point-

assignment clustering algorithm defines two distances between records: an SA distance (used for 

clustering) and a QID distance (used for creating equivalence classes). They define the SA distance 

with the following equation: 

𝐷𝑖𝑠𝑡𝑆𝐴𝑠(𝑟1, 𝑟2) = √∑ 𝐷𝑖𝑠𝑡𝑎𝑛𝑐𝑒(𝑆𝐴𝑛𝑢𝑚1𝑖, 𝑆𝐴𝑛𝑢𝑚2𝑖)2 +

𝑎

𝑖=1

∑ 𝐷𝑖𝑠𝑡𝑎𝑛𝑐𝑒(𝑆𝐴𝑐𝑎𝑡1𝑗 , 𝑆𝐴𝑐𝑎𝑡2𝑗)
2

𝑏

𝑗=1

 

Here the distance between two numerical attributes is determined by the number of values between 

them in total order and the distance between two categorical attributes is determined by the height 

of their common ancestor in the domain hierarchy. The SA distance between two records is a 

combination of the distances between all the SAs each record contains, and the QID distance is 
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defined similarly. The benefit of this approach is that a single SA distance can be used to relate 

two records with multiple sensitive attributes. 

The algorithm creates 𝑘 clusters of approximately 𝑛/𝑘 size12 and chooses approximately 

one record from each cluster to be in an equivalence class. The particular record from each cluster 

is chosen to minimize the QID distance between it and the records already in the growing class. 

This method does not rely on a proof that it always creates 𝑡-close equivalence classes. Instead, 

the algorithm checks each equivalence class for 𝑡-closeness (according to the first definition for 𝑡-

closeness for multiple sensitive attributes outlined previously) and merges equivalence classes as 

necessary. This merging can potentially result in larger equivalence classes or sets of equivalence 

classes that are very disproportionately sized. Finally, equivalence class QIDs are generalized to a 

range for numerical attributes or a highest common ancestor for categorical attributes. 

2.4.2 Principle Component Analysis for Multiple Sensitive Attributes 

The microaggregation technique used in the algorithm presented in Section 2.3.3 (dealing 

with single-dimensional SAs) and the point-assignment clustering algorithm presented in Section 

2.4.1 (dealing with multidimensional SAs) use similar schemes to create ordered buckets of 

records, where SA values are similar within a bucket and different between buckets. They then 

create equivalence classes containing approximately one record from each bucket. The second 

algorithm presented by Wang et al. [10] works towards a similar goal of creating an absolute 

ordering of multidimensional SAs using Principle Component Analysis (PCA) instead of 

clustering techniques. 

The goal of PCA is to take multidimensional data represented on one set of axes and 

represent it on a different set of axes13, such that the first axis exhibits the most variation, the 

 
12 Using an approach called equi-sized fuzzy means clustering, which we do not detail here. 
13 This is accomplished using linear combinations and is not detailed here. 
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second axis exhibits the second most variation, and so on for any remaining axes. It is common in 

PCA to drop one or many dimensions from the data, as, by design, the interesting variation is 

contained within the lower order axes. This algorithm first represents each multidimensional 

categorical SA as a numerical SA, although the process for doing so is unclear. It then uses PCA 

techniques on the multidimensional SA data, dropping all but the primary component, and thus 

creating a total linear ordering among records based on their SA values. Next it splits the records 

into 𝑘 buckets of approximately 𝑛/𝑘 size. Finally, it generates equivalence classes exactly as in 

Section 2.4.1, using the QID distance defined therein to choose one record from each bucket and 

aggregating equivalence classes as necessary to ensure 𝑡-closeness. 

Applying PCA techniques to the problem of obtaining an attribute order is a clever 

approach. However, as with the algorithm from Section 2.4.1, the possible merging of equivalence 

classes at the end could result in large equivalence classes or equivalence classes that are 

disproportionate in size. PCA makes sense for numerical attributes, but the conversion from 

categorical to numerical attributes required by the algorithm is not clearly defined and may prove 

impractical for categorical attributes with many domain values. 

2.4.3 Complete Disjoint Projections (CODIP) 

Fang et al. [11] introduced Complete Disjoint Projections (COPID) to help combat the 

dangers of diminishing closeness and the background join attack discussed in the introduction to 

Section 2.4. The intuition is that problems arise when the number of SAs in a single dataset grows 

too large. CODIP creates multiple projections of an original table, each with a disjoint subset of 

the table’s SAs. It attempts to choose a set of projections in which related attributes are grouped 

and unrelated attributes are separated. This preserves correlations within the published data and 

minimizes the threat posed by a background join attack, as an attacker with one piece of 
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background information can only use it to learn the additional, highly correlated information 

within the same projection. 

While they fully outline their projection strategy, Fang et al. [11] do not discuss the 

algorithm used to produce the 𝑡-close anonymization of each projected table. We assume they 

make adaptations to an existing 𝑘-anonymous algorithm for multiple SAs, similar to the approach 

taken by the 𝑡-Mondrian and 𝑡-Incognito algorithms for a single SA discussed in Section 2.3.1 and 

Section 2.3.2. While it may reduce the risks incurred by an inordinately large number of SAs in a 

dataset, the CODIP framework still stands to benefit from a 𝑡-close native algorithm. 

The largest weakness of the CODIP framework is that it changes the definition of PPDP 

anonymization. It is generally accepted in the literature that PPDP techniques produce a single 

table anonymized according to a particular privacy requirement, and that individuals only appear 

in the data once. It may be necessary for data recipients to refactor the tools they use to mine 

published data to account for the multiple projected tables returned by CODIP. 
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CHAPTER 3 

 T-CLOSENESS FOR MULTIPLE SENSITIVE ATTRIBUTES 

3.1 Introduction 

In Chapter 2, we introduced the PPDP field and its most important privacy guarantees, 𝑘-

anonymity, 𝑙-diversity, and 𝑡-closeness. In particular, we examined the motivation for 𝑡-closeness 

and several 𝑡-close algorithms that have been published since its introduction for both single-SA 

and multiple-SA data. While many existing single-SA algorithms are nothing more than 𝑘-

anonymous algorithms with 𝑡-closeness tacked on, SABRE (discussed in Section 2.3.4) has 

emerged as a quality, 𝑡-close “native” method of anonymization. Unfortunately, most real-world 

data contains multiple SAs, and, as discussed in Section 2.4, the very few multiple-SA algorithms 

that exist each have a number of drawbacks. In this chapter, we present a new algorithm for the 𝑡-

close anonymization of data with multiple numerical SAs based on some of the key observations 

made by Cao et al. [9] in their introduction of SABRE. 

3.2 Mathematical Preliminaries 

In this section, we lay the mathematical groundwork required to describe our algorithm 

and prove its correctness. While our work is founded on many of the key insights critical to 

SABRE, our mathematical formulation is considerably different. As such, we forgo many of its 

formalisms and start fresh with a basic understanding of the principles of PPDP and the definition 

of 𝑡-closeness introduced by Li et al. [7] and discussed in Section 2.2.3. Our algorithm is correct 

for data sets with any number of SAs, but it is easiest to introduce it in terms of the simplest 

relevant anonymization scenario: a table with only two SAs. We start with this scenario and discuss 

further generalization in Chapter 4. 
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3.2.1  Describing Equivalence Classes with Matrices 

Assume the two SAs in a table that has not been anonymized are ordinal, such that there is 

either an obvious ordering in the domain of each or an arbitrary ordering is assigned. Let 𝑋 =

{𝑥1, 𝑥2 … , 𝑥𝑚} be the set of domain values of the first SA, such that 𝑥1 < 𝑥2 < ⋯ < 𝑥𝑚 in the 

domain ordering. Likewise, let 𝑌 = {𝑦1, 𝑦2 … , 𝑦𝑛} be the set of domain values of the second SA. 

We impose no restriction on combinations of values in 𝑋 and 𝑌. Some combinations may appear 

in more than one record in the table and other combinations may not appear at all. 

Like all 𝑡-close algorithms, our algorithm compares the distribution of SAs within an 

equivalence class to the distribution of SAs throughout the whole table. Thus, we are particularly 

interested in the number of times each combination of 𝑥𝑖 and 𝑦𝑗 appears. To that end, recall that 

the multiplicity of a member of a multiset describes the number of times it appears in the multiset. 

We define 𝛭 to be the 𝑚 × 𝑛 multiplicity matrix of values in 𝑋 and 𝑌, such that 𝑀[𝑖, 𝑗] gives the 

number of times a combination of SA values appears in the whole table for any 𝑖 and 𝑗. Let an 

equivalence class ℰ be any 𝑚 × 𝑛 matrix such that 0 ≤ ℰ[𝑖, 𝑗] ≤ 𝑀[𝑖, 𝑗] for all 𝑖 and 𝑗. Clearly, 𝑀 

is itself an equivalence class which includes all records in the table. All other equivalence classes 

include fewer records than 𝑀, and thus some of their elements ℰ[𝑖, 𝑗] are smaller than the 

corresponding 𝑀[𝑖, 𝑗]. 

To formalize the concept of the size of an equivalence class or the size of an overall table, 

let |𝐴| denote the sum of all the values in a 𝑝 × 𝑞 matrix 𝐴, such that |𝐴| = ∑ ∑ 𝐴[𝑖, 𝑗]𝑞
𝑗=1

𝑝
𝑖=1 . For 

a table with 𝑇 rows, |𝑀| = 𝑇 and for any equivalence class ℰ,  0 ≤ |ℰ| ≤ 𝑇. 

As we will discuss in Section 3.2.2, evaluating an equivalence class for adherence to 𝑡-

closeness involves a distance between probability distributions. It is useful, then, to normalize an 
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equivalence class and express it in terms of probabilities. To this end, let �̅� denote the normalized 

version of any matrix 𝐴. To normalize 𝐴, simply compute �̅�[𝑖, 𝑗] = 𝐴[𝑖, 𝑗]/|𝐴| for all 𝑖 and 𝑗. 

It will certainly be useful to discuss the number or fraction of rows or columns in a table 

or equivalence class that contain a particular value for one of their sensitive attributes. This 

information can be obtained from a multiplicity matrix or an equivalence class by summing rows 

or columns. 

Definition 1 (Row- and Column-Sums). Let 𝐴 be a 𝑝 𝑥 𝑞 matrix. The 𝑝-vector of the row-sums 

of A is given by: 

𝑅𝐴[𝑖] = ∑ 𝐴[𝑖, 𝑗] 

𝑞

𝑗=1

 for all 1 ≤ 𝑖 ≤ 𝑞. 

Likewise, the 𝑞-vector of the column-sums of 𝐴 is given by: 

𝐶𝐴[𝑗] = ∑ 𝐴[𝑖, 𝑗] 

𝑝

𝑖=1

 for all 1 ≤ 𝑗 ≤ 𝑞. 

We can combine the concept of row- and column-sums with the previous notation to 

describe important metrics of tables and equivalence classes. For example, 𝐶𝑀[𝑗] gives the number 

of records in a table that have the value 𝑦𝑗 as a sensitive attribute and 𝐶�̅�[𝑗] gives the fraction of 

said records. We can construct other vectors with a similar technique. 

Consider a data table with 400 records and two sensitive attributes: 𝑋 with 𝑚 = 4 possible 

values and 𝑌 with 𝑛 = 3 possible values. Figure 8 shows an example multiplicity matrix 𝑀 for 

this table. Also shown are a normalized multiplicity matrix �̅�, a possible equivalence class ℰ, and 

a normalized version of that equivalence class ℰ̅. Row vectors 𝑅�̅� and 𝑅ℰ̅ give the probability 

distribution of 𝑋 in the full data and in the equivalence class respectively. Column vectors 𝐶�̅� and 

𝐶ℰ̅ do the same for 𝑌. 
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Figure 8 – An example multiplicity matrix, normalized multiplicity 

matrix, equivalence class, and normalized equivalence class for a 

table with 400 records. 

3.2.2 Earth Mover’s Distance 

As discussed in Section 2.2.3, 𝑡-closeness is based on a well-defined distance between two 

probability distributions. This distance must capture the semantic difference between values, such 

that $80,000 is farther from $50,000 than $60,000 and black is farther from blue than turquoise. 

The Earth Mover’s Distance (EMD) [23] has become a popular way of measuring the distance 

between distributions, and is used extensively in the literature for 𝑡-closeness. 

For any integer 𝑘 > 0 and real number 𝛼 > 0, let 𝑆𝑘,𝛼 be the set of all 𝑘-vectors of non-

negative real values such that the sum of their component magnitudes equals α: 

𝑆𝑘,𝛼 = {〈𝑝1,𝑝2, … 𝑝𝑘〉 | each 𝑝𝑖 ≥ 0 and ∑ 𝑝𝑖 = 𝛼𝑘
𝑖=1 }. 

Definition 2 (Earth Mover’s Distance). Let 𝑃 and 𝑄 be vectors in 𝑆𝑘,𝛼 where 𝑃 = 〈𝑝1, 𝑝2, … 𝑝𝑘〉 

and 𝑄 = 〈𝑞1, 𝑞2, … 𝑞𝑘〉. The Earth Mover’s Distance between 𝑃 and 𝑄 is given by: 
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𝛿(𝑃, 𝑄) = {

0                                                      𝑖𝑓 𝑘 = 1,    

1

𝑘 − 1
∑ |∑ 𝑝𝑖 − 𝑞𝑗

𝑖

𝑗=1
|

𝑘−1

𝑖=1
   𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒.

 

𝑃 can be thought of as an ordered sequence of 𝑘 piles of earth and 𝑄 an ordered sequence 

of 𝑘 holes. The total amount of earth in the piles is just enough to fill all the holes. This is 

guaranteed in Definition 2 because ∑ 𝑝𝑖
𝑛
𝑖=1 = ∑ 𝑞𝑖

𝑛
𝑖=1 = α. The piles and holes are adjacent, such 

that it does not require any effort to move earth from pile 𝑝𝑖 to hole 𝑞𝑖 (the earth is simply “pushed” 

from the pile into the hole). On the other hand, it does require effort to move earth from a non-

adjacent pile to fill a hole. The amount of effort required is proportional to the ground distance 

between the pile and the hole, as well as the amount of earth that must be moved. The EMD 

describes the total effort required to fill all holes. If 𝑃 = 𝑄, the EMD is obviously 0. Otherwise it 

is given by the above equation. 

To calculate the EMD, iterate through the piles and holes, considering at each pile whether 

there is an excess that can be moved to a further pile or a deficit that must be moved from one. 

Start at  𝑝1. If 𝑝1 > 𝑞1, an amount of earth equal to 𝑝1 − 𝑞1 is not needed at 𝑝1 and must be moved 

from 𝑝1 to 𝑝2. This excess remains at 𝑝2 for now. On the other hand, if 𝑝1 < 𝑞1, an amount of 

earth equal to 𝑞1 − 𝑝1 must be moved from 𝑝2 to 𝑝1 before 𝑞1 can be filled. Either way, |𝑝1 − 𝑞1| 

earth must be moved a single unit of distance, contributing to the EMD. At 𝑝2, (𝑝1 − 𝑞1) +

(𝑝2 − 𝑞2) must now be moved either to or from 𝑝3, further contributing to the EMD. All moves 

are normalized by a factor of (𝑘 − 1), as this is the furthest ground distance earth can potentially 

move. 

As an example, consider the following three probability distributions: 𝑃 = ⟨0.3, 0.1, 0.6⟩, 

𝑄 = ⟨0.4, 0.0, 0.6⟩, and 𝑅 = ⟨0.1 ,0.7, 0.2⟩. The EMD between 𝑃 and 𝑄 is δ(𝑃, 𝑄) = 0.1(1/2) =

0.05 because 0.1 must be moved 1 (out of a possible 2) indexes, and no other “earth” must be 
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moved. Likewise the EMD between 𝑃 and 𝑅 is δ(𝑃, 𝑅) = (1/2)0.2 + (1/2)(0.4) = 0.3 because 

0.2 must be moved from index 1 to index 2 and 0.4 must be moved from index 3 to index 2. The 

EMD between 𝑄 and 𝑅 is δ(𝑄, 𝑅) = (1/2)0.3 + (1/2)(0.4) = 0.35. 

3.2.3 Earth Mover’s Distance as the Metric for a Space 

Rubner et al. [23] proved that 𝑆𝑘,α forms a metric space under δ assuming that the ground 

distance between domain values at indices 𝑖 and 𝑗 is also a metric. Ground distance in our EMD 

definition is given by |𝑖 − 𝑗|/(𝑘 − 1). Recall that a metric is nothing more than a distance function 

that satisfies the following conditions: 

1. 𝑑(𝑖, 𝑗) ≥ 0 

Clearly |𝑖 − 𝑗|/(𝑘 − 1) ≥ 0. 

2. 𝑑(𝑖, 𝑗) = 0 ⇔ x = y 

Clearly |𝑖 − 𝑗|/(𝑘 − 1) = 0 only when 𝑖 = 𝑗. 

3. 𝑑(𝑖, 𝑗) = 𝑑(𝑗, 𝑖) 

Clearly |𝑖 − 𝑗|/(k − 1) = |𝑗 − 𝑖|/(k − 1). 

4. 𝑑(𝑖, 𝑚) ≤ 𝑑(𝑖, 𝑗) + 𝑑(𝑗, 𝑚) 

If 𝑖 > 𝑗 > 𝑙 or 𝑖 < 𝑗 < 𝑙, then |𝑖 − 𝑙| = |𝑖 − 𝑗| + |𝑗 − 𝑙|. Otherwise, |𝑖 − 𝑙| < |𝑖 − 𝑗| +

|𝑗 − 𝑙|. 

As these conditions hold for our ground distance, it is a valid a metric and 𝑆𝑘,α forms a metric 

space under δ. 

It is also useful to consider 𝑆𝑘,α as a simplex forming the convex hull of the 𝑘 vertices of 

𝑆𝑘,α. We refer to these vertices using the following naming convention:  

𝑉(1) = ⟨α,  0,   … ,  0⟩,  𝑉(2) = ⟨0,  α,   … ,  0⟩,   … ,  𝑉(𝑘) = ⟨0,  0,   … ,  α⟩. 
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Each element in 𝑆𝑘,α is a unique combination of these vertices. Figure 9 depicts 𝑆3,α represented 

in this manner. 

 

Figure 9 – The space 𝑆3,𝛼 pictured as a convex hull of 

𝑘 vertices. 

3.2.4 Additional Vector Properties 

Our method relies heavily on placing certain upper bounds on the EMD. These bounds, in 

turn, rely on two additional properties of 𝑃, which we present here. 

Definition 3 (Center of Gravity). For any vector 𝑃 = ⟨𝑝1, 𝑝2, … , 𝑝𝑘⟩ ∈ 𝑆𝑘,𝛼, the center of gravity 

of 𝑃, denoted 𝑔𝑃, is a real value between 1 and 𝑘, such that: 

∑ 𝑝𝑖(𝑔𝑃 − 𝑖)

𝑖<𝑔𝑃

= ∑ 𝑝𝑖(𝑖 − 𝑔𝑃)

𝑖≥𝑔𝑃

. 

Intuitively, we can think of 𝑃 as a lever arm about which the EMD contributions of each 

individual 𝑝𝑖 provide some torque. To find the value of 𝑔𝑃 in this physical analogy, we need only 

place a fulcrum underneath the arm and slide it around until the torque contributions from the left 

exactly equal the torque contributions from the right and the arm balances. The value of 𝑔𝑝 is 

likely not an integer, and thus not an index of 𝑃. Likewise, the value of 𝑔𝑃 is likely not 
𝑘+1

2
, which 

describes the midpoint between the extreme values of 1 and 𝑘. 
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Given the concept of a center of gravity, it makes sense to discuss the relationship between 

the center of gravity of a vector 𝑃 and its midpoint. 

Definition 4 (Left- and Right-Heavy). A vector 𝑃 = ⟨𝑝1,  𝑝2,   … ,  𝑝𝑘⟩ is considered left-heavy if 

𝑔𝑃 <
𝑘+1

2
. Likewise, 𝑃 is considered right-heavy if 𝑔𝑃 >

𝑘+1

2
. 

A left-heavy vector has most of its “mass” concentrated to the left of its midpoint. 

Likewise, a right-heavy vector has most of its mass concentrated to the right of its midpoint. 

Critically the bound established in Section 3.2.7 makes use of the idea that a left-heavy vector is 

closer to a vector that is entirely concentrated at the left-most index 𝑉(1) than it is to 𝑉(𝑘). The 

opposite is obviously true for a right-heavy vector. 

3.2.5 Vector Operations 

In order to work effectively in space 𝑆, we establish explicit definitions for two important 

vector operations. 

Definition 5 (Vector Sum). For any 𝑃 = ⟨𝑝1, 𝑝2, … , 𝑝𝑘⟩ ∈ 𝑆𝑘,𝛼 and 𝑄 = ⟨𝑞1, 𝑞2, … , 𝑞𝑘⟩ ∈ 𝑆𝑘,𝛽, 

the sum of 𝑃 and 𝑄 is given by  

⟨𝑝1 + 𝑞1, 𝑝2 + 𝑞2, … 𝑝𝑘 + 𝑞𝑘⟩ ∈ 𝑆𝑘,𝛼+𝛽. 

It is important to note that 𝑃 and 𝑄 must both be of length 𝑘, and that their sum is also of 

length 𝑘. The vector sum operation expands the size of space 𝑆 without changing its 

dimensionality, as seen in Figure 10.  

Definition 4 (Vector Concatenation). For any vector 𝑃 = ⟨𝑝1, 𝑝2, … , 𝑝𝑘⟩ ∈ 𝑆𝑘,𝛼 and vector      

𝑄 = ⟨𝑞1, 𝑞2, … , 𝑞𝑘⟩ ∈ 𝑆𝑙,𝛽, the concatenation of 𝑃 and 𝑄 is given by:  

⟨𝑝1, 𝑝2, … 𝑝𝑘, 𝑞1, 𝑞2, … , 𝑞𝑙⟩ ∈ 𝑆𝑘+𝑙,α+β. 
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Note that P and Q may be of arbitrary length, that their concatenation is of a length equal 

to both their lengths combined, and that the sum of the component magnitudes of their 

concatenation is equal to the combined sums of their individual component magnitudes. 

 

Figure 10 – The vector sum operation expands space 𝑆 without changing its dimensionality. 

3.2.6 Basic Bounds on the EMD 

The correctness of our method relies on certain upper bounds on the EMD between two 

distributions, which we introduce here. 

Proposition 1. For any 𝑃, 𝑄 ∈ 𝑆𝑘,𝑎, 𝛿(𝑃, 𝑄) ≤ 𝛼. 

Proof: Consider the distributions 𝑃′ = ⟨α, 0, 0, … , 0, 0⟩ and 𝑄′ = ⟨0, 0, … , 0, 𝛼⟩ where 𝑃′, 𝑄′ ∈

𝑆𝑘,𝛼. Clearly 𝛿(𝑃′, 𝑄′) = 𝛼, as 𝛼 earth must be moved the full ground distance (a normalized 

distance of 1) from 𝑝1
′  and 𝑞1

′  to transform 𝑃′ into 𝑄′. Now consider any distributions 𝑃′′ and 𝑄′′, 

in which some portion of 𝛼 is not concentrated at 𝑝1
′′ and/or some portion of α is not concentrated 

at 𝑞𝑘
′′. Clearly, δ(𝑃′′, 𝑄′′) < δ(𝑃′, 𝑄′) =, because at least some earth does not need to be moved 

the full ground distance. Thus, δ(𝑃, 𝑄) ≤ α for any 𝑃, 𝑄 = 𝑆𝑘,𝑎. □ 

Proposition 2. For any 𝑃1, 𝑄1 ∈ 𝑆𝑘,𝛼 and any 𝑃2, 𝑄2 ∈ 𝑆𝑘,𝛽,                                                                        

𝛿(𝑃1 + 𝑃2, 𝑄1 + 𝑄2) ≤ 𝛿(𝑃1, 𝑄1) + 𝛿(𝑃2, 𝑄2). 

Proof: There are many ways to move the piles of earth associated with (𝑃1 + 𝑃2) to the holes 

associated with (𝑄1 + 𝑄2). An obvious way is to first move all 𝑃1 earth to 𝑄1 holes, then move all 
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𝑃2 earth to 𝑄2 holes. By the definition of the EMD, the first move costs 𝛿(𝑃1, 𝑄1) and the second 

move costs δ(𝑃2, 𝑄2). If there are more efficient ways to move the earth, so be it, but δ(𝑃1 + 𝑄1) +

δ(𝑃2 + 𝑄2) is clearly an upper bound on δ(𝑃1 + 𝑃2, 𝑄1 + 𝑄2).  □ 

Proposition 3. For any 𝑃1, 𝑄1 ∈ 𝑆𝑘,𝑎 and  𝑃2, 𝑄2 ∈ 𝑆𝑙,𝛽, 𝛿(𝑃1𝑃2, 𝑄1𝑄2) ≤ 𝛿(𝑃1, 𝑄1) + 𝛿(𝑃2, 𝑄2). 

Proof: Let 0𝑗 be a 𝑗-length vector of all zeros. The concatenation 𝑃1𝑃2 can be written as 𝑃10𝑙 +

0𝑘𝑃2, because 𝑃10𝑙 and 0𝑘𝑃2 both have length 𝑘 + 𝑙 and components of 𝑃1 and 𝑃2 are always 

summed with a “zero-element” during the computation of the overall sum. Then, δ(𝑃1𝑃2, 𝑄1𝑄2) 

can be written as the EMD between 𝑘 + 𝑙 length vectors, δ(𝑃10𝑙 + 0𝑘𝑃2, 𝑄10𝑙 + 0𝑘𝑄2). By 

Proposition 2, this EMD is less than 𝛿(𝑃10𝑙 , 𝑄1,0
𝑙) + 𝛿(0𝑘𝑃2,0

𝑘𝑄2). Clearly no extra effort is 

required to move zero earth from 𝑃10𝑙 to 𝑄10𝑙 over simply moving earth from 𝑃1 to 𝑄1, so the 

upper bound reduces to δ(𝑃1, 𝑄1) + δ(𝑃2, 𝑄2). □ 

3.2.7 A Critical Bound on the EMD 

Our method relies heavily on the observation that, for any 𝑃 ∈ 𝑆𝑘,α, either 𝑄 = 𝑉(1) or 

𝑄 = 𝑉(𝑘) provides the maximum δ(𝑃, 𝑄). 𝑄 = 𝑉(1) is largest when 𝑃 is left-heavy and 𝑄 = 𝑉(𝑘) 

is largest when 𝑃 is right-heavy. In order to prove this, we establish the following lemma. 

Lemma 1. Let 𝑃 = ⟨𝑝1, 𝑝2, … , 𝑝𝑘⟩ ∈ 𝑆𝑘,𝛼 be left-heavy. Suppose for some 𝑄 ∈ 𝑆𝑘,𝛼 there is an 

index 𝑣 ≥
𝑘+1

2
, such that some non-zero portion 𝜆 of 𝑝𝑣 moves backward during the computation 

of 𝛿(𝑃, 𝑄) to fulfill a deficit at some lower index. Then there exist indices 𝑢1, 𝑢2, … , 𝑢𝑠, where each 

𝑢𝑖 < 𝑔𝑃, such that the combined cost contribution of 𝜆 and certain non-zero portions of all 𝑝𝑢𝑖
 to 

𝛿(𝑃, 𝑄) is no more than their combined contribution to 𝛿(𝑃, 𝑉(𝑘)). 

Proof: According to Definition 3 (of center of gravity), all indices to the right of 𝑔𝑃 are collectively 

balanced by all indices to the left of 𝑔𝑃. By Definition 4 (of left-heavy), 
𝑘+1

2
> 𝑔𝑝, so 𝑣 > 𝑔𝑃. As 



53 

such, there must exist portions θ𝑖 at indices 𝑢1, 𝑢2, … , 𝑢𝑠 to the left of 𝑔𝑃 which collectively 

balance λ at 𝑣. More formally, there must exist indices 𝑢1, 𝑢2, … , 𝑢𝑠, where each 𝑢𝑖 < 𝑔𝑃, as well 

as non-zero portions θ𝑖 of each 𝑝𝑢𝑖
 such that: 

 ∑ θ𝑖(𝑔𝑃 − 𝑢𝑖) = λ(𝑣 − 𝑔𝑃)𝑠
𝑖=1 . (1) 

Portions of θi may move backward, move forward, or stay at the same index during the 

computation of δ(𝑃, 𝑄). For each 𝑖, let θ𝑖
− be the portion of θ𝑖 that moves backward. Note that θ𝑖

− 

may be zero. Let λ− be the balancing counterpart in λ of all θ𝑖
−, such that ∑ θ𝑖

−(𝑔𝑃 − 𝑢𝑖) =

λ−(𝑣 − 𝑔𝑃). Likewise, let θ𝑖
+ = θ𝑖 − θ𝑖

− and λ+ = λ − λ− such that ∑ θ𝑖
+(𝑔𝑃 − 𝑢𝑖) =

λ+(𝑣 − 𝑔𝑃). Figure 11 depicts these values on a histogram of 𝑃.  

 

To prove the lemma, first consider the combined maximum cost contribution of all θ𝑖
− and 

λ− in the calculation of δ(𝑃, 𝑄). Because θ𝑖
− is defined to be the backward moving portion of θ𝑖, 

the maximum cost involves moving θ𝑖
− to index 1. λ is also entirely backward moving, and the 

maximum cost involves moving λ− to index 1. The total contribution of λ− and all θ𝑖
−, then, can 

be written as λ−(𝑣 − 1) + ∑ θ𝑖
−(𝑢𝑖 − 1). Adding and subtracting 𝑔𝑃 within the first term yields 

λ−(𝑣 − 𝑔𝑃) + λ−(𝑔𝑃 − 1) + ∑ θ𝑖
−(𝑢𝑖 − 1). By Equation 1, we can change this to ∑(𝑔𝑃 − 𝑢𝑖) +

λ−(𝑔𝑃 − 1) + ∑ θ𝑖
−(𝑢𝑖 − 1) and simplify to  λ−(𝑔𝑃 − 1) + ∑ θ𝑖

−(𝑔𝑃 − 1). 

Figure 11 – A histogram view of 𝑃 highlighting a potential 

backwards moving portion 𝜆 at index 𝑣 and the portions θ𝑖. 
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Because 𝑃 is left-heavy, 𝑔𝑃 − 1 ≤ 𝑘 − 𝑔𝑃. Thus, λ−(𝑘 − 𝑔𝑃) + ∑ θ𝑖
−(𝑔𝑃 − 1) acts as an 

upper bound for the maximum contribution of all θ𝑖
− and λ−. Adding and subtracting 𝑣 to the first 

term yields  λ−(𝑘 − 𝑣) + λ−(𝑣 − 𝑔𝑃) + ∑ θ𝑖
−(𝑔𝑃 − 1). By Equation 1, this is equivalent to 

 λ−(𝑘 − 𝑣) + ∑ θ𝑖
−(𝑔𝑃 − 𝑢𝑖) + ∑ θ𝑖

−(𝑔𝑃 − 1) =  λ−(𝑘 − 𝑣) + ∑ θ𝑖
−(2𝑔𝑃 − 𝑢𝑖 − 1). As 2𝑔𝑃 −

1 ≤ 𝑘, this is at most λ−(𝑘 − 𝑣) + ∑ θ𝑖
−(𝑘 − 𝑢𝑖). This is the exact combined contribution of θ𝑖

− 

and λ− to δ(𝑃, 𝑉(𝑘)). 

Now consider the combined maximum contribution of all 𝜃𝑖
+ and λ+ in the calculation of 

𝛿(𝑃, 𝑄).  As for λ−,  all of 𝜆+ must move backward. Assume, as in Figure 11, that λ moves from 

index 𝑣 to index 𝑣 − 𝑓. Then, because the EMD calculation involves moving earth with the least 

possible effort, 𝑣 − 𝑓 must be the rightmost destination for any 𝜃𝑖
+. The combined contribution of 

all 𝜃𝑖
+ and λ+, then, is at most λ+f + ∑ θ𝑖

+(𝑣 − 𝑓 − 𝑢𝑖). Multiplying and dividing the first term by 

𝑣 − 𝑔𝑝 yields 
λ+𝑓(𝑣−𝑔𝑃)

𝑣−𝑔𝑃
+ ∑ θ𝑖

+(𝑣 − 𝑓 − 𝑢𝑖). By Equation 1 we can change this to  
𝑓 ∑ θ𝑖

+(𝑔𝑃−𝑢𝑖)

𝑣−𝑔𝑃
+

∑ θ𝑖
+(𝑣 − 𝑓 − 𝑢𝑖) and simplify to  ∑ θ𝑖

+ [
2gP−ui−v

v−gP
f + v − ui]. 

Because 𝑃 is left-heavy, 𝑔𝑃 − 1 ≤ 𝑘 − 𝑔𝑝 and 2𝑔𝑃 < 𝑘. Thus, the above expression is 

bounded by ∑ θ𝑖
+ [

k−v

v−gP
f + v − ui]. Also, because no portion of λ+ can move left past θ𝑖, 𝑓 ≤ 𝑣 −

𝑢𝑖 and the combined maximum contribution of all 𝜃𝑖
+ and λ+ is bounded by ∑ θ𝑖

+ [
k−v

v−gP
(v − ui) +

v − ui]. Distributing ∑ θ𝑖
+ and adding and subtracting by ∑ θ𝑖

+ 𝑔𝑝 yields 
𝑘−𝑣

𝑣−𝑔𝑝
∑ θ𝑖

+[(v − gp) +

(gp − ui)] + ∑ θ𝑖
+(𝑣 − 𝑢𝑖). By Equation 1, we can change this to (k − v)(∑ θ𝑖

+ + λ+) +

∑ θ𝑖
+(𝑣 − 𝑢𝑖) and reduce it to λ+(𝑘 − 𝑣) + ∑ θ𝑖

+(𝑘 − 𝑢𝑖). This is the exact combined contribution 

of θ𝑖
+ and λ+ to δ(𝑃, 𝑉(𝑘)). □ 

Lemma 1 leads to a crucial result. 
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Theorem 1. For any 𝑃, 𝑄 ∈ 𝑆𝑘,𝛼, if 𝑃 is left-heavy, then 𝛿(𝑃, 𝑄) ≤ 𝛿(𝑃, 𝑉(𝑘)); otherwise, 

𝛿(𝑃, 𝑄) ≤ 𝛿(𝑃, 𝑉(1)). 

Proof: We prove here only the left-heavy case, as the right-heavy case is symmetric. Suppose 𝑃 is 

left-heavy. By Lemma 1, if there is any index 𝑣 ≥
𝑘+1

2
 such that some non-zero portion λ of 𝑝𝑣 

moves backward during the computation of δ(𝑃, 𝑄) to fulfill a deficit at some lower index, then 

there exist indices 𝑢1, 𝑢2, … , 𝑢𝑠 such that the combined cost contributions of λ and certain non-

zero portions of all 𝑝𝑢𝑖
 to δ(𝑃, 𝑄) are less than or equal to their combined contribution to 

δ(𝑃, 𝑉(𝑘)). We can iteratively remove these non-zero portions of 𝑝𝑣 and all 𝑝𝑢𝑖
 for all 𝑣 ≥

𝑘+1

2
 and 

consider the remaining vector, 𝑃′. 

Any backward moving portion in 𝑃′ must be at an index smaller than 
𝑘+1

2
 per our work 

above. Clearly, such a portion costs less in δ(𝑃, 𝑄) than in the δ(𝑃, 𝑉(𝑘)), as the distance to any 

backward deficit in 𝑄 is less than the distance to 𝑘. Similarly, any forward moving portion of any 

index in 𝑃′ can move no more in δ(𝑃, 𝑄) than in δ(𝑃, 𝑉(𝑘)). □ 

We define Δ: 𝑆𝑘,α → [0, α] to be the maximum EMD from 𝑃 to any vertex of 𝑆𝑘,α. In light 

of Theorem 1: 

Δ(𝑃) = {
δ(𝑃, 𝑉(𝑘))  if P is left-heavy,       

δ(𝑃, 𝑉(1))  otherwise.                   
 

Δ(𝑃) is critical to our approach, as it allows us to calculate the maximum EMD between 𝑃 and 

any 𝑄 under certain conditions. 

3.3 𝒕-Closeness Within Our Mathematical Constructs 

Recall that, in order to combat skewness and similarity attacks, a 𝑡-close anonymizing 

algorithm attempts to partition a table into equivalence classes such that the distribution of 
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sensitive attributes in any equivalence class is sufficiently similar to the distribution of sensitive 

attributes in the table as a whole. The EMD defined in Section 3.2.2 is the measure used to 

determine the similarity of (or distance between) the two distributions. The ultimate goal is to 

ensure the EMD associated with each equivalence class is less than some defined privacy budget 

parameter 𝑡. 

3.3.1 (𝒕𝑿, 𝒕𝒀)-Closeness 

Consider again a table with 𝑋 and 𝑌 as sensitive attributes. Let 𝛭 be the multiplicity matrix 

of the SAs in the table. The naïve approach to checking the acceptability of an equivalence class 

ℰ is to verify that δ(�̅�, ℰ̅) ≤ 𝑡 where �̅� and ℰ̅ are the normalized versions of 𝑀 and ℰ. However, 

this approach can lead to unnecessarily tight restrictions. As an example, consider the situation in 

which 𝑋 represents an individual’s height and 𝑌 represents an individual’s blood sugar level. While 

both attributes might be considered sensitive, it may make sense to place a looser restriction on 𝑋 

(which is relatively easy to guess on sight) than 𝑌. 

Definition 5 ((𝒕𝑿, 𝒕𝒀)-Closeness). An equivalence class ℰ is (𝑡𝑋 , 𝑡𝑌)-close if 𝛿(𝑅�̅�, 𝑅ℰ̅) ≤ 𝑡𝑋 and 

𝛿(𝐶�̅�, 𝐶ℰ̅) ≤ 𝑡𝑌. 

The row sums of �̅� and ℰ̅ represent the distribution of 𝑋 and the column sums represent 

the distribution of 𝑌. (𝑡𝑋 , 𝑡𝑌)-closeness simply allows the two sensitive attributes to be considered 

separately. 

3.3.2 Overall Task 

Our algorithm must take as input the multiplicity matrix 𝑀 of a table to be anonymized and 

two privacy parameters, 𝑡𝑋 and 𝑡𝑌. It must construct a partition of 𝑀 consisting of some number 

of equivalence classes {ℰ1, ℰ2, … , ℰ𝑒} such that ∑ ℰ𝑖 = 𝑀𝑒
𝑖=1  and each class is (𝑡𝑋 , 𝑡𝑌)-close. 
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There is no doubt that a valid partition of 𝑀 exists. The smallest possible partition {𝑀} 

satisfies the (𝑡𝑋 , 𝑡𝑌)-closeness requirement. The single equivalence class it contains, 𝑀, is trivially 

(0,0)-close to the distribution in the overall table (also 𝑀). However, considering 𝑀 as the sole 

equivalence class requires generalizing all QIDs in the table to some common value. This 

generalization leads to an unacceptable amount of information loss and renders the anonymized 

table useless for most purposes. The priority for our algorithm is to produce the partition that 

includes the largest possible number of equivalence classes with the smallest possible size such 

that each equivalence class is still (𝑡𝑋 , 𝑡𝑌)-close. Barring an optimal solution, our algorithm should 

at least use some heuristic to drastically increase the number of equivalence classes it produces. 

3.3.3 Fragmentations of the Multiplicity Matrix 

To construct an appropriate partition of 𝑀, we first divide �̅� into certain contiguous sub-

matrices, or fragments. Then, using a method described in Section 3.4.3, we create equivalence 

classes from these fragments such that each equivalence class conforms to the (𝑡𝑋 , 𝑡𝑌)-closeness 

requirement. 

Definition 6 (Fragments). For any 𝑚 × 𝑛 matrix 𝐴 and indices 𝑎, 𝑏, 𝑐, 𝑑 such that 1 ≤ 𝑎 ≤ 𝑏 ≤

𝑚 and 1 ≤ 𝑐 ≤ 𝑑 ≤ 𝑛, the fragment of 𝐴 bounded by these indices and denoted by 

𝐴⟨⟨𝑎 ↔ 𝑏; 𝑐 ↔ 𝑑⟩⟩ is the continuous sub-matrix of 𝐴 within these index limits given by: 

𝐴⟨⟨𝑎 ↔ 𝑏; 𝑐 ↔ 𝑑⟩⟩[𝑖, 𝑗] = 𝐴[𝑖 + 𝑎 − 1, 𝑗 + 𝑐 − 1]. 

Figure 12 shows two sample fragments of the example matrix �̅� from Figure 8. 

A union operation can be applied to combine two fragments into one if and only if they 

share a complete horizontal border or a complete vertical border. More formally, a union operation 

can be applied if the two fragments are either horizontally adjacent with the same 𝑥-indices or 

vertically adjacent with the same 𝑦-indices. 
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Figure 12 – Two example fragments in matrix �̅� 

of Figure 8. 

Definition 7 (Fragment Union). Two fragments, described by 𝐹 = 𝐴⟨⟨𝑎 ↔ 𝑏; 𝑐 ↔ 𝑑⟩⟩ and      

𝐺 = 𝐴⟨⟨𝑝 ↔ 𝑞; 𝑟 ↔ 𝑠⟩⟩ may be combined into their union, denoted 𝐹 ⊔ 𝐺 if they are either 

horizontally or vertically adjacent.  

a) 𝐹 and 𝐺 are horizontally adjacent if 𝑎 = 𝑝, 𝑏 = 𝑞, and min(𝑑, 𝑠) + 1 = max(𝑐, 𝑟). In 

this case, 𝐹 ⊔ 𝐺 = 𝐴⟨⟨𝑎 ↔ 𝑏; min(𝑐, 𝑟) ↔ min(𝑑, 𝑠)⟩⟩. 

b) 𝐹 and 𝐺 are vertically adjacent if 𝑐 = 𝑟, 𝑑 = 𝑠, and min(𝑏, 𝑞) + 1 = max(𝑎, 𝑝). In 

this case, 𝐹 ⊔ 𝐺 = 𝐴⟨⟨𝑚𝑖𝑛(𝑎, 𝑝) ↔ 𝑚𝑎𝑥(𝑏, 𝑞); 𝑐 ↔ 𝑑⟩⟩. 

Definition 8 (Fragment Set Split). Let ℱ and 𝒢 be two sets of fragments on some matrix 𝐴. ℱ 

splits into 𝒢, denoted ℱ ⇒ 𝒢 if ℱ = {𝐹1 ⊔ 𝐹2, 𝐹3, 𝐹4, … , 𝐹𝑘} and 𝒢 = {𝐹1, 𝐹2, 𝐹3, 𝐹4, … , 𝐹𝑘} where 

𝐹1, 𝐹2, 𝐹3, 𝐹4, … , 𝐹𝑘 are fragments of 𝐴. The relation ⇒ is the reflexive, transitive closure of ⇒. 

At each step of some arbitrary fragmentation process, we start with a set ℱ including all 

the fragments of 𝐴 that have been created previously. We remove a fragment 𝐹 from ℱ and split 

it in two. We then form a new set 𝒢 consisting of the fragments created from 𝐹 and all the 

remaining fragments in ℱ. |ℱ| = |𝒢| + 1 and we say that ℱ splits into 𝒢, or ℱ ⇒ 𝒢. Intuitively, if 

zero or more steps of an arbitrary fragmentation process can transform ℱ into 𝒢, then ℱ ⇒ 𝒢.  

∗ 

∗ 
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We now define the space of all possible fragmentations of �̅� that can be reached by some 

such arbitrary process. In Section 3.4.1 we will define the particular process that yields a “good” 

fragmentation and eventually the desired partition of 𝑀. 

Definition 9 (Fragmentations of �̅�). The space ℳ̅ of all fragmentations of �̅� is the smallest 

collection of sets of fragments of �̅� that satisfies both of the following properties: 

a) {�̅�⟨⟨1 ↔  𝑚; 1 ↔  𝑛⟩⟩} ∈ ℳ̅, and 

b) If ℱ ∈ ℳ̅ and ℱ ⇒ 𝒢, then 𝒢 ∈ ℳ̅. 

Let the set ⊤ be defined as ⊤ = {�̅�⟨⟨1 ↔  𝑚; 1 ↔  𝑛⟩⟩}. By the first property of Definition 

9, ⊤ is the smallest possible fragmentation of �̅�, containing only the single fragment that 

encompasses its entirety. ⊤ can be split many ways. Each possible split yields a set with exactly 

two fragments. Each of these sets is a fragmentation of �̅�, and thus exists in ℳ̅ by the second 

property in Definition 9. Larger and larger fragmentations can be produced by splitting existing 

fragmentations, but an upper bound on fragmentation size exists, with the set ⊥ = {�̅�⟨⟨𝑖 ↔ 𝑖; j ↔

𝑗⟩⟩ | 1 ≤ 𝑖 ≤  𝑚, 1 ≤ 𝑗 ≤ 𝑛} having the maximum size. The fragmentation ⊥ consists of mn 

fragments, each with only one element, and thus cannot be split further.  

While ℳ̅ can be quite large, it is clearly finite. The operator ⇒̇ from Definition 8 is a partial 

order on subcollections of ℳ̅, as any such subcollection contains a fragmentation with the least 

number of fragments for the subcollection and a fragmentation with the greatest number of 

fragments for the subcollection. Thus, ℳ̅ forms a complete lattice in which any layer 𝑖, where 1 <

𝑖 < 𝑚𝑛, contains all fragmentations with exactly 𝑖 fragments. 

Figure 13 shows the fragmentation {�̅�⟨⟨1 ↔ 2; 1 ↔ 2⟩⟩, �̅�⟨⟨3 ↔ 4; 1 ↔ 2⟩⟩, �̅�⟨⟨1 ↔

4; 3 ↔ 3⟩⟩} of the example multiplicity matrix from Figure 8a. Because it has three fragments, the 

fragmentation exists at level 𝑖 = 3 of the complete lattice depicted in Figure 8b. 
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Figure 13 – a) An example fragmentation of �̅� with three fragments; b) The 

complete lattice ℳ̅ of all fragmentations of �̅�. 

3.3.4 Aggregate Bounds 

As discussed in Section 3.2.7, in order to safely create equivalence classes, it is critically 

important to establish some upper bound on the EMD between an equivalence class and an overall 

table. For our method to work, we must be able to establish this upper bound before choosing the 

table records that the class will contain. We continue that effort by introducing the concept of 

aggregate bounds. 

Definition 10 (Aggregate Bounds). For any fragmentation ℱ ∈ ℳ̅, the aggregate bounds (of the 

EMD) are given, respectively, by: 

�̂�ℱ = ∑ 𝛥(𝑅𝐹) 

𝐹 ∈ ℱ

   𝑎𝑛𝑑    �̂�ℱ = ∑ 𝛥(𝐶𝐹).  

𝐹 ∈ ℱ

 

Recall from Section 3.2.7 that Δ for a vector gives the maximum EMD between it and any 

other vector in the same 𝑆𝑘,α space. A single Δ(𝑅𝐹) defines the maximum EMD that can be 

associated with transforming the distribution of row vectors within a single fragment to another 

distribution within the same fragment. The aggregate bound defines the maximum EMD that can 

be associated with an entire fragmentation’s worth of redistribution. 

Proposition 4. For any ℱ ∈ ℳ̅, �̂�ℱ ∈ [0,1] and �̂�ℱ ∈ [0,1]. 

a) b) 
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Proof: The magnitude of the row-sum vector 𝑅𝐹 is given by |𝐹|. 𝑅𝐹 has 𝑘 elements (representing 

𝑘 rows), where 1 ≤ 𝑘 ≤ 𝑚, so 𝑅𝐹 exists in the space 𝑆𝑘,|𝐹|. By Proposition 1, δ(𝑅𝐹, 𝑄) ≤ |F| for 

any 𝑄 also in 𝑆𝑘,|𝐹|. Δ(𝑅𝐹) is the maximum possible δ(𝑅𝐹, 𝑄), so Δ(𝑅𝐹) ≤ |F|. The fragmentation 

ℱ includes all elements of �̅�, so ∑ |𝐹| = 1𝐹 ∈ ℱ  and ∑ Δ(𝑅𝐹) ≤ 1𝐹 𝜖 ℱ  Thus, �̂�ℱ ∈ [0,1]. The same 

logic applies to �̂�ℱ. □ 

Proposition 5. For any ℳ̅, �̂�⊥ = �̂�⊥ = 0 

Proof: Each fragment 𝐹 ∈ ⊥ contains a single row and a single column, so 𝑅𝐹 and 𝐶𝐹 are 1-vectors 

in 𝑆1,|𝐹|. Clearly Δ(𝑅𝐹) = Δ(𝐶𝐹) = 0, as no earth can possibly move from one element of a 1-

vector to another. Therefore, �̂�⊥ = �̂�⊥ = 0. □ 

By Proposition 4, �̂�⊥ ∈ [0,1] and �̂�⊥ ∈ [0,1]. By Proposition 5, �̂�⊥ = �̂�⊥ = 0. As we will 

more fully explore in 3.3.5, it will be useful to find a point in the lattice depicted in Figure 13 at 

which �̂�ℱ is as large as possible while less than or equal to 𝑡𝑋 and �̂�ℱ is as large as possible while 

less than or equal to 𝑡𝑌. Finding a point where �̂�ℱ ≤ 𝑡𝑋 and �̂�ℱ ≤ 𝑡𝑌 is not difficult, because 

fragmentations in ℳ̅ are (somewhat weakly) “ordered” by their aggregate bounds, such that 

traversing the lattice from ⊤ to ⊥ generally lowers aggregate bounds until �̂�⊥ = �̂�⊥ = 0. 

Proposition 6. For any ℱ, 𝒢 ∈ ℳ̅, if ℱ ⇒ 𝒢, then either �̂�ℱ ≥ �̂�𝒢 or �̂�ℱ ≥ �̂�𝒢. 

Proof: According to Definitions 7 and 8, a fragment set ℱ splits into a fragment set 𝒢 if ℱ contains 

exactly one fragment that is the union P ⊔ 𝑄 of two arbitrary fragments, 𝑃 and 𝑄 in 𝒢. We will 

show that, if 𝑃 and 𝑄 are vertically adjacent fragments of �̅�, Δ(𝑅𝑃⊔𝑈) ≥ Δ(RP) + Δ(𝑅𝑄). As all 

other fragments in ℱ and 𝒢 are identical, �̂�ℱ ≥ �̂�𝒢. The alternate case, where 𝑃 and 𝑄 are 

horizontally adjacent and �̂�ℱ ≥ �̂�𝒢 can be proved in a similar manner. 
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Formally, if 𝑃 and 𝑄 are vertically adjacent, then 𝑅𝑃⊔𝑄 = 𝑅𝑃𝑅𝑄. Let 𝑅𝑃 ∈ 𝑆𝑘,α, 𝑅𝑄 ∈ 𝑆𝑙,β, 

and 𝒯 be the set of all vectors given by: 

𝒯 = {⟨𝑝1, 𝑝2, … , 𝑝𝑘, 𝑞1, 𝑞2, … , 𝑞𝑙⟩ |  ∑ 𝑝𝑖 = α and ∑ 𝑞𝑖 = β

𝑙

𝑖=1

𝑘

𝑖=1

} 

𝑅𝑃𝑅𝑄 ∈ 𝒯 and by our definition of Δ, Δ(RP⊔𝑄) = max{δ(𝑅𝑃𝑅𝑄 , 𝑆 | 𝑆 ∈ 𝑆k+l,α+β)}. Since 𝒯 ⊆

𝑆𝑘+𝑙,α+β, max{δ(𝑅𝑃𝑅𝑄 , S | S ∈ 𝑆k+l,α+β)} ≥ max{δ(𝑅𝑃𝑅𝑄 , T | T ∈ 𝒯)} = Δ(𝑅𝑃) + Δ(𝑅𝑄).  □ 

3.3.5 Conformance 

The groundwork laid in Section 3.3.3 establishes the concept of fragmentations of �̅�, 

where each fragment in a fragmentation corresponds to some range of SA values. However, our 

ultimate goal is a partition of 𝑀 such that each equivalence class ℰ in the partition is (𝑡𝑋 , 𝑡𝑌)-close 

to 𝑀. We introduce the concept of conformance to relate fragmentations to the equivalence classes 

we ultimately want to create. 

Definition 11 (Conformance). For any fragment 𝐹 of �̅�, where 𝐹 = �̅�⟨⟨𝑎 ↔ 𝑏;  𝑐 ↔ 𝑑⟩⟩, and 

equivalence class ℰ, let 𝐺 = ℰ̅⟨⟨𝑎 ↔ 𝑏;  𝑐 ↔ 𝑑⟩⟩ be the corresponding fragment of ℰ̅. We say that 

ℰ conforms to 𝐹 if |𝐹| = |𝐺|. Moreover, for any fragmentation ℱ of �̅�, ℰ conforms to ℱ if ℰ 

conforms to each fragment in 𝐹. 

Recall that each (𝑥𝑖, 𝑦𝑗) value in �̅� represents the fraction of the total number of records 

with a particular combination of SA values. Similarly, each corresponding value in ℰ̅ represents 

the fraction of the number of records within a particular equivalence class with the same SA 

combination.  So, if ℰ comforms to 𝐹, then ℰ contains the same proportion of (𝑥𝑖, 𝑦𝑗) value-pairs 

as 𝐹. Figure 14 shows two example fragments of �̅� and corresponding fragments of ℰ̅ for a 

possible equivalence class ℰ. ℰ conforms to the fragment 𝐹 = �̅�⟨⟨1 ↔ 3;  1 ↔ 2⟩⟩ because the 
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sums of the values in the fragment of �̅� and of the values in the fragment of ℰ̅ are both equal to 

0.35. However, ℰ does not conform to 𝐹 = �̅�⟨⟨3 ↔ 4;  2 ↔ 3⟩⟩ because the sum of the values in 

the fragment of �̅� equals 0.25 and the sum of the values in the fragment of  ℰ̅ equals 0.45. 

 

Figure 14 – An equivalence class ℰ conforming to one 

fragment, but not to another. 

Our goal is to place an upper bound on the EMD of an equivalence class based on its 

conformance to a fragmentation of �̅�. 

Proposition 7. Let ℱ = {𝐹1, 𝐹2, … , 𝐹𝑘}  ∈ ℳ̅. If an equivalence class ℰ, where 𝐸1, 𝐸2, … , 𝐸𝑘 are 

the corresponding fragments of ℰ̅, conforms to ℱ, then 𝛿(𝑅�̅�, 𝑅�̅�) ≤ ∑ 𝛿(𝑅𝐹𝑖
, 𝑅𝐸𝑖

)𝑘
𝑖=1  and 

𝛿(𝐶�̅�, 𝐶�̅�) ≤ ∑ 𝛿(𝐶𝐹𝑖
, 𝐶𝐸𝑖

)𝑘
𝑖=1 . 

Proof (by induction via ⇒): In the base case, there is only one fragment 𝐹 associated with the 

topmost element ⊤ of the lattice ℳ̅. Each possible equivalence class ℰ draws all its records from 

this single fragment, which contains all records in the overall table. It must be the case, then, that 

each ℰ conforms to 𝐹. More formally, 𝑘 = 1, 𝐹1 = �̅�, 𝐸1 = ℰ̅, and |�̅�| = |�̅�| = 1. 

In the inductive case, suppose we reach the step in which ℱ′ ⇒ ℱ. Assume the proposition 

holds for ℱ′ = {𝐹1 ⊔ 𝐹2,   𝐹3,  𝐹4, … , 𝐹𝑘}. The proposition assumes ℰ conforms to ℱ, so |𝐹𝑖| = |𝐸𝑖| 

for all 𝑖. If |𝐹1| = |𝐸1| and |𝐹2| = |𝐸2|, then |𝐹1 ⊔ 𝐹2| = |E1 ⊔ 𝐸2|. It follows that ℰ also conforms 
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to 𝐹′. By the inductive hypothesis, δ(𝑅�̅�, 𝑅�̅�) ≤ δ(𝑅𝐹1⊔𝐹2
, 𝑅𝐸1⊔𝐸2

) + ∑ δ(𝑅𝐹𝑖
, 𝑅𝐸𝑖

)𝑘
𝑖=3 . There are 

now two possibilities: 

1. 𝐹1 and 𝐹2 are horizontally adjacent. 𝐹1 ∈ 𝑆𝑘,α and 𝐹2 ∈ 𝑆𝑘,β such that 𝑘 is the same for 

both and both have row sums associated with the same rows. The elements of their row 

sums need only be added. More formally, 𝑅𝐹1⊔ 𝐹2
= 𝑅𝐹1

+ 𝑅𝐹2
 and 𝑅𝐸1⊔ 𝐸2

= 𝑅𝐸1
+

𝑅𝐸2
. By Proposition 3, δ(R𝐹1⊔𝐹2

, RE1⊔𝐸2
) ≤ (R𝐹1

, R𝐸1
) + δ(R𝐹2

, R𝐸2
) 

2. 𝐹1 and 𝐹2 are vertically adjacent. 𝐹1 ∈ 𝑆𝑘,α and 𝐹2 ∈ 𝑆𝑙,β such that 𝑘 may not equal 𝑙 

and the row sums of 𝐹1 are associated with completely different rows than the row sums 

of 𝐹2. Their row sums must be concatenated to yield 𝑅𝐹1⊔𝐹2
. Stated more formally, 

𝑅𝐹1⊔𝐹2
= 𝑅𝐹1

𝑅𝐹2
 and 𝑅𝐸1⊔𝐸2

= 𝑅𝐸1
𝑅𝐸2

. By Proposition 4, 𝛿(𝑅𝐹1⊔𝐹2
) ≤ 𝛿(𝑅𝐹1

, 𝑅𝐸1
) +

𝛿(𝑅𝐹2
, 𝑅𝐸2

). 

In both cases, δ(𝑅�̅�, 𝑅E̅) ≤ ∑ δ(𝑅𝐹 , 𝑅𝐸)𝑘
𝑖=1 . A similar argument can be made to show that 

δ(𝐶�̅�, 𝐶E̅) ≤ ∑ δ(𝐶𝐹, 𝐶𝐸)𝑘
𝑖=1 . □ 

Theorem 2. If an equivalence class ℰ conforms to a fragmentation ℱ ∈ ℳ̅, then ℰ is guaranteed 

to be (�̂�𝐹, �̂�𝐹)-close to 𝑀. 

Proof: Assuming ℰ conforms to ℱ, Proposition 7 establishes that the EMD between that 

equivalence class and the overall table is less than or equal to the sum of the EMD contributions 

of its fragments. Assuming the worst case scenario, in which each fragment contributes the 

maximum possible amount, Definition 10 gives us that δ(𝑅�̅�, 𝑅E̅) ≤ �̂�𝐹 and δ(𝐶�̅�, 𝐶E̅) ≤ �̂�𝐹. □ 

3.4 Our Method 

Theorem 2 provides a mathematical guarantee that we can create (�̂�𝐹, �̂�𝐹) = (𝑡𝑋 , 𝑡𝑌)-close 

equivalence classes given an appropriate fragmentation ℱ. Our task, then, is threefold. First, we 
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must find the best fragmentation ℱ of �̅� such that the aggregate bounds �̂�𝐹 and �̂�𝐹, and thus 𝑡𝑋 

and 𝑡𝑌 are as large as possible. Next, we must determine an appropriate size and number of 

equivalence classes such that all equivalence classes conform to ℱ. Finally, we must choose which 

records to place in which equivalence classes such that our published data retains as much original 

information as possible. 

3.4.1 Fragmentation Search 

As discussed in Section 3.3.4, traversing the lattice of all possible fragmentations ℳ̅ from 

⊤ to ⊥ generally results in decreasing aggregate bounds, as the fragmentations it contains are 

weakly ordered. However, when moving from one layer in the lattice to the layer below, it is only 

guaranteed that one aggregate bound will not increase. Unfortunately, the other may. An example 

of this phenomenon is depicted in Figure 15. R⊤ = ⟨0.5,  0.5⟩ and C⊤ = ⟨0.3,  0.7⟩, so �̂�⊤ = 0.5 

and �̂�⊤ = 0.7. After carrying out the split ⊤ ⇒ 𝒜, �̂�𝒜 = 0.6 and �̂�𝒜 = 0. Making this move down 

the lattice decreases �̂�ℱ, but increases �̂�ℱ. 

 

Figure 15 – An example of an increase in 

one aggregate bound as a result of a split. 

The nondeterministic function FIND-FRAGMENTATION, given below, performs a scan 

of ℳ̅ and returns a fragmentation ℱ whose aggregate bounds are within 𝑡𝑋 and 𝑡𝑌. The weak 

ordering discussed above provides a challenge on line 3, where a decision must be made about 

which fragmentation 𝒢 to split ℱ into. Any choice of 𝒢 is likely to decrease one aggregate bound 
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but may increase the other. Furthermore, some paths down the lattice may encounter an acceptable 

fragmentation in a higher layer than other paths. Figure 16 shows an example of this phenomenon 

for privacy budgets 𝑡𝑋 = 0.5 and 𝑡𝑌 = 0.6. Clearly, neither ⊤ nor 𝒢 is an acceptable fragmentation. 

𝒢 ⇒ ℋ produces an acceptable fragmentation ℋ at layer 3 of the lattice, but ⊤ ⇒ ℱ produces an 

acceptable fragmentation ℱ at layer 2.  

A higher layer fragmentation is desirable, as it contains fewer, larger fragments and can 

thus accommodate a larger number of smaller conforming equivalence classes. Figure 17 depicts 

two distinct regions of ℳ̅. The upper region, which may be empty, contains fragmentations in 

which at least one aggregate bound is higher than its corresponding privacy budget. The lower 

region, which always contains at least ⊥, contains fragmentations that meet both privacy budgets. 

 

Figure 16 – Fragmentations ℱ and ℋ are acceptable for parameters 

𝑡𝑋 = 0.5 and 𝑡𝑌 = 0.6, but they lie in different layers of ℳ̅. 

FIND-FRAGMENTATION(𝑡𝑋, 𝑡𝑌) 

1 ℱ ← ⊤ 

2 while �̂�ℱ > 𝑡𝑋 or �̂�ℱ > 𝑡𝑌 

3 pick a fragmentation 𝒢 such that ℱ ⇒ 𝒢 

4 ℱ ← 𝒢 

5 return ℱ 
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Figure 17 – Regions of ℳ̅ with and without 

acceptable aggregate bounds. 

Searching exhaustively for the optimal fragmentation can quickly become impractical for 

large values of 𝑚 and 𝑛, as ℳ̅ has 𝑚𝑛 layers and each fragmentation ℱ can be split 𝑂(𝑚𝑛) 

different ways into a fragmentation 𝒢14. Several different greedy strategies may be employed at 

line 3 in FIND-FRAGMENTATION to choose a promising 𝒢 and eventually a reasonable final 

fragmentation. One strategy is to pick the 𝒢 with the minimum value of (�̂�𝒢 + �̂�𝒢). However, this 

strategy breaks down when 𝑡𝑋 is sufficiently different from 𝑡𝑌, as it may continue to drive down 

an aggregate bound that already meets its privacy budget instead of an aggregate bound that must 

still make progress.  

An improvement on this strategy is to pick the 𝒢 which minimizes Ψ𝒢, where Ψ𝒢 is given 

by Ψ𝒢 = max(�̂�𝒢 − 𝑡𝑋 , 0) + max(�̂�𝒢 − 𝑡𝑌, 0). Using this strategy, FIND-FRAGMENTATION 

prioritizes making progress on an aggregate bound that has not yet met its privacy budget. When 

𝑡𝑋 < 0, max(�̂�𝒢 − 𝑡𝑋 , 0) = 0. We know intuitively that further decreasing 𝑡𝑋 will not bring us any 

closer to an acceptable fragmentation, so further decreasing 𝑡𝑋 also does not further decrease Ψ𝒢. 

This is a greedy approach with the hope of terminating FIND-FRAGMENTATION in the smallest 

 
14 Consider the worst case, where a fragmentation ℱ contains one fragment for each of the 𝑚 rows of ℳ̅, leading to 

𝑚 rows that can each be split 𝑛 − 1 ways.  
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number of steps and at the highest layer in the fragmentation lattice. Of course, regardless of the 

method chosen, Proposition 5 guarantees that FIND-FRAGMENTATION will eventually find an 

acceptable fragmentation from which we can form equivalence classes. 

3.4.2 Sizing Equivalence Classes 

Once we have found an acceptable fragmentation, the next step is to create equivalence 

classes from the records in the data such that each equivalence class meets the conformance 

requirement introduced in Definition 11. Small equivalence classes containing records with closely 

related QID values require the least amount of QID generalization, so it is beneficial to determine 

the smallest equivalence class size that still meet this requirement. 

Let ℱ = {�̅�1, �̅�2, … , �̅�𝑘} be an acceptable fragmentation of �̅� (i.e. �̂�ℱ ≤ 𝑡𝑋 and �̂�ℱ ≤ 𝑡𝑌) 

and {𝐹1, 𝐹2, … , 𝐹𝑘} be the corresponding fragmentation of 𝑀, where 𝑘 is the number of fragments 

in the fragmentation. Let {𝐸1, 𝐸2, … 𝐸𝑘} be the corresponding fragmentation of a potential 

equivalence class ℰ. ℰ conforms to ℱ if |𝐹�̅�| = |𝐸�̅�| for all 1 ≤ 𝑖 ≤ 𝑘, but each |𝐸𝑖| must also be 

an integer or constructing ℰ is impossible. If we define 𝑟 to be the size of the smallest conforming 

equivalence class ℰ, then, 𝑟 = |ℰ| = |𝑀|/𝑞, where 𝑞 = 𝐺𝐶𝐷(|𝐹1|, |𝐹2|, … , |𝐹𝑘|) is the number of 

equivalence classes of size 𝑟 that can be created. No smaller division of the elements of 𝑀 can be 

made while maintaining integer values for all elements. 

As an example, consider the fragmentation in Figure 18, where individual elements in 𝑀 

have been obfuscated for simplicity. In this example, q = GCD(250,  100,  350,  300) = 50 and 

𝑟 = |ℰ| = 1000/50 = 20, allowing for a total of 50 equivalence classes with 20 elements each. 

No smaller equivalence classes can be made while ensuring that an integer number of records from 

each fragment exist in each equivalence class and |�̅�1|, |�̅�2|, |�̅�3|, �̅�4|= |�̅�1|, |�̅�2|, |�̅�3|, �̅�4| =

0.25,0.10,0.35,0.30. Conformance in this example does not appear to be too strict a limitation on 
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equivalence class construction. However, Section 4.1.3 provides a brief discussion on tables for 

which conformance is considerably more problematic.  

3.4.3 Generating Equivalence Classes 

The combination of an acceptable fragmentation and an appropriate equivalence class size 

are enough to guarantee (𝑡𝑋 , 𝑡𝑌)-closeness provided we select 𝑟 × |�̅�𝑖| records for each equivalence 

class from each fragment in  ℱ = {�̅�1, �̅�2, … , �̅�𝑘}. However, it is still important to take care during 

the selection process. In order to minimize generalization, we should attempt to populate each 

equivalence class with records whose QIDs are as close together as possible. Of course, the 

meaning of “close” with respect to QIDs varies from application to application. 

 

Figure 18 – A fragmentation which allows for 50 

equivalences classes of 20 records each for which 

conformance is not too strict a requirement.                     

Consider a table in which all QIDs are numeric values. If we represent each record as a 

point in Euclidean space with as many dimensions as QID attributes, the distance between records 

can simply be the Euclidean distance. However, such a table is relatively rare, as categorical QIDs 

like race, sex, and medical diagnosis are common in data that must be anonymized. Consequently, 

we provide GENERATE-CLASSES, a general procedure for generating equivalence classes 

which is independent of any underlying distance metric and leave a discussion of the various 

possible distance metrics to the literature.  
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3.4.4 Algorithmic Complexity 

Liang and Yuan [24] showed that finding an optimal 𝑡-close partition, even for data with 

only a single SA, is NP-hard. This result provides justification for our greedy approach. Our 

algorithm is not guaranteed to find an optimal solution, but it does find an acceptable solution and 

it finishes in polynomial time. 

Recall that we represent the SA space of the data to be anonymized as a two-dimensional 

multiplicity matrix with dimensions 𝑚 × 𝑛. Given any fragment 𝐹, the computations of Δ(𝑅𝐹) and 

Δ(𝐶𝐹) each require the computation of an EMD. While the general algorithm we present for the 

EMD in Definition 2 has quadratic time complexity, Δ(𝑅𝐹) specifically requires either δ(𝑅𝐹, 𝑉(1)) 

or δ(𝑅𝐹 , 𝑉(𝑘)), where 𝑘 is the number of elements in 𝑅𝐹, depending on whether 𝑅𝐹 is left- or right-

heavy. Clearly, left- or right-heaviness can be determined in 𝑂(𝑚) time, and the computation of 

the EMD in either of these special cases can also be completed in 𝑂(𝑚) time15, so the computations 

of Δ(𝑅𝐹) and Δ(𝐶𝐹) are 𝑂(𝑚) and 𝑂(𝑛) respectively. 

The first step in FIND-FRAGMENTATION deals with ⊤, the topmost fragmentation in 

ℳ̅. ⊤ contains only one fragment, so computing �̂�⊤ and �̂�⊤ takes 𝑂(𝑚 + 𝑛) time. Moreover, each 

 
15 Simply iterate through 𝑅𝐹, multiplying the amount at each index by its distance from either 1 or 𝑘, and adding the 

result to the running total. 

GENERATE-CLASSES 

1 for 𝑗 ← 1 to 𝑞 

pick a row 𝑤 of the table which is from some fragment 𝐹𝑖 ∈  ℱ 

such that |𝐹𝑖| > 0 

2 𝐸𝑗   ← {𝑤} 

3 add to 𝐸𝑗 the 𝑟 × |𝐹𝑖| − 1 rows from 𝐹𝑖 that are closest to 𝑤 

4 from each other fragment 𝐹𝑙 ∈  ℱ, add to Ej the 𝑟 × |𝐹𝑙| rows  

that are closest to 𝑤 

5 remove each row in 𝐸𝑗 from the table 

6 return classes 𝐸1, 𝐸2, … , 𝐸𝑐 
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ensuing iteration of FIND-FRAGMENTATION involves splitting exactly one fragment contained 

in a fragmentation ℱ into two fragments to obtain the fragmentation 𝒢. All other fragments remain 

the same between ℱ and 𝒢, so computing �̂�⊤ and �̂�⊤ again only takes 𝑂(𝑚 + 𝑛) time for each 

iteration. Our greedy approach requires us to calculate �̂�G and �̂�G for each possible 𝒢 that can be 

created from ℱ in each iteration. In the worst case, ℱ contains one fragment for all 𝑚 rows of �̅�. 

In this case there are 𝑚𝑛 possible splits, each requiring an 𝑂(𝑚 + 𝑛) calculation of �̂�G and �̂�G, 

amounting to a total time of 𝑂((𝑚 + 𝑛)(𝑚𝑛)). Finally, as ℳ̅ contains exactly 𝑚𝑛 layers, the total 

complexity of FIND-FRAGMENTATION is 𝑂((𝑚 + 𝑛)(𝑚2𝑛2)). 

Computing 𝑞, the number of equivalence classes to be generated, and the associated 

equivalence class size 𝑟 requires the computation of a Greatest Common Divisor (GCD). The most 

commonly used algorithms for calculating the GCD between two integers are the Euclidian 

algorithm and Stein’s algorithm. These algorithms scale as 𝑂(ℎ2), where ℎ is the number of bits 

used to represent the input integers. Since 1970, multiple quasilinear GCD algorithms have 

emerged, further speeding the computation of the GCD between very large integers. See Möller’s 

[25] comparison of these algorithms for further details. Knuth [26] presents a simple approach that 

computes the GCD between 𝑢 arbitrary integers in 𝑢 iterations of the Euclidian algorithm. The 

computation of 𝑞 takes fragment sizes as inputs, and the largest potential fragment size is the size 

of the entire table |𝑀|, represented by 𝑙𝑜𝑔|𝑀| bits. In the worst case, a fragmentation has 𝑚𝑛 

fragments, and thus there are 𝑚𝑛 input integers to the Euclidian algorithm. These bounds result in 

a 𝑂(𝑚𝑛log2|𝑀|) complexity for calculating 𝑞. Trivially, 𝑟 can be calculated from 𝑞 in 𝑂(1) time. 

The GENERATE-CLASSES function requires the calculation of distances between rows 

of the table. |𝑀|2 distances must be calculated, and each distance calculation takes 𝑂(1) time. 

With these distances obtained, it is relatively straightforward to implement each iteration of 
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GENERATE-CLASSES to take 𝑂(|𝑀|) time. Only 𝑞 ≤ |𝑀| iterations of GENERATE-CLASSES 

are required, so the total complexity of GENERATE-CLASSES is 𝑂(|𝑀|2). 

As discussed above, the running time of FIND-FRAGMENTATION depends on the sizes 

of the SA domains, 𝑚 and 𝑛, while GENERATE-CLASSES depends on the size of the table |𝑀|, 

and the computation of 𝑞 depends on both. FIND-FRAGMENTATION and GENERATE-

CLASSES take polynomial time, and the computation of 𝑞 takes sub-quadratic time, so the result 

of our work is a polynomial time algorithm for anonymizing an input table according to (𝑡𝑋 , 𝑡𝑌)-

closeness. 
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CHAPTER 4 

GENERALIZATIONS AND CONCLUSIONS 

4.1 Generalizations 

Our work in Chapter 3 makes certain assumptions about the input data to our method that 

limit the number of data sets to which it can be applied. In this section, we describe extensions to 

our method that enable its use in a larger set of possible circumstances. While some of these 

extensions are immediate, others will require the rigor of future contributions. 

4.1.1 Many Sensitive Attributes 

For ease of understanding, we presented our algorithm in the context of input tables with 

only two SAs, but it is straightforward to extend our work to input tables with any number of SAs. 

The multiplicity matrix introduced in Section 3.2.1 can be expanded to 𝑛 dimensions and (𝑡𝑋 , 𝑡𝑌)-

closeness can be reinterpreted as be (𝑡𝑋 , 𝑡𝑌, 𝑡𝑍, … )-closeness. As the number of SAs increases, it 

is likely that the size of equivalence classes will also increase, and data utility will decrease, though 

an in-depth analysis of this phenomenon is outside the scope of this thesis. 

4.1.2 Continuous Domains 

Our work in Chapter 3 assumes numerical SA domains with discrete values. This 

assumption is appropriate in many contexts. For example, blood-alcohol content (BAC) is 

typically reported as a two-digit decimal, and typical BAC levels range from 0.00 to 0.40, with 

0.40 leading to likely death. Likewise, hemoglobin levels are typically reported in g/dL with 

tenths-place precision. Typical hemoglobin levels range from 11.0 g/dL to 22.0 g/dL. The 

precision associated with these ranges provides a manageable number of discrete values for an SA 

to take. However, many SAs make more sense when represented (or can only be represented) with 
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continuous domains. As the EMD cannot be calculated over a continuous domain, these SA 

domains must be discretized for our method to be effective. 

 An easy way to generalize our method for a continuous domain is to partition its range 

into discrete subranges. For example, the range of all real values (0,1] can be divided into the 10 

subranges contained in the partition {(0.1𝑘, 0.1(𝑘 + 1)]: 0 ≤ 𝑘 < 10}, with the absolute 

difference between the 𝑘 values of any two subranges as the ground distance between them. If 

more or less granularity is required by the nature of the SA being discretized, more or fewer 

partitions can be used. 

This method is equally effective for discrete values that have a very large range. Consider 

the previous example of hemoglobin levels. If the difference between a hemoglobin level of 11.0 

g/dL and 11.1 g/dL carries no practical significance, it may make sense to further discretize the 

domain into 0.5 g/dL width “buckets” (i.e. (11.0-11.5], (11.5-12.0], …). This one-time operation 

reduces the range of SA domain values and, as a result, reduces the real-world running time of our 

anonymization algorithm. 

4.1.3 Relaxing the Conformance Requirement 

Section 3.4.2 introduced a method for finding the size 𝑟 of the smallest possible 

equivalence class given an acceptable fragmentation and table. For the fragmentation given in 

Figure 18, with |𝑀| = 1000, 50 equivalence classes can be created, each with 20 records. Now 

consider the slightly altered example in Figure 19, with a single additional record (i.e. |𝑀| =

1001). In this example, 𝑞 = 𝐺𝐶𝐷(250, 100, 350, 301) = 1, allowing only for a single 

equivalence class consisting of all records in the data. Intuition tells us that such a small change 

between the previous example and this one should not increase the size of acceptable equivalence 

classes in such a drastic fashion.  
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Figure 19 – A fragmentation which only allows for 1 

equivalence class of 1001 records for which 

conformance is an unacceptably strict requirement. 

SABRE [9] skirts this issue by providing a method of dynamically sizing equivalence 

classes. No smaller equivalence classes can be created for Figure 19 that strictly meet the 

conformance requirement, but equivalence classes that “almost” meet the conformance 

requirement are relatively easy to create. Furthermore, the aggregate bounds (in our terminology) 

associated with a fragmentation are generally less than the 𝑡-closeness requirements. This leaves 

a bit of extra EMD room to transform the SA distribution in a non-conforming equivalence class 

to that of a conforming equivalence class, before transforming it again into the SA distribution of 

the larger table. The SABRE method creates a tree of smaller and smaller equivalence class sizes, 

testing each size to determine whether this extra EMD room can be used to accept it, even if the 

size in question results in a non-conforming equivalence class. 

The key difficulty associated with this method is the fact that the SA distribution for an 

equivalence class cannot be known while sizing the class. This distribution is only determined 

once specific records have been selected for the class in our algorithm’s final phase. Instead, an 

upper bound for the cost of transforming a class of a given size to a conforming class must be 

established. While SABRE introduced an appropriate upper bound for a one-dimensional SA, this 

bound is not easily generalized to multiple dimensions. Clearly, a successful generalization would 
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greatly enhance the usefulness of our algorithm, as it would allow its application on tables like 

Figure 19 without unacceptable information loss. We leave this generalization to a future work. 

4.1.4 Categorical Sensitive Attributes 

While Chapter 2 introduces both numerical and categorical SAs from the literature, our 

work focuses specifically on numerical SAs. The EMD calculation requires a metric ground 

distance over the SA domain. This ground distance provides the semantic “closeness” of values 

needed for the EMD to make sense in the context of 𝑡-closeness, and the ordered distance between 

numerical values makes the EMD calculation straightforward. However, the literature describes 

many applications with non-numerical SAs. For example, Table 2 from Section 2.2.1 introduces 

Diagnosis as a potential SA from medical patient data. Juvenile criminal history in data provided 

for research regarding trends in crime may be another example of a non-numerical SA. 

It should be relatively simple to generalize our method for numerical domains to non-

numerical domains. The work of Li et al. [7], introduced in Section 2.2.3, paves the way for 

establishing a “hierarchical” ground distance between non-numerical SA values. This ground 

distance requires the establishment of a domain hierarchy, in which domain values are grouped 

based on similarity underneath a higher-level group descriptor. These higher-level group 

descriptors are also grouped, and a tree is formed. Figure 5 depicts an example domain hierarchy 

for the QID “Place of Origin”, and a similar ground distance could easily be constructed for 

medical diagnoses or types of crime. The hierarchical ground distance between two domain values 

in this scheme is based on height of the closest parent of both values. 

We leave it to a future work to formalize these concepts and demonstrate the efficacy of 

our method for non-numerical SAs. Multidimensional SAs with simultaneous numerical and non-

numerical domains are of particular interest. 
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4.2 Conclusions 

We presented a method for anonymizing the data contained in a relational table with 

multiple numerical sensitive attributes according to the 𝑡-closeness privacy requirement. Our 

method first partitions the input table into fragments, where the SA domain of each fragment is a 

subdomain of that of the larger table. It then determines an appropriate number of records to take 

from these fragments in order to create equivalence classes that conform to each fragment in a way 

that guarantees 𝑡-closeness. Finally, it selects the particular records from each fragment that 

minimize the information loss associated with our anonymization.  

While finding an optimal 𝑡-close anonymization of an input table is NP-hard, we provided 

sound mathematical proofs that our method always returns a 𝑡-close anonymization. In addition, 

we built our method on heuristics that increase the likelihood of finding a “good” anonymization 

(i.e. one that requires as little generalization as possible). 

The output of our method is a set of equivalence classes, each containing a subset of the 

records present in the original table. The distribution of values for each sensitive attribute 𝑋 in an 

equivalence class is 𝑡𝑋-close to the distribution of 𝑋 in the overall table, where 0 ≤ 𝑡𝑋 ≤ 1 is the 

domain-necessitated privacy budget parameter. Furthermore, as it may be desirable to maintain 

more privacy in one sensitive attribute than another, our method allows each attribute its own 

privacy budget. For ease of understanding, we presented our method for tables with exactly two 

sensitive attributes, 𝑋 and 𝑌, but it is straightforward to generalize it to any number of sensitive 

attributes.
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