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ABSTRACT

The goal in radiotherapy, as one of the main modalities for cancer treatment, is to deliver

su�cient radiation dose to the tumor region to eradicate the disease while sparing the

surrounding healthy tissues to the largest extent possible. To achieve this goal, radiotherapy

plans for individual cancer patients are designed to deliver the desired spatial dose distribution

to the patient. The radiotherapy plan will be then used on a daily basis to deliver a daily

fraction of the prescribed radiation dose over the course of treatment. However, there is

biological evidence suggesting that additional therapeutic gain may be achieved if we allow for

temporal variation in the radiotherapy plan. This treatment paradigm is known as

spatiotemporal fractionation, which is the topic of this dissertation. In this research, we �rst

develop mathematical models and solution methods to show the existence of the potential

therapeutic bene�t of spatiotemporal plans over conventional plans for stylized cancer cases.

Then, we focus on the computational challenges of optimizing spatiotemporally fractionated

plans for clinical cancer cases. The main challenge is the non-convex and large-scale nature that

arises in the proposed optimization models. We develop customized solution methods that use

sequential quadratic/linear programming in a constraint generation framework. We also provide

optimality bounds on the found feasible solutions by solving Lagrangian relaxation using a

column generation approach. We also extend our spatiotemporal planning approach to

explicitly account for a major source of uncertainty that may compromise the potential

therapeutic bene�t achievable from spatiotemporal fractionation. Speci�cally, we incorporate

the uncertainty associated with inter- and intra-patient variability in the radio-biological

parameter values. To account for such uncertainties, we propose a robust optimization

approach, which optimizes over a range of possible realization of the uncertain parameters. We

test the computational performance of the proposed solution methods using stylized as well as

de-identi�ed clinical cancer cases.
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CHAPTER I

INTRODUCTION

1.1 Introduction

Cancer is de�ned as a class of diseases speci�ed by the uncontrolled growth and

spread of abnormal cells. If this growth is not controlled, it can lead to death. According

to the statistics reported by the American Cancer Society, it is estimated to have more

than 1.7 million new cancer cases diagnosed in the United States in 2019 [1].

To treat di�erent cases of cancer, radiotherapy is a highly used modality among

other major options such as surgery and chemotherapy. In radiotherapy, high energy

radiation beams are used to eradicate cancerous cells by damaging their DNA molecules.

However, as the radiation beams pass through the patient's body, they damage both

cancerous and normal cells along their path, resulting in radiation-induced toxicity in

normal tissues. Therefore, multiple angles of exposure are used such that the intersection

of the incident beams is on the tumor, thus delivering the largest radiation dose to the

tumor region while limiting the dose delivered to the surrounding organs-at-risk (OARs).

Intensity-modulated radiotherapy (IMRT) is a common radiation delivery modality in

which incident beams are modulated using a multi-leaf collimator (MLC) system mounted

on the head of the radiation delivery machine so-called linear accelerator (Figure 1(a)) [2].

Each orientation of the accelerator head de�nes a rectangular or square beam, as shown in

Figure 1(b), which is conceptually discretized into small beamlets. IMRT allows for

adjusting the radiation intensity of each individual beamlet. The intensities of all beamlets

in a beam form a matrix so-called �uence map. To estimate the delivered dose to the

patient's body by an IMRT treatment plan, the relevant anatomical organs are

conceptually discretized into small cubes so-called voxels. The amount of delivered dose to

each of those voxels from each beamlet under unit intensity is pre-calculated and known as
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the dose-deposition coe�cient. Using these coe�cients, the total delivered dose from every

given �uence map to all voxels, known as dose distribution, can be calculated.

(a) Radiotherapy machine (b) IMRT beam orientation

Figure 1: Examples of radiotherapy machine and IMRT beam orientation around treatment site

Radiotherapy treatment plans are mostly divided into fractions to be delivered in

daily treatment sessions over the course of one to several weeks. This is mainly due to the

fact that many OAR structures have better ability to partially repair the radiation-induced

damage between treatment fractions, compared to many tumors. The sensitivity of

di�erent structures to the fractionation is an important factor considered in fractionated

radiotherapy. Thus, the choice of fractionation scheme, that is, the number of fractions

used and the radiation dose delivered per fraction, can play an important role in the

radiotherapy treatment outcome [3]. Common fractionation schemes are standard

fractionation, that is, delivering large number of small fractions (e.g., 40× 1.8 Gy) and

hypo fractionation, that uses a few large fractions (e.g., 5× 6 Gy). To evaluate and

compare di�erent fractionation schemes, clinicians use the concept of biological e�ective

dose (BED) to quantify the biological damage to each structure from a given fractionation

scheme. Mostly, fractionation decision involves determining fractionation schemes that

yield the maximum BED in the target while ensuring that the BED in the surrounding

OAR structures do not exceed the speci�ed tolerance levels.

Conventionally, the same spatial dose distribution is delivered to the patient in every

fraction in a fractionated radiotherapy. However, there exists biological evidence suggesting
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that by varying the spatial dose distribution across fractions in the treatment course, an

additional therapeutic bene�t may be achieved. This treatment planning paradigm is

known as spatiotemporal fractionation. The additional therapeutic bene�t is attributed to

the fractionation e�ect. Fractionating a treatment plan helps many OAR structures to

recover from radiation-induced damages; however, it also reduces tumor cell kill. In other

words, in an ideal plan, in�nitely many fractions for OAR structures and only one single

fraction for the tumor region should be used. Clearly, this is not possible; however, this

may be achieved to some extent by dividing the tumor into subregions and treating each

subregion in a few fractions while limiting and distributing the dose delivered to OAR

structures across all fractions. The goal of spatiotemporal fractionation is to �nd distinct

dose distributions that irradiate di�erent subregions of the target volume while maintaining

a lose dose in the OAR structures. The design of spatiotemporally fractionated plans gives

rise to a large-scale non-convex optimization problem, which requires applying e�cient

global optimization approaches for large clinical applications. Additionally there exist some

sources of uncertainty in implementing the spatiotemporally fractionated plans that need

to be taken into account to ensure precise handling of the real conditions in clinic.

1.2 Objectives and Outline

The primary objective of this Ph.D. research is to develop e�cient models and

solution methods to obtain optimal spatiotemporally fractionated radiotherapy plans for

cancer treatment. The essential technical challenge here is to solve the arising large-scale

and non-convex optimization problems in a clinically reasonable computational time.

Besides, spatiotemporal fractionation requires precise handling of the inter- and

intra-patient variability in the underlying dose-response models. Therefore, this research

aims at incorporating these sources of uncertainty by employing robust optimization

techniques.

The remainder of this dissertation is organized as follows. Chapter 2 presents a

proof-of-concept study to investigate the possible use of global optimization techniques to
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obtain spatiotemporally fractionated radiotherapy plans and to quantify their associated

potential therapeutic gain over conventional radiotherapy plans. However, the study is

limited to 2D stylized cancer cases to employ general-purpose optimization solvers. Since,

due to the non-convexity of the optimization problem, the solver only provides local

optimal solutions, we propose solving a semi-de�nite programming relaxation of the

problem to obtain optimality bounds on the found solutions. Additionally, we perform

sensitivity analysis to identify the in�uential factors on the potential therapeutic bene�t of

using the spatiotemporally fractionated plans over conventional counterparts.

Chapter 3 focuses on the development of customized solution methods to obtain

spatiotemporally fractionated plans for 3D clinical cancer cases. Similar to Chapter 2, the

treatment planning problem is formulated as a large-scale and non-convex quadratically

constrained quadratic programming (QCQP) problem. However, general-purpose

optimization solvers are not even able to obtain local solutions to the QCQP formulation

for 3D clinical cases. Hence, by exploiting the special structure of the problem, large-scale

optimization techniques are developed to obtain high-quality solutions. To obtain

optimality bounds, we solve the Lagrangian relaxation of the QCQP problem using a

proposed tailored column-generation approach combined with a cutting-plane method. We

apply the developed methods on two di�erent clinical cancer cases to examine their

performance and also to quantify the potential therapeutic bene�t of implementing

spatiotemporally fractionated plans.

Chapter 4 aims at incorporating the radio-biological uncertainty into the

spatiotemporal plan optimization framework. In particular, we account for uncertainty in

the BED tissue-speci�c parameter value, which is caused by inter- and intra-patient

variability. This parameter represents the sensitivity of tissue to the fractionation e�ect. A

robust optimization framework is proposed to account for this source of uncertainty by

considering all possible realizations of the uncertain parameters. Using 2D cancer cases, we

quantify the e�ect of considering uncertainty into spatiotemporally fractionated

radiotherapy plan optimization.
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Lastly, in Chapter 5, we summarize and review the key �ndings of this dissertation.

We also state its limitations and make recommendations to address them by de�ning future

research directions.

1.3 Intellectual Contributions

This Ph.D. research makes the following contributions:

� An optimization framework for spatiotemporally fractionated radiotherapy planning is

developed

� The potential bene�t of delivering spatiotemporally fractionated radiotherapy

treatment plans over conventionally fractionated ones is quanti�ed with bounds on the

extent of potential bene�t

� We identify the in�uential factors on the potential bene�t of delivering

spatiotemporally fractionated radiotherapy treatment plans

� Scalable solution methods are developed to obtain spatiotemporally fractionated

radiotherapy plans for clinical cases

� A tailored constraint generation method is developed to �nd local solutions to the

large-scale QCQP reformulation arising in spatiotemporal fractionation

� A novel column-generation method is developed to solve the Lagrangian relaxation of

the QCQP problem to obtain optimality bounds

� A robust optimization approach is proposed to account for uncertainties in

radio-biological parameter values

� We quantify the impact of accounting for radio-biological uncertainty on

spatiotemporally fractionated radiotherapy plans
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1.4 Impact on Society

This dissertation investigates the potential therapeutic bene�t of spatiotemporal

fractionation and develops optimization models and methods to design spatiotemporally

fractionated radiotherapy plans. The additional therapeutic bene�t may enhance chances

of tumor control and reduce the risk of radiation toxicity in the normal tissue, particularly

for treatment sites that currently have a moderate local tumor control rate such as lung

and liver cancers [4]. Accordingly, this research provides a solution framework to �nd such

spatiotemporally fractionated plans for clinical cancer cases while taking radio-biological

uncertainty into account to ensure modeling under realistic conditions.
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CHAPTER II

SPATIOTEMPORAL RADIOTHERAPY PLANNING USING

A GLOBAL OPTIMIZATION APPROACH

2.1 Introduction

Radiotherapy treatments are often delivered over multiple treatment sessions

spanning one to several weeks. This is mainly motivated by the clinical observation that

the normal tissue, compared to many tumors, demonstrates a greater ability to repair the

sub-lethal radiation damage between treatment sessions [5]. Traditionally, the same

radiotherapy plan is used to deliver a fraction of the prescribed dose at each treatment

session. However, it has been recently shown that additional therapeutic gain may be

achieved by altering the radiotherapy plan over the treatment course, which is referred to

as spatiotemporal planning [6, 7]. However, the extent of this potential gain has not been

rigorously quanti�ed because spatiotemporal planning leads to more challenging

optimization problems than conventional planning. In this study, we develop and test a

mathematical framework for spatiotemporal planning that allows us to �nd tight bounds

on the potential therapeutic gain. Here, spatiotemporal planning refers to the design of

radiotherapy treatment plans that deliver a time-variant dose distribution over the

treatment course. To quantify the potential gain speci�cally achieved from dose alteration

over conventional time-invariant plans, we consider di�erent fractionation schemes with a

�xed number of fractions.

Intensity-modulated radiotherapy (IMRT) is one of the most common form of

photon therapy. IMRT uses a multi-leaf collimator (MLC) system consisting of rows of

paired narrow leaves to modulate the shape and intensity of incident beams. In IMRT,

each beam is discretized into smaller beams, called beamlets, whose intensities are
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individually adjustable using the MLC. The beamlet intensities form the �uence map at

each incident beam. To evaluate the radiation dose deposited in the patient, the relevant

anatomy is conceptually discretized into a �ne cubical grid, known as voxels. IMRT

planning involves �nding optimal �uence maps that deliver a clinically desired spatial dose

distribution to voxels. This is achieved through formulating and solving a mathematical

optimization problem, known as the �uence-map optimization (FMO) problem [8, 9, 10].

The obtained �uence maps are then decomposed into MLC con�gurations deliverable by

the MLC system.

In addition to the modulation of the spatial dose distribution, radiotherapy

planning also involves determining the fractionation scheme, that is, the number of

treatment sessions and the dose delivered per fraction. Fractionation scheme plays an

important role in the treatment outcome. This is in part due to a radio-biological

phenomenon known as the fractionation e�ect. In particular, the tissue response to

irradiation is non-additive so that the cell-kill caused by a certain amount of dose in

multiple daily fractions is smaller compared to when the same dose is delivered in a single

fraction [5]. Historically, fractionation schemes were determined using clinical-trial results

without any insight from mathematical optimization. In particular, all patients were

treated using a standard fractionation scheme, delivering �ve equal fractions per week and

spanning several weeks. However, the advent of modern radiotherapy technologies, such as

IMRT, in combination with advancements in medical imaging modalities, led to an

improved dose-delivery precision. This allowed clinicians to explore hypo-fractionated

schemes, delivering fewer fractions with an escalated dose per fraction.

Mathematical optimization has been recently used to identify the optimal

fractionation scheme for radiotherapy plans. In particular, [11, 12, 13, 14] derived simple

optimality conditions to select hypo- or standard fractionation scheme for a �xed spatial

dose distribution. Additionally, [15, 16] incorporated the uncertainty associated with

radio-biological parameter values into the fractionation decision. Very recently, [17] has

integrated the fractionation decision into the FMO problem to simultaneously optimize the
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spatial dose distribution and the number of treatment fractions to be used. However, all of

the studies above consider a temporally invariant dose distribution over the treatment

course. Through the use of a stylized example, Unkelbach and colleagues showed that an

additional therapeutic gain may be achieved if the dose distribution is altered at a voxel

level over treatment sessions [18]. Later on in [6, 7], they developed a spatiotemporal

planning approach and studied the potential bene�t of spatiotemporally heterogeneous

dose distributions using two di�erent treatment sites. After that, [19] studied the bene�t of

time-variant IMRT plans with the goal of maximizing the BED of the target average

physical dose subject to constraints on the maximum and average BED delivered to the

normal-tissue structures. Due to the non-convexity of the formulation, they developed a

heuristic solution approach using model predictive control. To enforce time-variant plans,

they substitute the original objective function with a surrogate objective function

measuring the total number of tumor cells remaining. Nevertheless, the extent of the

potential gain has remained unknown because the design of spatiotemporal plans leads to

non-convex optimization problems for which only local optimal solutions have been sought

so far. By explicitly addressing the arising non-convexity, we aim at quantifying the

potential therapeutic gain that can be achieved from varying the dose distribution over the

treatment course.

We develop a spatiotemporally integrated FMO approach to �nd fraction-dependent

�uence maps that maximize the biologically e�ective dose (BED) in the target volume

while limiting the BED in the normal-tissue structures. This approach leads to a

large-scale non-convex quadratically constrained quadratic programming (QCQP) problem,

for which tight lower and upper bounds are obtained using global optimization techniques.

More speci�cally, high-quality feasible solutions are obtained as lower bounds while tight

upper bounds are achieved by solving a convex relaxation of the QCQP formulation. The

proposed approach is tested on two stylized 2D cancer cases. Furthermore, sensitivity

analysis is performed to measure the impact of radio-biological, EUBED, and fractionation

parameters on the extent of the target BED improvement achieved from using
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spatiotemporal plans.

The remainder of this chapter is organized as follows. In Section 2.2, we formulate

the spatiotemporal planning problem and develop global optimization approaches to obtain

bounds on the optimal solution. Section 2.3 presents the numerical results of applying the

spatiotemporal planning approach to two stylized cancer cases. A discussion on the

insights obtained from the results is provided in Section 2.4. Finally, Section 2.5

summarizes the chapter and highlights future research directions.

2.2 Methods

In this section, we �rst develop a mathematical formulation of the spatiotemporal

planning problem and derive a QCQP reformulation that serves as the basis of our solution

methods. We then develop solution approaches that obtain tight lower and upper bounds

on the optimal solution of the reformulation.

2.2.1 Spatiotemporal Planning Formulation

Spatiotemporal planning requires employing evaluation criteria that allow for

assessing the quality of spatiotemporally heterogeneous dose distributions. The concept of

BED has been widely used in the clinic for iso-e�ective dose calculation [20]. More

speci�cally, di�erent fractionation schemes with the same BED value in a given structure

are expected to lead to the same biological damage in that structure. The BED associated

with a fractionation scheme consisting of n treatment fractions, indexed by

i ∈ I = {1, . . . , n}, where a dose of di Gy is administered at fraction i is given by

BED (d; [α/β]) =
∑
i∈I

di

(
1 +

di
[α/β]

)
. (1)

The BED parameter [α/β] (measured in Gy) is a structure-speci�c parameter and

describes the degree of sensitivity to fractionation; the smaller the [α/β], the larger the

fractionation e�ect.

Let T and N be the set of target and normal-tissue structures, respectively, and
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S = T ∪ N be the set of all structures in the relevant anatomy. Also, we let Vs be the set

of voxels in structure s ∈ S with V = ∪s∈SVs. Let b = (bj : j ∈ V) denote the vector of

BED distribution calculated by applying (1) to each voxel. To evaluate the quality of the

BED distribution, we use the equivalent uniform BED (EUBED) criterion, which combines

the BED and the generalized EUD models to calculate a BED value that if delivered

uniformly to a given structure, would lead to the same biological response [21, 22, 23, 24].

More speci�cally, the EUBED of structure s ∈ S with voxel set Vs is calculated as the

generalized mean of the BED distribution in that structure as

EUBED (b; as) =

(
1

|Vs|
∑
j∈Vs

basj

)1/as

, (2)

where as is a structure-speci�c parameter of the EUD model. The value of as has been

estimated for di�erent structures using the clinical outcome data [25, 26, 27]. In particular,

a parameter value of as ∈ (−∞, 0) and as ∈ [1,∞) are often used for target and

normal-tissue structures, respectively. It is also well-known that the special parameter

values of as = 1, as →∞, and as → −∞ correspond to the mean, maximum, and minimum

of the BED distribution, respectively. Depending on the as parameter value, the direct

incorporation of the EUBED criterion into treatment-plan optimization may lead to a

non-convex polynomial optimization problem, which can be di�cult to solve. Therefore, we

will use a well-known approximation of the generalized mean, which has been previously

applied to the EUD criterion in conventional IMRT planning [28, 29, 30]. More speci�cally,

it has been shown that EUD in a target structure can be approximated as the convex

combination between the average and minimum of the dose distribution in that structure.

Similarly, EUD in a normal-tissue structure is approximated as the convex combination

between the average and maximum of the dose distribution in that structure [28]. We

employ a similar approximation scheme to incorporate the EUBED criterion into our
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spatiotemporally integrated planning approach as follows:

Gs (b;λs) =

λs minj∈Vs bj + (1− λs) 1
|Vs|
∑

j∈Vs bj s ∈ T

λs maxj∈Vs bj + (1− λs) 1
|Vs|
∑

j∈Vs bj s ∈ N
(3)

where λs ∈ [0, 1]. Several studies have identi�ed appropriate λs parameter values for

approximating EUD in di�erent structures so that the approximation values calculated for

clinically acceptable dose distribution match the EUD values [28, 31].

2.2.2 EUBED-based formulation

The goal of the spatiotemporal planning approach is to obtain the optimal

fraction-dependent �uence maps that maximize the EUBED in the target volume while

limiting the EUBED in normal-tissue structures to a clinically desired level. This should be

noted that, EUBED-based formulation has the following advantages over voxel-based

penalties: (i) its �exibility to be easily �ne-tuned due to the use of a smaller number of

model parameters; (ii) the reformulation and its convex relaxation are smaller in size; (iii)

EUBED values delivered to the target volume and normal-tissue structures can be in

principle associated with treatment outcomes through tumor control probability (TCP)

and normal-tissue complication probability (NTCP) modeling, respectively. Thus to form

the EUBED-based formulation let xik denote the intensity of beamlet k ∈ K at fraction

i ∈ I. Let dij be the dose deposited in voxel j ∈ V at fraction i, which can be

approximated as dij =
∑

k∈KDkjxik. Here, Dkj is the precomputed dose contribution of

beamlet k ∈ K to voxel j ∈ V under unit beamlet intensity, which is often referred to as the

beamlet dose-deposition coe�cient. The spatiotemporal planning problem can then be

formulated in terms of fraction-dependent beamlet intensities as

max
x

∑
s∈T

γsGs (b;λs) (4)
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subject to

Gs (b;λs) ≤ τs ∀s ∈ N (5)

bj =
∑
i∈I

dij

(
1 +

dij
[α/β]s

)
∀j ∈ Vs, s ∈ S (6)

dij =
∑
k∈K

Dkjxik ∀j ∈ V , i ∈ I (7)

xik ≥ 0 ∀i ∈ I, k ∈ K. (8)

In the formulation above, the objective function maximizes the weighted sum of the

(approximated) EUBED values in all target structures using nonnegative weights

γs (s ∈ T ). The constraints in (5) limit the (approximated) EUBED of normal-tissue

structures s ∈ N to the clinically-desired threshold τs. A similar constraint may be

enforced on a given target structure to protect against the delivery of extremely large BED

values and to encourage the uniformity of the BED distribution if maintaining the

functionality of the target structure is desired. Equations (6) and (7) measure the BED

and the fraction-dependent dose at each individual voxel, respectively. Lastly, the

constraints in (8) enforce the non-negativity of beamlet intensities.

2.2.3 QCQP reformulation

The EUBED approximation functions Gs (s ∈ S) in (4) and (5) have

mathematically inconvenient forms involving the max and min operators. Thus, we �rst

rewrite G in a linear form via introducing auxiliary variables us and ws as

λsus + (1− λs)ws, where us and ws represent the maximum and average dose in

normal-tissue structure s ∈ N and the minimum and average dose in target structure

s ∈ T . This linear representation also requires the addition of the following auxiliary

constraints: bj ≥ us (j ∈ Vs) and 1
|Vs|
∑

j∈Vs bj ≥ ws for all target structures s ∈ T and

bj ≤ us (j ∈ Vs) and 1
|Vs|
∑

j∈Vs bj ≤ ws for all normal-tissue structures s ∈ N . We then

reformulate the spatiotemporal planning problem in (4)�(8) into a QCQP problem. To

that end, we let the aggregate vector y denote all variables in the formulation including
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beamlet intensities x ∈ Rp|K| (where p is the number of distinct dose distributions and |K|

is the number of beamlets) as well as auxiliary variables u,w ∈ R|S|. Hence,

y =
[
x> u>w>

]> ∈ R(p|K|+2|S|). We then substitute the dose variables dij (i ∈ I, j ∈ V) in

(6) using (7) and use the resulting equation to substitute bj (j ∈ V) in the auxiliary

constraints. This yields constraints involving quadratic functions of vector y of the form

y>Qjy + q>j y ≤ 0 (j ∈ V) and y>Qsy + q>s y ≤ 0 (s ∈ S), where Qj and qj are, respectively,

a matrix and a vector with the following form:

Qj =



n1

α/β
D.jD

>
.j

n2

α/β
D.jD

>
.j

. . .

np

α/β
D.jD

>
.j


(p|K|+2|S|)×(p|K|+2|S|)

(9)

and,

qj =
(
n1D

>
.j n2D

>
.j · · · npD

>
.j e

)>
(p|K|+2|S|)

(10)

where D.j is the j-th column of the dose-deposition coe�cient matrix and

e =
(

0 · · · ±1 · · · 0
)
is a coe�cient vector with only one nonzero element

corresponding an auxiliary variable assuming a value of -1 and +1 for the maximum and

minimum auxiliary variables, respectively. Additionally, Q̄s and q̄s are
1
|vs|
∑

j∈sQj and

1
|vs|
∑

j∈s qj for all s ∈ S respectively. Finally, for each structure s ∈ S we let cs be the

coe�cient vector with two non-zero components λs and 1− λs. The QCQP reformulation

can then be written as

max
y≥0

∑
s∈T

γsc
>
s y (11)
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subject to

c>s y ≤ τs ∀s ∈ N (12)

y>Qjy + q>j y ≤ 0 ∀j ∈ V (13)

y>Qsy + q>s y ≤ 0 ∀s ∈ S (14)

The above QCQP reformulation is non-convex in general because the matrices Qj (j ∈ Vs)

and Qs associated with target structures s ∈ T are not positive semi-de�nite. Non-convex

QCQP problems are NP-hard and di�cult to solve with no guarantee to reach global

optimality [32]. Thus, we employ standard global optimization techniques to obtain tight

bounds on the optimal solution to our QCQP reformulation.

2.2.4 Solution Approach

In this section, we develop a global optimization approach to obtain near-optimal

solutions with a guaranteed optimality gap for the QCQP reformulation in (11)�(14). We

start with developing an approach to obtain tight upper bounds on the optimal solution.

We then discuss the method used to generate high-quality feasible solutions (i.e., lower

bounds) for the problem.

2.2.5 Obtaining upper bounds

We obtain an upper bound on the global optimal solution by solving a convex

relaxation of the problem. To that end, we formulate and solve a semi-de�nite

programming (SDP) relaxation of the QCQP reformulation [33]. The quadratic terms

y>Qjy (j ∈ V) (and similarly y>Qsy (s ∈ S)) are equivalent to Tr(y>Qjy), where Tr(·)

denotes the trace of a matrix, and, in turn, Tr(y>Qjy) = Tr(Qjyy
>) (note that for any

two matrices A ∈ Rm×n and B ∈ Rn×m we have tr(AB) = tr(BA)). Substituting yy> with

Y and adding an auxiliary constraint of the form Y = yy>, we can linearize all quadratic

terms in the QCQP reformulation into Tr(QjY ) (j ∈ V), which are linear in Y . The SDP

relaxation is then obtained by relaxing the newly added auxiliary constraint into a positive
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semi-de�nite constraint as follows:

max
Y,y≥0

∑
s∈T

γsc
>
s y (15)

subject to

c>s y ≤ τs ∀s ∈ N (16)

Tr(QjY ) + q>j y ≤ 0 ∀j ∈ V (17)

Tr(Q̄sY ) + q̄>s y ≤ 0 ∀s ∈ S (18)

Y − yy> � 0. (19)

The SDP relaxation in (15)�(19) is convex and can be solved to optimality. The solution

provides an upper bound on the optimal solution of the non-convex QCQP reformulation.

The obtained upper bound can be further improved through adding valid inequalities to

the SDP formulation. In particular, we employ the reformulation linearization technique

(RLT) to generate and add linear cuts to (15)�(19). The RLT approach is based on

deriving valid inequalities on the multiplicative terms Yij = yiyj using the bounds on

variables yi and yj [34]. More speci�cally, if variables yi ∈ [`i, `i] and yj ∈ [`j, `j], then any

feasible values of yi, yj, and Yij must satisfy the following RLT inequalities:

Yij − `jyi − `iyj ≥ −`i`j (20)

Yij − `jyi − `iyj ≥ −`i`j (21)

Yij − `jyi − `iyj ≤ −`i`j (22)

Yij − `jyi − `iyj ≤ −`i`j. (23)

To generate RLT valid inequalities, we need to obtain bounds on all variables including

beamlet-intensity and auxiliary variables. A lower bound of zero is used for all variables

due to the non-negativity constraints. An upper bound on each beamlet intensity is

calculated via setting all other beamlet intensities to zero and obtaining the maximum
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beamlet intensity that does not violate any of the constraints in (5). To obtain an upper

bound on the auxiliary variables us and ws corresponding to normal-tissue structures

s ∈ N , we use the constraints in (5), yielding an upper bound of us ≤ τs/λs and

ws ≤ min {τs/λs, τs/(1− λs)} for the maximum and average auxiliary variable, respectively.

If the constraints in (5) also include target structures s ∈ T , then similar upper bounds can

be obtained for the associated auxiliary variables. In that case, the upper bound obtained

for the average auxiliary variable is also valid for the minimum auxiliary variable.

Otherwise, no RLT constraints involving the auxiliary variables of target structures will be

generated.

2.2.6 Obtaining lower bounds

To obtain lower bounds on the objective value of the non-convex QCQP

reformulation, the interior point optimizer (ipopt) [35] is used to �nd local optimal

solutions to the QCQP problem (the interested reader is referred to [36, 37] for more details

on ipopt). The multi-start approach, where a local search method starts from multiple

randomized initial solutions in order to sample di�erent regions of the solution space [38],

is also tested to possibly improve the quality of the obtained local-optimal solutions.

2.3 Results

In this section, we evaluate the performance of the proposed spatiotemporal

planning approach using two 2-dimensional (2D) stylized cancer cases with di�erent

treatment sites, as shown in Figure 2. We note that it is computationally prohibitive to use

general-purpose SDP solvers to solve the SDP relaxation in (15)�(19) for 3D cancer cases.

Thus, we extract 2D stylized cases from the 3D cancer cases provided in the TG119 test

suite, which are available in the CORT dataset [39].

For both cases, we �rst obtain a temporally invariant plan as a reference plan,

which will be used for comparison purposes (see Section 2.3.1). We then obtain a

spatiotemporal plan by locally solving the QCQP reformulation using the ipopt solver from
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the OPTI toolbox [40] in MATLAB. The obtained locally optimal solution provides a lower

bound on the global optimal solution. We also solve the SDP relaxation of the QCQP

reformulation to obtain an upper bound on the global optimal solution using the SeDuMi

solver [41] from the CVX toolbox [42] in MATLAB. The potential therapeutic gain is

calculated for each case by comparing the target EUBED values associated with the

conventional and spatiotemporal plans. Additionally, sensitivity analysis is performed to

study the dependence of the potential therapeutic gain on di�erent parameters of the

spatiotemporal plans.

(a) Treatment site 1 (b) Treatment site 2

Figure 2: 2D stylized cancer cases used for performance evaluation

2.3.1 Generating conventional IMRT plans

To obtain temporally invariant plans for comparison purposes, we substitute

EUBED in the formulation (4)�(8) with EUD, which has been traditionally used as a

treatment-plan evaluation criterion in FMO to modulate the spatial dose distribution

[43, 44, 45, 46]. Hence, we remove equation (6) and apply the approximation scheme

similar to the one in (3) to linearize the EUD equation. This yields a linear programming

(LP) formulation with temporally invariant beamlet intensities, which can be e�ciently

solved to optimality using any convex programming solver. We note that even without the

approximation scheme, the EUD-based formulation still gives rise to a convex programming

problem. This is because the EUD function is convex for normal-tissue structures

(as ≥ 1, s ∈ N ) and concave for target structures (as < 0, s ∈ T ) [47], and thus the

18



corresponding optimization problem maximizes a concave function subject to convex

constraints, which is a convex programming problem. Moreover, the EUD-based

conventional planning approach based on the approximation scheme has not only been

successfully developed and tested in the literature (see, e.g., [28, 29, 30]), but also simpli�es

the comparison between the spatiotemporal and conventional planning approaches

presented in this study.

2.3.2 Computational results for Treatment site 1

This 2D stylized cancer case consists of an axial CT slice resembling the prostate

treatment site, as shown in Figure 2. Seven equi-spaced one-dimensional beams are

considered by extracting the central beamlet row at each beam angle. Other speci�cations

and parameter values associated with this case are shown in Table 1.

Table 1: Speci�cations and parameter values of Treatment site 1

Parameter Value(s)
Number of total voxels (|V|) 5105
Number of Prostate voxels 97
Number of Body voxels 4919
Number of Rectum voxels 67
Number of Bladder voxels 22
Prostate α/β ratio 1.5 (Gy)
Body α/β ratio 3 (Gy)
Rectum α/β ratio 3 (Gy)
Bladder α/β ratio 5 (Gy)
Number of beams 7
Beam angles {0, 51.4, 102.8, 154.2, 205.7, 257.1, 308.5}
Number of beamlets (|K|) 44
EUD threshold for Prostate 75 (Gy)
EUD threshold for Body 60 (Gy)
EUD threshold for Rectum 50 (Gy)
EUD threshold for Bladder 50 (Gy)
Total number of fractions (|I|) {6, 30}
Min-Mean coe�cient for Prostate {0.1, 0.3, 0.5, 0.7, 0.9}
Max-Mean coe�cient λ for Prostate 0.7
Max-Mean coe�cient λ for Body 0.8
Max-Mean coe�cient λ for Rectum 0.9
Max-Mean coe�cient λ for Bladder 0.9

Here, we report on the temporally invariant and the spatiotemporal plans obtained

for Treatment site 1. To encourage the uniformity of the BED distribution in the prostate

and to protect against extremely large BED values, the prostate is also considered as a
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critical structure where the (approximated) EUBED is limited to a desired threshold.

2.3.3 Optimality bounds on spatiotemporal plans

We start by solving the EUD-based FMO problem to generate a conventional plan

using a hypo-fractionated scheme (|I| = 6). Note that the optimality of hypo-fractionated

schemes for relatively small values of the target α/β ratio has been previously established

by other studies in the literature (see, e.g., [12, 13]). Figure 3 shows the dose-wash diagram

and the dose-volume histogram (DVH) of the conventional plan.

(a) Dose-wash diagrams

Body

Bladder

Rectum

Prostote

0

10

20

30

40

50

60

70

80

90

100

0 10 20 30 40 50 60 70 80

V
o

lu
m

e
 (

%
)

Dose (Gy)

(b) Dose-volume histogram

Figure 3: The dose distribution of the temporally invariant plan for Treatment site 1 obtained using EUD-
based FMO with six fractions and λ = 0.9 for the target volume

The target EUBED of the temporally invariant dose distribution is 501.93 Gy1.5

using approximate EUBED formula in Equation (3). In order to perform a fair comparison

between the conventional and new methods, we calculate the EUBED delivered by the

conventional plan to each normal-tissue structure in a similar way via equation (3) and use

that as the right-hand side of the constraints in (5) to obtain the spatiotemporal plan. If

not for comparison, an alternative choice for the right-hand side of EUBED constraints is

the use of EUBED values that are associated with a clinically acceptable normal-tissue

complication probability.

Now considering two distinct dose distributions delivered at 3 fractions each, we

obtain a spatiotemporal plan with a target EUBED of 551.98 Gy1.5� a 9.9% gain over the

temporally invariant plan. Figures 4(a)�4(c) show the dose-wash diagrams corresponding
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to each of the two distinct dose distributions as well as their cumulative dose distribution.

One can observe that each dose distribution of the spatiotemporal plan focuses on a

di�erent subregion of the target volume while delivering a relatively low dose to

normal-tissue structures. Figure 4(d) compares the BED distribution associated with

spatiotemporal and conventional plans using the BED volume histogram (BEDVH).

(a) Dose distribution 1 (b) Dose distribution 2

(c) Cumulative dose
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(d) BEDVH

Figure 4: Spatiotemporal plan obtained for Treatment site 1 using λ = 0.9 and α/β = 1.5 Gy for the target
volume with six fractions and two distinct dose distributions: (a)�(c) dose-wash diagrams of the two distinct
dose distributions and the cumulative dose; (d) comparing the BEDVH of the spatiotemporal plan (solid)
against the temporally invariant plan (dashed)

The �gure shows that the BED distributions in normal-tissue structures are similar

between the two plans. However, the BED distribution in the target structure is

substantially improved as a result of allowing for two distinct dose distributions. We also

solve the SDP relaxation in (15)�(19) to obtain an upper bound on the potential

therapeutic gain that can be achieved as a result of using two distinct dose distributions.

Note that no spatiotemporal plan can ever provide a target EUBED improvement
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exceeding the bound speci�ed by the SDP relaxation solution. The SDP relaxation is solved

both with and without the RLT cuts, yielding 610.78 and 581.03 respectively. This shows

the e�ectiveness of RLT cuts in improving the quality of the obtained upper bound. The

upper bounds reported in the rest of this section are obtained with the RLT cuts included.

2.3.4 Sensitivity analysis

In this section, we report on the sensitivity of the obtained results to the parameter

values used for Treatment site 1. We start by investigating the impact of the number of

distinct dose distributions used in the spatiotemporal plan. Figure 5 shows the trade-o�

between the the number of distinct dose distributions, denoted by p, and the resulting

target EUBED improvement under di�erent λ values for both hypo- and standard

fractionation schemes. Note that λ ∈ [0, 1] is the min-mean coe�cient of the target

EUBED approximation; λ values close to one put more emphasis on the minimum target

BED, whereas values close to zero favor the average target BED. The �gure shows that

spatiotemporal plans are more e�ective in improving upon the minimum target BED. One

can observe that increasing the number of distinct dose distributions improves the target

EUBED gain; however, the observed gain appears to have a diminishing return over p.
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(a) Hypo-fractionation
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(b) Standard fractionation

Figure 5: Trade-o� between the number of distinct dose distributions used and the resulting gain in target
EUBED over the conventional plan for Treatment site 1

Next, we analyze changes in the radio-biological parameters of normal-tissue
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structures. In particular, we varied the α/β ratio of each structure individually over values

in {α/β ± 2, α/β ± 1} while keeping other model parameters unchanged. The results are

reported in Table 2. The results show that the EUBED gain achieved by the

spatiotemporal plan appears to be less sensitive to changes in the normal-tissue structures

α/β ratios compared to the target.

Table 2: Sensitivity analysis of normal-tissue structures α/β ratios for Treatment site 1

Body

α/β − 2 α/β − 1 α/β α/β + 1 α/β + 2
Conventional 501.93 501.93 501.93 501.93 501.93
Spatiotemporal 558.49 558.49 551.98 558.49 552.08
EUBED gain(%) 11.3 11.3 10.0 11.3 10.0

Rectum

α/β − 2 α/β − 1 α/β α/β + 1 α/β + 2
Conventional 501.93 501.93 501.93 501.93 501.93
Spatiotemporal 550.05 562.02 551.98 562.02 562.86
EUBED gain(%) 9.6 12.0 10.0 12.0 12.1

Bladder

α/β − 2 α/β − 1 α/β α/β + 1 α/β + 2
Conventional 501.93 501.93 501.93 501.93 501.93
Spatiotemporal 551.86 553.69 551.98 556.86 561.42
EUBED gain(%) 9.9 10.3 10.0 10.9 11.9

A sensitivity analysis on changes in right-hand sides of EUBED formulation also has

been done and results are provided in Table 3. These results indicate that, changes to

EUBED thresholds lead to approximately similar changes in the target EUBED.

Table 3: Sensitivity analysis of right-hand sides of normal-tissue structures EUBED constraints for Treat-
ment site 1

Percentage change(%) -20 -10 0 10 20
Target EUBED (Gy) 437.61 490.43 551.98 616.91 659.60
Deviation (%) -20.7 -11.2 0.0 11.8 19.5

Lastly, Table 4 shows the optimality gap, calculated as the relative di�erence

between the upper and lower bounds on the target EUBED using di�erent λ values. The

table shows that tight bounds on the global optimal solution are provided over di�erent λ

and p values. It is computationally prohibitive to solve the SDP relaxation with more than

three distinct dose distributions using the SeDuMi solver. Figure 6 compares the potential

therapeutic gain obtained by the locally optimal spatiotemporal plan against the upper

bound provided by the SDP relaxation using 2 and 3 distinct dose distributions with hypo-

and standard fractionation schemes.
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Table 4: Sensitivity of obtained optimality gap (%) to the min-mean coe�cient λ for Treatment site 1 for
hypo- and standard fractionation schemes

hypo-fractionation standard fractionation
λ 0.1 0.3 0.5 0.7 0.9 0.1 0.3 0.5 0.7 0.9
p = 2 5.7 5.6 5.8 4.8 5.3 4.6 5.1 6.0 5.5 5.8
p = 3 5.8 6.0 6.2 5.6 6.5 5.5 5.9 6.4 6.0 5.4

HF (p = 2) HF (p = 3) SF (p = 2) SF (p = 3)
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Figure 6: Target EUBED gains and corresponding SDP bounds obtained by hypo-fractionated (HF) and
standard fractionated (SF) spatiotemporal plans using λ = 0.9

2.3.5 Treatment site 2

This case consists of a 2D axial CT slice with a C-shaped �Target�, a critical

structure �Core�, and the unclassi�ed normal tissue �Body�, as shown in Figure 1. The case

speci�cations along with other model parameters are provided in Table 5.

Table 5: Speci�cations and parameter values of Treatment site 2

Parameter Value(s)
Number of total voxels (|V|) 5059
Number of Target voxels 235
Number of Body voxels 4792
Number of Core voxels 32
Target α/β ratio {2, 10} (Gy)
Body α/β ratio 3 (Gy)
Core α/β ratio 4 (Gy)
Number of beams 7
Beam angles {0, 51.4, 102.8, 154.2, 205.7, 257.1, 308.5}
Number of beamlets (|K|) 56
EUD threshold for Body 70 (Gy)
EUD threshold for Core 60 (Gy)
Total number of fractions (|I|) {6, 30}
Min-Mean coe�cient λ for Target {0.1, 0.3, 0.5, 0.7, 0.9}
Max-Mean coe�cient λ for Body 0.7
Max-Mean coe�cient λ for Core 0.8
Max-Mean coe�cient λ for Target 0.7
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2.3.6 Optimality bounds on spatiotemporal plans

Figure 8 shows the dose-wash diagrams and the DVH associated with a temporally

invariant plan for Treatment site 2 obtained using the EUD-based FMO approach with a

target α/β ratio of 2 Gy and a hypo-fractioned scheme with six fractions.

(a) Dose wash diagrams
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(b) Dose volume histogram

Figure 7: The dose distribution of the temporally invariant plan obtained for Treatment site 2 using EUD-
based planning with six fractions and λ = 0.9

We calculate the EUBED delivered by the conventional plan to normal-tissue

structures to be used as the right-hand side of the constraints in (5). Similar to Treatment

site 1, a locally optimal spatiotemporal plan with two distinct dose distributions is

obtained by solving the QCQP reformulation, which yields a target EUBED of 495.17 Gy2�

a 5.1% gain over the conventional plan. Figure 8 illustrates the dose-wash diagrams of the

spatiotemporal plan as well as a comparison between the BEDVH of the spatiotemporal

and termporally invariant plans. The solution to the SDP relaxation provides an upper

bound of 520.38. The obtained lower and upper bounds yield an optimality gap of 5.1%.

2.3.7 Sensitivity analysis

Figure 9 shows the trade-o� between the number of distinct dose distributions

employed and the resulting target EUBED improvement under di�erent λ values for both

hypo- and standard fractionation schemes using target α/β ratios of 2 and 10 Gy. One can

observe that the extent of the target EUBED improvement depends on the target α/β
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ratio; the smaller the ratio, the larger the gain. However, the fractionation scheme does not

signi�cantly impact the target EUBED improvement.

(a) Dose distribution 1 (b) Dose distribution 2

(c) Cumulative dose
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Figure 8: Spatiotemporal plan obtained for Treatment site 2 using λ = 0.9 and α/β = 2 Gy for the target
volume with six fractions and two distinct dose distributions: (a)�(c): dose-wash diagrams of the two distinct
dose distributions and the cumulative dose; (d): comparing the BEDVH of the spatiotemporal plan (solid)
against the temporally invariant plan (dashed)

Similar to what we have done for Treatment site 1, here we do a sensitivity analysis

with respect to changes in α/β ratios of normal structures and results are provided in

Tables 6. Similarly, the amount of observed Target EUBED gain using spatiotemporal plan

remains approximately unchanged.

Next, we investigate the changes in right-hand sides of EUBED formulation for this

Treatment site for both Target α/β ratios as well, and results (provided in Table 7) show

quiet the same pattern as Treatment site 1. Table 8 shows the sensitivity of the obtained

optimality gap to the λ values under two di�erent target α/β ratios of 2 and 10 Gy,

suggesting a robust optimality bound across all values.
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Table 6: Sensitivity analysis of normal-tissue structures α/β ratios for tumor site 2

Body

α/β − 2 α/β − 1 α/β α/β + 1 α/β + 2
Conventional 471.06 471.06 471.06 471.06 471.06
Spatiotemporal 492.98 493.77 495.36 497.04 498.97
EUBED gain(%) 4.7 4.8 5.2 5.5 5.9

Core

α/β − 2 α/β − 1 α/β α/β + 1 α/β + 2
Conventional 471.06 471.06 471.06 471.06 471.06
Spatiotemporal 495.34 495.87 495.36 495.87 494.86
EUBED gain(%) 5.2 5.3 5.2 5.3 5.1

Table 7: Sensitivity analysis of right-hand sides of normal-tissue structures EUBED constraints for Treat-
ment site 2

Percentage change (%) -20 -10 0 10 20

α/β = 2
Target EUBED (Gy) 393.76 444.51 495.36 546.28 597.28
Deviation (%) -20.5 -10.3 0.0 10.3 20.6

α/β = 10
Target EUBED (Gy) 126.40 140.58 153.96 168.42 182.18
Deviation (%) -17.9 -8.7 0.0 9.4 18.3

Table 8: Sensitivity of obtained optimality gap (%) to the min-mean coe�cient λ for Treatment site 2 under
di�erent target α/β ratios and fractionation schemes

hypo-fractionation standard fractionation
λ 0.1 0.3 0.5 0.7 0.9 0.1 0.3 0.5 0.7 0.9

α/β = 2
p = 2 2.3 3.0 3.7 4.4 5.1 3.7 5.2 5.1 5.1 5.3
p = 3 2.1 3.1 3.8 4.7 5.2 3.7 4.5 5.5 5.6 3.3

α/β = 10
p = 2 1.7 1.2 1.9 2.4 2.2 0.5 0.8 0.6 0.7 0.8
p = 3 2.0 1.6 2.1 2.7 2.5 0.9 1.1 1.0 0.8 1.2

Next, we analyze the impact of the fractionation scheme on the potential

therapeutic bene�t of spatiotemporal plans. To that end, we consider a spatiotemporal

plan delivering two distinct dose distributions with a varying number of fractions. We let

n1 and n2 be the number of fractions assigned to dose distribution 1 and 2, respectively.

We obtain the target EUBED for all combinations of (n1, n2) with the total number of

fractions n1 + n2 ranging between 1 to 30. The target EUBED corresponding to each

combination are shown in Figure 10. The maximum target EUBED values are obtained at

(n1, n2) = (1, 1) for α/β = 2 and at (n1, n2) = (15, 15) for α/β = 10. As it can be seen, in

the case of α/β = 10 Gy, there is an increasing relationship between the target EUBED

and the total number of fractions used; However this relationship is not as clear for the

case of α/β = 2 Gy. Speci�cally, it appears that in addition to the number of fractions

employed, the symmetry of the fractionation scheme (i.e., n1 = n2) plays a role particularly
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when n1 + n2 ≤ 6. For instance, based on Figure 10(a), the target EUBED obtained by the

hypo-fractionated plan with (n1, n2) = (2, 2) is larger than the target EUBED of the plan

with (n1, n2) = (2, 1) and smaller than that of the plan with (n1, n2) = (1, 1). For

n1 + n2 > 6, a general decreasing relationship between the target EUBED and number of

fractions used can be observed in the majority of cases. We note that these graphs are

based on locally optimal spatiotemporal plans and thus the corresponding target EUBED

values may not be necessarily global optimal.
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(a) Hypo-fractionation with α/β = 2
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(b) Standard fractionation with α/β = 2
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(c) Hypo-fractionation with α/β = 10
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(d) Standard fractionation with α/β = 10

Figure 9: Trade-o� between the number of distinct dose distributions used and the resulting gain in target
EUBED over the temporally invariant plan for Treatment site 2

We investigate the impact of the number of incident beams on the EUBED gain of

spatiotemporal plans. Table 9 compares the percentage improvement of the target EUBED

obtained by the spatiotemporal plan using di�erent numbers of beam angles. For both
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target α/β ratios, no signi�cant target EUBED improvement is observed as a result of

increasing the number of beam angles.

(a) α/β = 2 (b) α/β = 10

Figure 10: Target EUBED values obtained by spatiotemporal plans with two distinct dose distributions
(p = 2) delivered over di�erent combinations of fractions (n1, n2) with n1 + n2 ≤ 30 and λ = 0.9. The
column with n2 = 0 corresponds to temporally invariant conventional plans.

Table 9: Target EUBED improvement obtained from a spatiotemporal plan with two distinct dose distri-
butions (p = 2) delivered in six fractions using various number of beam angles and λ = 0.7

Plan Type
Number of Beams

5 7 10 15 20

α/β = 2
conventional 438.55 452.73 448.43 460.56 465.34
spatiotemporal 453.74 468.15 460.24 476.78 480.28
EUBED gain (%) 3.5 3.4 2.6 3.5 3.2

α/β = 10
conventional 140.97 144.75 143.61 146.82 148.09
spatiotemporal 143.20 146.75 145.91 149.24 150.31
EUBED gain (%) 1.6 1.4 1.6 1.6 1.5

We note that in this study we did not include any �uence-map smoothing

constraints in our formulations due to the use of 2D stylized cases in which each incident

beam consists of only a single beamlet row. Moreover, spatiotemporal planning favors

time-variant IMRT plans that irradiate di�erent parts of the target volume in di�erent

fractions while delivering a low uniform dose to organs at risk. This may require more
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complex �uence maps with larger sum-of-positive-gradients (SPG) values. In fact, the

Table 10 compares the complexity of fraction-dependent �uence maps in the

spatiotemporal versus conventional IMRT plans, suggesting a 47.8% and 79.8% increase in

the average SPG value when using two and three distinct dose distributions, respectively.

Table 10: SPG values per beam for conventional plan and spatiotemporal plans for Treatment site 2

Beam # 1 2 3 4 5 6 7 Total SPG
Conventional 3.6 3.8 2.8 8.6 8.6 3.8 6.6 37.8
Spatiotemporal dose 1 3.5 5.1 7.6 10.9 15.9 8.0 10.5 61.5
(p = 2) dose 2 3.6 3.4 10.1 6.6 10.5 4.3 11.7 50.2

Average 3.6 4.3 8.9 8.8 13.2 6.2 11.1 55.9
Spatiotemporal dose 1 7.0 4.8 15.3 9.2 15.4 6.7 7.7 66.1
(p = 3) dose 2 2.6 2.6 1.1 7.9 16.2 13.0 7.4 50.8

dose 3 4.3 2.1 15.3 20.2 10.9 18.4 16.0 87.2
Average 4.6 3.2 10.6 12.4 14.2 12.7 10.4 68.0

To investigate the impact of enforcing �unece-map smoothing constraints on the

potential therapeutic gain achieved from spatiotemporal planning, we add commonly used

linear constraints of the form ub(ε)xi ≤ 0 (see e.g., [48]) to the formulation (4)�(8) in which

ub(ε) is a block matrix of 0, 1− ε, and −1 + ε. The constraint limits the relative di�erence

between the intensity of every two consecutive beamlets in beam b ∈ B. We then solve the

new formulation for di�erent values of ε ∈ [0, 1], where ε = 0 ensures a uniform �uence map

(with minimal complexity) and ε = 1 corresponds to the original formulation without any

constraint on the �uence-map complexity. Figure 11 shows the relationship between the

spatiotemporal gain in target EUBED and the ε value, respectively. The �gure suggests

that more complex �uence maps are required in order to fully realize the bene�t of

spatiotemporal gain.

2.4 Discussion

In this section, we highlight the insights gained from the proof-of-concept study and

discuss the main factors that may impact the potential therapeutic gain of spatiotemporal

planning.
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Figure 11: Relationship between smoothing parameter (ε) and Target EUBED gain for Treatment site 2
with Target α/β = 2 Gy

Spatiotemporal planning exploits the fractionation e�ect to a greater extent than

conventional planning. By varying the dose distribution over di�erent fractions,

spatiotemporal planning aims to deliver a large dose to sub regions of the target in as few

fractions as possible while ensuring the dose to critical structures is divided across all

fractions. This is to ensure a small fractionation e�ect in the target region while achieving

a large fractionation e�ect in the critical structures, which, in turn, yields an escalated

target BED distribution without increasing the BED in the critical structures. Note that

this is only possible if the dose distribution is altered over the course of the treatment.

Furthermore, the division of the target volume into subregions for spatiotempoal planning

is not based on a prede�ned basis and depends on the tumor site. This highlights the

important role of mathematical optimization in identifying appropriate spatiotemporal

modulation of the dose for individual cancer patients.

The potential therapeutic gain depends on the treatment site and the corresponding

radio-biological parameters. Comparing the two stylized cases considered in the

proof-of-concept study, it appears that the extent of the EUBED gain depends on the

treatment site and, in particular, the tumor site. A target EUBED improvement as large as

20% was observed for the stylized prostate case compared to 10% for the C-shaped target
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case. Also, the target [α/β] ratio has a signi�cant impact on the potential gain; numerical

results suggest that spatiotemporal planning leads to a higher potential gain in tumors

with smaller [α/β] ratios.

Spatiotemporal planning may be used to escalate the minimum target BED. Numerical

experiments show that the EUBED approximation parameter λ has a major impact on the

observed target EUBED improvement in both stylized cancer cases. In particular,

spatiotemporal planning improves the minimum of the target BED distribution to a larger

extent than the mean of the BED distribution. This suggests that spatiotemporal planning

may be used to safely boost the minimum target BED without increasing the risk of

radiation-induced toxicity in critical structures.

The potential therapeutic gain has a diminishing return on the frequency of dose alterations.

The trade-o� between the number of distinct dose distributions employed and the target

EUBED improvement suggests a diminishing-return property. To fully exploit the potential

therapeutic gain of spatiotemporal planning for the two stylized cases studied here, 3�4

distinct dose distributions appear to be su�cient.

Treatment sites with moderate local control rates may bene�t the most from spatiotemporal

planning. The proof-of-concept study shows an up to 20% improvement in the target

EUBED for the stylized cancer cases. Due to the sigmoidal shape of the tumor control

probability (TCP) as a function of the target BED [49], this improvement may signi�cantly

enhance TCP particularly for treatment sites that currently have a moderate local tumor

control rate such as lung and liver cancers [4].

SDP relaxation provides tight optimality bounds for the spatiotemporal planning problem.

The proposed spatiotmeporal planning approach requires solving a non-convex QCQP

problem for which global optimization techniques are used. In particular, the SDP

relaxation of the QCQP problem is solved to obtain optimality bounds on local-optimal

spatiotemporal plans. The numerical results for the 2D stylized cancer cases show that a
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tight optimality bound of around 5% can be achieved using this approach. These results

suggest that for the 2D stylized cancer cases considered in this study, the locally optimal

spatiotemporal plans obtained by ipopt are close to the global optimal solution.

2.5 Conclusion

In this study, a mathematical framework for spatiotemporal planning was developed

using the concept of EUBED. The resulting spatiotemporal planning problem is

non-convex in general and requires the application of global optimization techniques to

obtain tight bounds on the global optimal solution. The proposed solution approach �nds

locally optimal spatiotemporal plans along with optimality bounds that can be used to

assess the proximity of the found solutions to the global optimum. The performance of the

framework was tested on 2D stylized cancer cases by comparing spatiotemporal plans

against conventional plans obtained using EUD-based planning. The results validate that

spatiotemporal plans can improve the target EUBED up to 20% over the conventional

plans. The observed EUBED gain depends on the number of distinct dose distributions

employed as well as anatomical and radio-biological parameters. It is computationally

prohibitive to solve the SDP relaxation for 3D clinical cancer cases or for even the stylized

cases if more than three distinct dose distributions are allowed using general-purpose SDP

solvers. This suggests the need for the development of specialized SDP solution approaches

to solve large-scale instances. Future research will extend this framework by developing

customized solution methods that exploit the problem structure to obtain spatiotemporal

plans with optimality bounds for clinical 3D cancer cases.
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CHAPTER III

INCORPORATING SPATIOTEMPORAL FRACTIONATION

INTO IMRT PLAN OPTIMIZATION

3.1 Introduction

The main goal of radiotherapy is to deliver a therapeutic dose of radiation to the

clinical target volume in order to eradicate cancer cells while sparing the surrounding

healthy tissue to the largest extent possible. As the radiation beam passes through the

patient's body, it damages both cancerous and healthy cells along its path; thus,

radiotherapy plans must be carefully designed to maximize the chance of tumor eradication

while minimizing the risk of normal-tissue side e�ects resulting from the treatment [50].

Intensity-modulated radiotherapy (IMRT) is one of the most common forms of photon

therapy, which uses a multi-leaf collimator (MLC) system to modulate the shape and

intensity of radiation beams [51]. In IMRT, each beam is discretized into smaller beams,

called beamlets, whose intensities are individually adjustable by using the MLC. The goal

of IMRT planning is to �nd the optimal beamlet intensities, referred to as a �uence map,

at each incident beam in order to yield a clinically desired dose distribution that delivers

the prescribed dose to the target volume and at the same time preserves the functionality

of nearby normal tissue and critical structures. This is achieved through formulating and

solving a mathematical optimization problem known as �uence-map optimization (FMO).

IMRT plans are typically delivered in daily fractions over the course of one to

several weeks, where a fraction of the prescribed dose is delivered at every treatment

session. This is mainly motivated by the so-called fractionation e�ect, where cells can

survive a larger total radiation dose if the radiation is delivered in daily fractions. Though

the fractionation e�ect is bene�cial to preserving normal tissue, it may adversely impact
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the fraction of tumor cells killed. However, because the fractionation e�ect in a majority of

tumors is smaller than the normal tissue, fractionated radiotherapy is routinely used in the

clinic to safely deliver larger prescription dose values that would not be possible otherwise.

The fractionation scheme, that is, the number of treatment sessions and the dose delivered

per fraction, is evaluated using the concept of biologically e�ective dose (BED), which is

clinically used to quantify the fractionation e�ect for iso-e�ective dose calculations [52, 20].

More speci�cally, two fractionation schemes with identical BED values are expected to

cause the same biological damage in a structure, irrespective of the number of fractions

used and the dose delivered per fraction.

Traditionally, the fractionation decision and the FMO problem have been handled

independently. The solution to the FMO problem determines the set of �uence maps for

the incident beams and the resulting spatial dose distribution. The fractionation decision

then involves �nding the fractionation scheme to deliver the given spatial dose distribution.

In particular, relatively recently, some studies have proposed mathematical methods to

determine the fractionation scheme that optimizes the BED delivered to the target and

normal tissue [11, 12, 14]. Some recent studies have integrated the fractionation decision

into the FMO problem by simultaneously optimizing for the spatial dose distribution and

the fractionation scheme [17].

According to the American Cancer [1], the �ve-year survival rate for some treatment

sites such as liver and lung cancers is as low as 31% and 56%, respectively. There is a need

to further increase the probability of tumor control in a safe manner without increasing the

complication risk in surrounding critical structures. In principle, one may increase the

tumor control probability without increasing the risk of normal-tissue complications, or

alternatively reduce the normal-tissue complication risk without compromising the tumor

control probability, by selectively reducing the fractionation e�ect in the target volume.

Recently, it has been shown that this selective reduction of the fractionation e�ect

may be achieved by altering the spatial dose distribution across fractions [6, 7]. This new

IMRT planning paradigm is known as spatiotemporal fractionation in which
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fraction-dependent dose distributions are used to primarily irradiate a speci�c subregion of

the target volume at each treatment session while maintaining a low dose in the normal

tissue. In that case, a majority of the prescription dose for each subregion of the target

volume will be delivered in a single or a few fractions, thus reducing the fractionation e�ect

in the target. Meanwhile, the fraction-dependent dose distributions will each deposit a low

dose in the normal tissue, thus allowing the normal tissue to bene�t from the fractionation

e�ect. Note that this can only be achieved if the dose distribution is varied across

treatment fractions.

Early e�orts in spatiotemporal fractionation focused on the proof-of-concept

illustration of altering the spatial dose distribution across treatment fractions to enhance

the therapeutic ratio (BED di�erential between target and dose-limiting critical structure)

[53]. [6] showed that a potential therapeutic bene�t may be achieved if intensity-modulated

proton therapy (IMPT) plans are spatiotemporally fractionated. In particular, they

formulated the IMPT planning problem with fraction-dependent �uence maps to penalize

deviations of the BED distribution in the target volume from a clinically prescribed value

while also minimizing the average BED delivered to the critical structures. They then

applied an L-BFGS Quasi-Newton method to solve the formulation. Results showed that

spatiotemporal fractionation led to a reduction in the mean BED delivered to the critical

structures while maintaining the same target coverage, compared to conventional

fractionation. [54] showed the use of spatiotemporal fractionation to escalate the BED

delivered to liver cancers in stereotactic body radiotherapy (SBRT). They used a BED-based

formulation to penalize deviations of the BED distribution in di�erent structures from the

clinically desired threshold values. They applied their method to �ve liver cancer patients,

and the results showed an increase of 10-20% in the ratio of the prescribed tumor BED

over the mean BED in the healthy liver. [19] proposed a heuristic solution approach using

model predictive control to optimize spatiotemporally fractionated plans for IMRT. Their

formulation aims at maximizing the BED equivalence of the mean dose delivered to the

target volume. Using �ve di�erent head-and-neck test cases, they reported a 2-5% gain in
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tumor BED using spatiotemporally fractionated plans compared to conventional plans.

[55] proposed a BED-based formulation to minimize the average BED in the liver

while ensuring the delivery of the prescribed BED to the target volume in IMRT. To test

their formulation, they used individual computed tomography (CT) slices of clinical liver

cancer cases to construct two-dimensional (2D) test instances. They used general-purpose

solvers to solve the arising non-convex quadratically constrained quadratic programming

(QCQP) problem to local optimality. They showed the quality of their local solutions by

providing optimality bounds using solutions to the semi-de�nite programming (SDP)

relaxation of the QCQP formulation. The results showed a reduction of 15-20% in the

mean BED in healthy liver over conventional plans. In an independent attempt, [56]

proposed a new formulation to incorporate spatiotemporal fractionation into FMO by

employing a treatment-plan evaluation criterion that measures the quality of the BED

distribution in each structure, known as equivalent-uniform BED (EUBED). The

treatment planning problem was then reformulated as a quadratically constrained

programming (QCP) problem, which is non-convex in general. The QCP reformulation was

locally solved using convex optimization techniques. The quality of the obtained solutions

were evaluated using optimality bounds obtained by solving the SDP relaxation of the

QCP reformulation. For the proof-of-concept illustration, we employed general-purpose

solvers to solve the QCP reformulation and its SDP relaxation using 2D stylized cancer

cases. Nevertheless, obtaining spatiotemporally fractionated plans with optimality bounds

for clinical cancer cases remains computationally challenging due to the non-convex and

large-scale nature of the optimization problems.

In this study, we aim to extend our previous work by developing tailored solution

methods to �nd spatiotemporally fractionted IMRT plans with optimality bounds for

clinical cases. To achieve this goal, a constraint generation framework has been developed

to handle the large number of quadratic constraints present in the formulation, where at

each iteration a relaxed problem with only a subset of constraints is solved and the most

violated constraint(s) are then identi�ed and added sequentially. Additionally, within the
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constraint generation framework, sequential linear/quadratic programming methods are

used to solve the relaxed problems at each iteration e�ciently. To obtain optimality

bounds, we formulate and solve the Lagrangian relaxation of the QCP problem by

reformulating it as an SDP problem and solving it using a cutting-plane method embedded

in a column-generation framework. The proposed approaches are tested on two clinical

cancer cases to evaluate the computational performance and to quantify the extent of

potential therapeutic bene�t that can be achieved from spatiotemporal fractionation. The

main contributions of the study are as follows:

� An optimization framework is proposed to obtain spatiotemporally fractionated

radiotherapy plans for clinical cases, aimed at altering the spatial dose distribution

during the course of the treatment.

� A tailored constraint-generation method is developed to �nd local solutions to

large-scale QCP formulation arising in spatiotemporal fractionation.

� A specialized column-generation method is developed to solve the Lagrangian

relaxation of the QCP problem in order to obtain optimality bounds for

spatiotemporal fractionation.

The remainder of this paper is organized as follows. In Section 3.2, we present the

notation and a BED-based formulation for spatiotemporally fractionated IMRT planning.

In Sections 3.3 and 3.3.6, we develop tailored solution methods to obtain local optimal

solutions along with optimality bounds. Section 3.4 presents the numerical results of

applying the proposed spatiotemporal fractionation approach to two de-identi�ed clinical

cancer cases. A discussion on the insights obtained from the results is provided in Section

3.5. Finally, Section 3.6 summarizes the paper and highlights future research directions.

3.2 Problem Formulation

In this section, we �rst introduce the notation and then incorporate spatiotemporal

fractionation into the FMO problem. The resulting treatment-plan optimization problem is
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then reformulated as a QCP problem, which serves as the basis for solution method

development.

Given a prespeci�ed set of beam angles, each beam is discretized into a set of

beamlets indexed by i ∈ I the intensities of which are individually adjustable. We let xi be

the intensity of beamlet i ∈ I. The set of relevant structures in the patient's anatomy is

indexed by s ∈ S, where the subsets C, T ⊆ S denote the set of all critical and target

structures, respectively. To evaluate the dose delivered to each structure by the IMRT

plan, we conceptually discretize the relevant anatomy into a �ne grid of three-dimensional

cubes, which are called voxels. The set of voxels in structure s ∈ S is identi�ed and indexed

by v ∈ Vs. Also, we let V =
⋃
s∈S Vs be the set of all voxels in the relevant anatomy. The

dose (measured in Gy) delivered to voxel v ∈ V , denoted by dv, can be approximated as

dv =
∑
i∈I

Divxi (24)

where Div is the amount of deposited dose in voxel v from beamlet i under unit intensity,

which is the so-called dose-deposition coe�cient. The dose calculated using Equation (24)

is often referred to as the physical dose, the spatial distribution in the relevant anatomy of

which is optimized in conventional FMO. This is based on the assumption that the beamlet

intensities do not vary across fractions. However, in spatiotemporal fractionation, we aim

at varying the dose received by voxel v over fractions. In that case, one has to consider the

biological impact associated with the fractionation e�ect resulting from dose variation in

voxel v. More speci�cally, consider a fractionation scheme with a pre-speci�ed total

number of sessions indexed by n ∈ N in which a physical dose of dnv is delivered to voxel v

in fraction n. To account for the fractionation e�ect, we calculate the BED in voxel v,

denoted by bv, as

bv =
∑
n∈N

dnv

(
1 +

dnv
[α/β]

)
, (25)

which is referred to as the biological dose. In the equation above, [α/β] (measured in Gy) is

a structure-speci�c parameter and describes the degree of sensitivity of a structure to
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fractionation [57]. We note that when applied to the target structures, the BED model

typically includes an additional term to account for tumor repopulation, which depends on

the total duration of the treatment course [20]. Because the total number of treatment

fractions, i.e., cardinality of set N , is �xed in this study, the repopulation term in the BED

model will be constant and thus is not considered.

A collection of structure-based evaluation criteria, denoted by

Fs : R|Vs| → R (s ∈ S), are used to measure the quality of the biological dose distribution

within each structure. Without the loss of generality, we assume smaller values of the

evaluation criteria are preferred over larger ones. We can then formulate the spatiotemporal

fractionation problem in terms of the fraction-dependent beamlet intensities as follows:

min
∑
s∈C

γsFs(b) (26)

subject to

bv ≥ τs v ∈ Vs, s ∈ T (27)

bv =
∑
n∈N

dnv

(
1 +

dnv
[α/β]s

)
v ∈ Vs, s ∈ S (28)

dnv =
∑
i∈I

Divxni n ∈ N , v ∈ V (29)

xni ≥ 0 n ∈ N , i ∈ I. (30)

In the formulation above, using non-negative weight factors γs (s ∈ C), the objective

function minimizes the weighted sum of evaluation criteria over all critical structures. If

protection of a target structure from large BED values is desired, then that structure can

also be simultaneously considered as a critical structure to participate in the objective

function. The constraints in (27) ensure the delivery of at least the prescribed biological

dose τs to every voxel in the target structure s ∈ T . Equations (28) and (29) measure the

biological dose and the fraction-dependent physical dose at each voxel, respectively. Lastly,

the constraints in (30) enforce non-negativity on fraction-dependent beamlet intensities.
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The generalized mean of the dose distribution has been traditionally used to

evaluate the quality of the physical dose distribution in di�erent structures [58, 59]. In

particular, the convex combination between the maximum and average dose values

delivered to a structure, which we call max-mean dose, has been traditionally used as an

approximation to the generalized mean in conventional IMRT planning [28, 30, 29]. In our

prior study on spatiotemporal fractionation, we adopted the max-mean dose approximation

and extended it to max-mean BED to quantify the quality of the BED distribution in

di�erent structures. In this study, we use structure-based piecewise-linear penalties to

penalize positive deviations of the max-mean BED from a user-speci�ed threshold. The

threshold value for each critical structure is determined using the equivalent BED delivered

by a standard fractionation scheme that the critical structure is known to tolerate [60].

More formally, the plan evaluation criteria fs (s ∈ C) are de�ned as

Fs(b) =

(
κs max

v∈Vs
bv + (1− κs)

1

|Vs|
∑
v∈Vs

bv − τs

)
+

(31)

where (·)+ represents the ramp function. The plan evaluation criterion for structure s can

be represented in a linear form by introducing auxiliary variables us and ws corresponding

to the maximum and mean of biological dose in that structure, respectively. This linear

representation also requires the addition of the following auxiliary constraints:

bv ≤ us (v ∈ Vs) and 1
|Vs|
∑

v∈Vs bv ≤ ws. The problem can then be reformulated as

min
∑
s∈C

γsps (32)
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subject to

ps ≥ (κsus + (1− κs)ws)− τs ∀s ∈ C (33)

bv ≤ us ∀v ∈ Vs, s ∈ C (34)

1

|Vs|
∑
v∈Vs

bv ≤ ws ∀s ∈ C (35)

ps, us, ws ≥ 0 ∀s ∈ C (36)

(27)− (30)

Additionally, we can express bv in constraints (27), (34) and (35) in terms of

xni (n ∈ N , i ∈ I) using the equations in constraints (28), and (29). By introducing the

aggregate vector y that contains all variables in the formulation y = [x>u>w>p>]>, we can

rewrite our spatiotemporal fractionation problem as a QCP problem with a linear objective

function as

min q>0 y (37)

subject to

c>s y − τs ≤ 0 ∀s ∈ C (38)

y>Qvy + q>v y ≤ 0 ∀v ∈ Vs, s ∈ C (39)

y>Qvy + q>v y + τs ≤ 0 ∀v ∈ Vs, s ∈ T (40)

y>Qsy + q>s y ≤ 0 ∀s ∈ C (41)

− y ≤ 0. (42)

In the QCP reformulation above, cs is the vector of coe�cients in constraint (33). For each

voxel v ∈ V , (Qv, qv) represent matrix and vector of coe�cients for the quadratic and linear

terms resulting from rewriting bv in terms of vector y, respectively. Similarly, for each

structure s ∈ S,
(
Qs, qs

)
are matrix and vector of coe�cients for the quadratic and linear

terms resulting from rewriting the average BED in that structure in terms of vector y,
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respectively.

There are two major challenges in solving the QCP reformulation above. First, the

formulation is non-convex in general because the matrices Qv (v ∈ Vs) associated with

target structures (s ∈ T ) in (40) are not positive semi-de�nite. Second, the formulation is

large-scale, with the number of variables on the order of number of beamlets times the

number of fractions and the number of quadratic constraints on the order of number of

voxels. Non-convex QCP problems are NP-hard and di�cult to solve, and usually there is

no guarantee to reach global optimality [61, 62]. General-purpose convex-optimization

solvers, such as ipopt [35] and knitro [63], can �nd local optimal solutions for non-convex

QCP problems. However, our observation in the case of the QCP problem considered in

this study is that those solvers take a long time to reach local optimal solutions and,

depending on the dimensionality of the voxel grid, computational time, and memory

requirements, are prohibitive for clinical cases. In the next section, we develop customized

solution methods to e�ciently solve the QCP reformulation by �nding local optimal

solutions as well as tight optimality bounds.

3.3 Solution Approach

One of the major di�culties of solving the QCP formulation is the large number of

quadratic constraints associated with all voxels. In this section, we develop a

constraint-generation method that starts by solving a relaxed problem that includes only a

subset of those quadratic constraints. The solution to the relaxed problem is then

substituted in the remaining constraints to identify possible violations. A subset of

constraints with the largest amount of violation are then identi�ed and added to the

relaxed problem. These steps are repeated until a termination condition (e.g., no violation

in any of the relaxed constraints) is met.
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3.3.1 Constraint Generation Method

To apply the constraint-generation method to our QCP formulation, we start by

considering a relaxed problem with only some of the constraints in (39) corresponding to a

small subset of voxels within each critical structure while including all other constraints in

(38) and (40)�(42). At each iteration, we solve the relaxed problem to near optimality

using a customized solution method presented in Section 3.3.2. Using the obtained

fraction-dependent �uence maps, we calculate the BED values for all voxels in a given

structure and, in turn, the amount of violation of the corresponding constraint in (34). We

then add the constraints in (39) corresponding to the subset of voxels with the largest

violations, if any, in each critical structure to the relaxed problem and proceed to the next

iteration. Algorithm 1 summarizes the steps taken by the constraint-generation method to

�nd local solutions to the QCP problem.

Algorithm 1 Constraint-generation method to solve QCP formulation

1: Set iter = 0

2: Initialize subset of voxels V̄s ⊆ Vs (s ∈ C)

3: Solve the relaxed QCP formulation (37)�(42) with V̄s (s ∈ C) to obtain ŷ

4: Calculate BED distribution using ŷ and rank voxels for each critical structure based on their violations

of constraint (34)

5: if termination condition is met then

6: y∗ ← ŷ and stop;

7: else

8: Update V̄s by adding m voxels with largest violations for critical structure s ∈ C

9: iter← iter + 1 and go to line 3.

3.3.2 Merit-Function Sequential Quadratic Programming

The relaxed QCP formulation in the constraint-generation framework above is

non-convex in general, due to the presence of quadratic constraints associated with target

voxels. General-purpose solvers are not able to provide high-quality solutions for the

relaxed problem, particularly as the number of voxels considered in the relaxed problem
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increases. Hence, we develop a merit-function sequential quadratic programming (MSQP)

method to solve the relaxed problem [64]. At each iteration of the MSQP method, a convex

quadratic programming (QP) approximation is constructed and solved around the current

solution to obtain a search direction. A line-search problem with the objective of optimizing

a merit function is then solved to �nd the optimal step length along the search direction.

Consider the relaxed QCP formulation (37)�(42) in which for each critical structure

s ∈ C in constraints (39), the set of voxels Vs is substituted with V̄s. At iteration k of the

MSQP method, we �rst linearize the constraints using their �rst-order Taylor series

expansions at the current iterate y(k). The obtained �rst-order approximation problem is

augmented by second-order information by adding the Hessian of the Lagrangian to the

objective function in the form of a quadratic term. To obtain the Lagrangian of the QCP

reformulation, let J be the index set of all constraints in (38)�(42) and λj (j ∈ J ) be the

associated dual variables. We represent the left-hand side of each constraint j ∈ J as a

quadratic function Hj(y) = y>Q′jy + q′>j y + r′j, where Q
′
j, q

′
j, and r

′
j are the corresponding

second-order, �rst-order, and constant coe�cients. The Lagrangian can then be written as

L(y, λ) = y>Q̃(λ)y + q̃(λ)>y + r̃(λ) (43)

where Q̃(λ), q̃(λ), and r̃(λ) are de�ned as

Q̃(λ) ≡
∑
j∈J

λjQ
′
j (44)

q̃(λ) ≡ q0 +
∑
j∈J

λjq
′
j (45)

r̃(λ) ≡
∑
j∈J

λjr
′
j (46)

Hence, the Hessian of the Lagrangian at iteration k of the MSQP method is

∇2
yyL(k) = Q̃

(
λ(k)
)
.
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3.3.3 QP approximation

By adding the quadratic term to the �rst-order approximation of the QCP

reformulation, we obtain the following QP subproblem:

min
1

2
(y − y(k))>∇2

yyL(k)(y − y(k)) + q>0 y (47)

subject to

c>s y − τs ≤ 0 ∀s ∈ C (48)

(2y(k)>Qv + q>v )y − y(k)>Qvy
(k) ≤ 0 ∀v ∈ Vs, s ∈ C (49)

(2y(k)>Qv + q>v )y − y(k)>Qvy
(k) + τs ≤ 0 ∀v ∈ Vs, s ∈ T (50)

(2y(k)>Qs + q>s )y − y(k)>Qsy
(k) ≤ 0 ∀s ∈ C (51)

− y ≤ 0 (52)

In the objective function (47), ∇2
yyL(k) may contain negative eigenvalues due to the target

voxels and thus is not always positive de�nite, which may lead to a non-convex QP

problem. To overcome this issues, we employ the BFGS Quasi-Newton method in which

∇2
yyL(k) is replaced by a positive-de�nite approximation matrix, denoted by B(k), which is

obtained using the change in the iterate s(k) = y(k) − y(k−1) as well as the change in the

gradient of the Lagrangian h(k) = ∇yL(k) −∇yL(k−1) [65]. The BFGS updating requires

that s(k) and h(k) satisfy the curvature condition
(
s(k)
)>
h(k) > 0. However, if ∇2

yyL(k)

contains negative eigenvalues, then the curvature condition may not be satis�ed. Thus, we

employ a modi�ed version of the method, known as damped BFGS updating, to ensure

that the BFGS updating is always well de�ned and the approximation matrix B(k) is

positive de�nite [65]. In damped BFGS updating, h(k) is replaced with a modi�ed version
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r(k) = θ(k)h(k) + (1− θ(k))B(k)s(k), where the coe�cient θ(k) is de�ned as

θ(k) =


1 if s(k)>h(k) ≥ 0.2s(k)>B(k)s(k);

0.8s(k)>B(k)s(k)

s(k)>B(k)s(k)−s(k)>h(k) otherwise.

The approximation matrix is then updated according to

B(k+1) = B(k) − B(k)s(k)s(k)>B(k)

s(k)>B(k)s(k)
+
r(k)r(k)>

s(k)>r(k)
.

Substituting ∇2
yyL(k) with B(k) in the objective function (47) will lead to a convex QP

subproblem, which is solved using standard QP solvers. The resulting optimal solution is

used to obtain a search direction d(k) = y∗ − y(k).

3.3.4 Line-search problem

Once the search direction is determined, the line-search problem aims at minimizing

a merit function to obtain a step length, denoted by δ(k), which has the maximum possible

improvement in the objective function along the search direction and yet maintains

feasibility. We use the following merit function [64]:

M(y;µ) = q>0 y +
∑
j∈J

µj max {Hj(y), 0}

where Hj's are the left-hand side of constraints (38)�(42) in the QCP formulation, and µj's

are the associated weight factors to control the degree of constraint violation. [66] suggest

the following updating rule for the weight factors of the merit function:

µ
(k)
j = max

{∣∣∣ρ(k)j ∣∣∣ , 1

2

(
µ
(k−1)
j +

∣∣∣ρ(k)j ∣∣∣)}

where ρ
(k)
j 's are dual variables corresponding to constraints (48)�(52) in the QP

subproblem. The step length at iteration k is then determined by solving the single-variate
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line-search problem as

δ(k) = argminδ≥0 M(y(k) + δd(k);µ(k)),

which, in turn, is used to update the iterate to y(k+1) = y(k) + δ(k)d(k). The

above-mentioned steps are repeated until a termination condition is met (e.g., insigni�cant

change in the objective function value).

3.3.5 Sequential Linear Programming

The MSQP method discussed above requires solving a QP subproblem at each

iteration, which could be computationally expensive. Hence, we also consider the sequential

linear programming (SLP) method [67], in which only the �rst-order approximation of the

original QCP formulation is used to obtain a search direction. The steps of our SLP

implementation are similar to those of the MSQP method, with a slight di�erence in that

the quadratic term associated with the Hessian of the Lagrangian is removed from the

objective function of the subproblem. We note that SLP methods typically employ

trust-region constraints to ensure convergence [64]. However, we did not �nd those

constraints needed for convergence in our application and thus did not include them.

Finally, our computational experiments show that the SLP method requires less

computational e�ort compared to the MSQP method to obtain solutions with similar

objective values.

3.3.6 Obtaining Optimality Bounds

Thus far, we have presented customized solution methods to �nd near-optimal

solutions to the QCP reformulation of the spatiotemporally fractionated radiotherapy

planning problem. However, due to the non-convexity of the formulation, they merely

provide an upper bound on the global optimal solution, and there is no guarantee on the

global optimality of the found solutions. To examine the quality of the solutions, we also

aim at obtaining tight lower bounds on the global optimal solution by solving a relaxation

of the QCP reformulation. To that end, we consider the Lagrangian relaxation of the QCP
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problem in (37)�(42). In the rest of this section, we present the Lagrangian relaxation of

the QCP problem and develop a column-generation approach to solve it. At each iteration,

the proposed column-generation approach solves a restricted problem that includes only a

subset of variables using a cutting-plane method. The found solution is then used to

identify and add new promising variables.

3.3.7 Lagrangian Relaxation

The Lagrangian relaxation of the QCP formulation in (37)�(42) involves the

Lagrangian dual function, which is obtained as [61]

inf
y
L(y, λ) =

r̃(λ)− 1
4
q̃(λ)>Q̃(λ)†q̃(λ) Q̃(λ) � 0;

−∞ otherwise,
(53)

where Q̃(λ), q̃(λ), and r̃(λ) are de�ned according to equations (44)�(46), Q̃(λ)† denotes the

Moore-Penrose pseudo inverse, and � 0 denotes the positive semi-de�niteness (PSD)

constraint. Next, by applying the Schur complement [68], we can write the Lagrangian

relaxation as an SDP problem as follows [61]:

max α (54)

subject to

λj ≥ 0 j ∈ J (55) Q̃(λ) (1/2)q̃(λ)

(1/2)q̃(λ)> r̃(λ)− α

 � 0. (56)

The optimal objective value of the Lagrangian relaxation provides a valid lower bound for

the QCP formulation [61]. However, a major challenge in solving this SDP formulation is

the size of the vector λ, due to the large number of constraints in the QCP formulation.

General-purpose SDP solvers (e.g., SeDuMi) fail to solve the problem due to computational
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memory and time requirements. Therefore, we develop a customized solution method for

this SDP formulation by combining column-generation and cutting-plane methods.

3.3.8 Column-Generation Method

To solve the Lagrangian relaxation, we develop a column-generation method where

at each iteration a restricted version of the SDP formulation in (54)�(56) is solved by

including only a subset of dual variables λj (j ∈ J ). Given the optimal solution to the

restricted Lagrangian relaxation, we then solve a subproblem, the-so-called pricing

problem, to identify new promising dual variables to be added to the restricted problem.

We repeat the above-mentioned steps until the desired termination condition is met. At

each iteration, we solve a restricted Lagrangian relaxation with a maximization objective;

therefore, the optimal objective value α∗res is less than or equal to the optimal objective

value of the full Lagrangian relaxation α∗. Hence, the solution to the restricted Lagrangian

relaxation at each iteration provides a valid lower bound for the optimal solution to the

QCP formulation q>0 y
∗, that is, α∗res ≤ α∗ ≤ q>0 y

∗. Therefore, if the column-generation

method is terminated prior to convergence due to running-time limitations, it still provides

a valid lower bound. In the remainder of this section, we �rst develop a solution method

for the restricted Lagrangian relaxation, and then formulate and solve the pricing problem.

3.3.9 Cutting-plane method

Consider a restricted Lagrangian relaxation where only a subset of dual variables

J ⊆ J is included. Despite considering only a subset of dual variables, the PSD constraint

in (56) involves a large-sized matrix, due to the size of the Qv (v ∈ V) and Q̄s (s ∈ S)

matrices for clinical cases, which renders the restricted problem computationally

prohibitive to solve using general-purpose SDP solvers (e.g., SeDuMi). Hence, we propose a

cutting-plane method in order to solve the restricted problem. such methods are an

alternative to interior-point methods for solving large-scale SDP problems e�ciently [69].

The SDP formulation of the Lagrangian relaxation presented in (54)�(56) can be expressed

as a semi-in�nite linear program (LP) if the PSD constraint in (56) is substituted with
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in�nitely many linear constraints in (λ, α) of the form

ζ>

 Q̃(λ) (1/2)q̃(λ)

(1/2)q̃(λ)> r̃(λ)− α

 ζ ≥ 0 ∀ζ ∈ Rm+1 (57)

where m is the dimension of vector y. The cutting-plane method starts with a relaxed LP,

where only a �nite number of constraints in (57), which we call linear cuts and are indexed

by ` ∈ L, are included as follows:

ζ>`

 Q̃(λ) (1/2)q̃(λ)

(1/2)q̃(λ)> r̃(λ)− α

 ζ` ≥ 0 ∀` ∈ L

This relaxed LP can be written in terms of the vector of variables z> =
[
λ>α

]
as

min f>z (58)

subject to

Az ≥ e (59)

z ≥ 0 (60)

in which f = [0 . . . 0 − 1]>, and the element at the `-th row (` ∈ L) and j-th column

(j ∈ J̄ ) of the coe�cient matrix A is calculated as

A`j =

〈 Q′j (1/2)q′j

(1/2)q′>j r′j

 • ζ`ζ>`
〉

where 〈· • ·〉 denotes the Hadamard product of the two matrices. The `-th element in the

last column of the coe�cient matrix A, corresponding to variable α, is calculated as

51



−ζ2`,m+1. Finally, the right-hand side of the `-th constraint in the relaxed LP is calculated as

e` = −

〈 Om×m (1/2)q0

(1/2)q>0 0

 • ζ`ζ>`
〉

(61)

where O is the matrix of zeros.

At iteration k of the cutting-plane method, we �rst obtain the optimal solution

(λ(k), α(k)) to the relaxed LP and then check for possible violation of the PSD constraint in

(56) evaluated at
(
λ(k), α(k)

)
. This is done via spectral decomposition of the matrix into

eigenvectors and corresponding eigenvalues. If the PSD constraint is not satis�ed (i.e.,

there are negative eigenvalues), then we add a collection of eigenvectors that correspond to

the most negative eigenvalues to the set of linear cuts L. The above-mentioned steps are

repeated until the PSD constraint is (approximately) restored, that is, all eigenvalues are

above a user-speci�ed threshold (i.e., −10−6) [70].

3.3.10 Pricing problem

Upon termination, the cutting-plane method provides the optimal solution to the

restricted Lagrangian relaxation. To check whether the solution to the restricted problem

is also optimal for the full Lagrangian relaxation, we investigate whether it satis�es

Karush-Kuhn-Tucker (KKT) conditions. Let Y be the dual matrix for the SDP

formulation in equations (54)�(56). The KKT conditions can be expressed in terms of the
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primal-dual pair (λ, Y ) as follows [71]:

 Q̃(λ) (1/2)q̃(λ)

(1/2)q̃(λ)> r̃(λ)− α

 � 0 (62)

〈 Q′j (1/2)q′j

(1/2)q′>j r′j

 • Y〉 ≤ 0 j ∈ J (63)

〈Om×m Om×1

O1×m −1

 • Y〉 = −1 (64)

Y � 0 (65)〈 Q̃(λ) (1/2)q̃(λ)

(1/2)q̃(λ)> r̃(λ)− α

 • Y〉 = 0. (66)

In the KKT conditions above, the PSD constraint in equation (62) corresponds to primal

feasibility, the constraints in equations (63)�(65) correspond to dual feasibility, and

equation (66) shows the complementary slackness condition. The KKT conditions in

equations (62)�(66) are also applicable to the restricted Lagrangian relaxation if J is

substituted with J̄ . Theorem 1 shows that the optimal solution to the relaxed LP in the

cutting-plane method can be used to construct a primal-dual pair that satis�es the KKT

conditions of the restricted Lagrangian relaxation.

Theorem .1. Given the optimal solution ẑ =
(
λ̂, α̂

)
and the corresponding dual values π̂

obtained from solving the relaxed LP in the cutting-plane method, the primal-dual pair(
ẑ, Ŷ

)
with Ŷ =

∑
`∈L π̂`

(
ζ`ζ
>
`

)
satis�es the KKT conditions of the restricted Lagrangian

relaxation.

Proof. Consider the KKT conditions in equations (62)�(66) for the restricted Lagrangian

relaxation. It is easy to see that the relaxed LP solution
(
λ̂, α̂

)
satis�es the condition in

equation (62) since at the termination of the cutting-plane method, the PSD constraint

must be satis�ed. To show that the condition in equation (63) is satis�ed, we use the fact

that the reduced cost associated with variable λj in the relaxed LP must be non-negative
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at optimality. In other words,

fj −
∑
`∈L

A`jπ̂` = fj −
∑
`∈L

〈 Q′j (1/2)q′j

(1/2)q′>j r′j

 • ζ`ζ>`
〉
π̂`


= fj −

〈 Q′j (1/2)q′j

(1/2)q′>j r′j

 •(∑
`∈L

π̂`(ζ`ζ
>
` )

)〉
≥ 0

By substituting
∑

`∈L π̂`(ζ`ζ
>
` ) with Ŷ and noting that fj = 0 for all λj variables, we have

−

〈 Q′j (1/2)q′j

(1/2)q′>j r′j

 • Ŷ〉 ≥ 0,

which shows that the second KKT condition is also satis�ed. Similarly, using the reduced

cost corresponding to variable α with an objective function coe�cient of −1 and noting

that the reduced cost of this variable should be equal to zero since its optimal value is

positive, we have

− 1−

〈Om×m Om×1

O1×m −1

 • Ŷ〉 = 0

which shows that the condition in equation (64) is satis�ed. For the condition in equation

(65), we need to show that Ŷ =
∑

`∈L π̂`(ζ`ζ
>
` ) � 0. This is true because the summands

π̂`ζ`ζ
>
` (` ∈ L) are products of positive semi-de�nite matrices ζ`ζ

>
` and nonnegative scalars

π̂`. Lastly, to show the condition in equation (66), we use the complementary slackness

condition that holds at optimality for the relaxed LP. In particular, at the optimal solution(
λ̂, α̂

)
with dual values π̂, for every linear cut ` ∈ L we have

π̂`

ζ>`
 Q̃(λ̂) (1/2)q̃(λ̂)

(1/2)q̃(λ̂)> r̃(λ̂)− α̂

 ζ`
 = 0.
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By simply aggregating complementary slackness equations across all linear cuts

〈 Q̃(λ̂) (1/2)q̃(λ̂)

(1/2)q̃(λ̂)> r̃(λ̂)− α̂

 •(∑
`∈L

π̂`
(
ζ`ζ
>
`

))〉
= 0

and substituting
∑

`∈L π̂`
(
ζ`ζ
>
`

)
with Ŷ , we show that condition (66) is also satis�ed.

At each iteration of the column-generation method, Theorem 1 provides us with a

primal-dual pair
(
ẑ, Ŷ

)
that satis�es the KKT conditions of the restricted Lagrangian

relaxation. To investigate whether
(
ẑ, Ŷ

)
also satis�es the KKT conditions of the full

Lagrangian relaxation, we need to check whether condition equation (63) is satis�ed for all

constraints j ∈ J . To that end, we formulate and solve the pricing problem to �nd the

largest value of the left-hand side of the condition in equation (63) at Ŷ over J as follows:

ϕ̂ = max
j∈J

〈 Q′j (1/2)q′j

(1/2)q′>j r′j

 • Ŷ〉 (67)

If the optimal objective value of the pricing problem is non-positive, then the primal-dual

pair
(
λ̂, Ŷ

)
also satis�es the KKT conditions of the full Lagrangian relaxation, and the

column-generation method returns α̂ as a lower bound on the optimal solution of the

spatiotemporal fractionation problem. Otherwise, we add a subset of dual variables λj's

corresponding to the largest violations to the restricted Lagrangian and proceed to the

next iteration.

Algorithm 2 shows the steps of the proposed column generation method to solve the

Lagrangian relaxation. In particular, we initialize the set J̄ ⊆ J by including all dual

variables associated with constraints (38), (41), and (42). The subset J̄ also includes dual

variables associated with some of the constraints in equations (39) and (40). Moreover, we

initialize the set of linear cuts L using the set of vectors in Rm+1 that have exactly two

nonzero elements, each equal to ±1, which are known as diagonally dominant

sum-of-squares (DSOS) cuts [72]. Our experimental results show that the use of DSOS cuts

for initialization leads to fewer iterations, compared to randomly generated vectors. Finally,
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to solve the pricing problem, we perform an exhaustive search by evaluating the objective

function in equation (67) for each constraint j ∈ J \ J̄ in equations (39) and (40).

Algorithm 2 Column-generation method to solve Lagrangian relaxation

1: Set iter = 1, ε = −10−6

2: Initialize set of dual variables J̄ ⊆ J and linear cuts L
3: while termination condition not met do

Solve restricted Lagrangian relaxation using cutting-plane method

4: Set k = 1
5: Solve relaxed LP in (58)�(60) to obtain

(
λ(k), α(k), π(k)

)
6: Perform spectral decomposition of matrix in (56) evaluated at

(
λ(k), α(k)

)
7: if minimum eigenvalue ≥ ε then
8:

(
λ̂, α̂, π̂

)
←
(
λ(k), α(k), π(k)

)
and go to line 12;

9: else
10: Add new linear cuts to set L using eigenvectors with most negative eigenvalues
11: k ← k + 1 and go to line 5.

Solve pricing problem

12: Calculate dual matrix Ŷ using π̂ as in Theorem 1
13: Solve pricing problem in (67) using Ŷ to obtain ϕ̂
14: if ϕ̂ ≤ 0 then
15: α∗ ← α̂ and stop;
16: else
17: Add new dual variables to set J̄ with largest objective values in (67)
18: iter← iter + 1 and go to line 4

19: Return αres ← α̂

3.4 Computational Results

In this section, we apply the proposed solution approach to two clinical cancer

instances in order to evaluate the computational performance and to quantify the potential

bene�t of spatiotemporal fractionation in radiotherapy plans over conventional ones.

3.4.1 Cancer Cases

We test the performance of the proposed spatiotemporal fractionation approach on

two de-identi�ed clinical instances selected from the common optimization for radiation

therapy (CORT) dataset [39]. The �rst case is a liver cancer case with one target volume,

so-called planning target volume (PTV), and �ve critical structures, namely healthy liver,

heart, stomach, skin, and entrance region, as shown in Figure 12(a). A non-coplanar beam

arrangement is used for the liver case. The second case is a prostate cancer case with one
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PTV and three critical structures, namely, rectum, bladder, and body, as shown in Figure

12(b). A coplanar equispaced beam arrangement is used for the prostate case. We perform

down-sampling to reduce the number of voxels for critical structures considered in the

optimization model. Speci�cally, for the liver case, we use a down-sampling ratio of 1:4, 1:4,

1:16, 1:32, and 1:32 in heart, stomach, healthy liver, entrance, and skin, respectively. For

the prostate case, we use a dawn-sampling ratio of 1:2, 1:1, and 1:32 for bladder, rectum,

and body, respectively. However, the evaluations are still performed on the full cases. An

[α/β] parameter value of 4 Gy is used for all critical structures in the liver case. For the

prostate case, an [α/β] parameter value of 3, 3, and 5 Gy was used for body, rectum, and

bladder, respectively. Other speci�cations of the two cases are presented in Table 11.

(a) Liver (b) Prostate

Figure 12: Clinical cancer instances used for computational experiments

Table 11: Case speci�cations and parameter values

Parameter Liver Prostate
Total # of voxels (down-sampled) 51,369 48,612
Total # of target voxels 6,954 6,770
Target α/β ratio (Gy) 10 1.5
# of beams 7 9
Beam angles {58◦, 106◦, 212◦, 328◦, 216◦, 226◦, 296◦} Equispaced
Couch angles {0◦, 0◦, 0◦, 0◦, 32◦,−13◦, 17◦} 0◦

Total # of beamlets 458 467
Total # of fractions 5 5
Beamlet size (cm2) 1×1 1×1
Voxel resolution (mm) (3.0, 3.0, 2.5) (3.0, 3.0, 3.0)
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3.4.2 Implementation and Results

An important factor in spatiotemporal fractionation is the number of distinct dose

distributions used over the treatment course. Based on the results obtained in our previous

study for stylized cancer cases [56], the larger the number of distinct dose distributions

allowed, the larger the potential therapeutic gain observed. However, for a

spatiotemporally fractionated IMRT plan with a �xed number of treatment fractions, a

larger number of distinct dose distributions may increase the logistical cost associated with

clinical work�ow and plan quality assurance. Hence, there is a trade-o� between the

additional therapeutic gain achieved from increasing the number of distinct dose

distributions and the corresponding logistical cost. Here, we start by considering the case

of only allowing for two distinct dose distributions (i.e., two sets of �uence maps). Note

that the order in which the two distinct �uence maps are delivered does not alter the

results. Finally, for a fair comparison between spatiotemporally fractionated and

conventional IMRT plans, we solve our proposed formulation using the same number of

treatment fractions for a single set of �uence maps to obtain conventional IMRT plans.

To calculate the prescribed BED thresholds for target structures, we use the

equivalent BED of the prescribed physical dose, which were set at 70 and 75 Gy (delivered

in a standard fractionation scheme with 30 fractions) for liver and prostate cases,

respectively. A BED threshold value of zero is used in the penalty functions for all critical

structures. Moreover, in the liver case, the convex-combination coe�cient in the max-mean

BED is set to 0.6, 0.9, 0.8, 0.8, and 0.9 for the healthy liver, heart, stomach, skin, and

entrance region, respectively. In the prostate case, the convex-combination coe�cients of

0.95, 0.9, and 0.7 are used for the rectum, bladder, and body, respectively.

We perform the computational experiments in MATLAB environment using a

Windows machine with an Intel Core i5 CPU and 8GB of RAM. The interior-point

optimizer (IPOPT) [35] from the MATLAB OPTI toolbox [73] is used to solve the QP

subproblems in the MSQP method. To solve the LP subproblems in the SLP method, the
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Gurobi solver is used [74].

In what follows, we �rst report on the performance of the proposed

constraint-generation method in �nding local optimal solutions using MSQP and SLP,

which we refer to as MSQP-CG and SLP-CG, respectively. Next, we report on the

performance of the proposed column-generation method in solving the Lagrangian

relaxation to obtain optimality bounds. Furthermore, for each cancer case, we obtain both

spatiotemporally fractionated and conventional IMRT plans to quantify the potential

therapeutic bene�t of spatiotemporal fractionation.

3.4.3 Near-optimal spatiotemporally fractionated IMRT plans

To initialize the constraint-generation method (Algorithm 1), we start by including

all constraints in the QCP reformulation, except for the constraints in equation (39) where

only 50 voxels are randomly selected in each critical structure, and their corresponding

quadratic constraints are added to the relaxed problem. Then, at each iteration, we add up

to 50 most-violated relaxed constraints associated with each critical structure. Results of

the constraint-generation method are reported in Table 12.

Table 12: Performance of SLP-CG and MSQP-CG methods in obtaining conventional and spatiotemporally
fractionated IMRT plans

Liver Prostate
Method Obj. value Run time (s) Obj. value Run time (s)

Conventional
SLP-CG 193.49 917.3 100.52 958.2
MSQP-CG 193.50 2529.2 100.54 2677.8

Spatiotemporal
SLP-CG 185.60 1187.1 93.96 1231.6
MSQP-CG 185.57 2871.5 93.95 2948.1

The results show that the SLP-CG and MSQP-CG methods yield locally optimal

solutions with almost identical objective values. Nevertheless, the required computational

time for SLP-CG is around 50% shorter than that of MSQP-CG; therefore, we employ

SLP-CG for the remainder of the reported computational experiments. Additionally,

results show that the spatiotemporally fractionated plan yields an objective value smaller

than the conventional plan by 4% and 6% for the liver and prostate case, respectively.

Next, we increase the number of distinct dose distributions used in spatiotemporal

59



fractionation. Table 13 shows the objective function values corresponding to di�erent

instances of spatiotemporally fractionated plans with up to �ve distinct dose distributions

along with results for the conventional IMRT plans (i.e., single dose distribution).

Table 13: Objective function value of conventional and spatiotemporally fractionated plans with up to �ve
distinct dose distributions for both cancer cases

Case Conventional
Spatiotemporal

# of distinct dose distributions
2 3 4 5

Liver 193.5 185.6 184.86 183.48 183.37
Prostate 100.52 93.96 91.54 90.63 89.98

Results show that as the number of distinct dose distributions is increased, the

objective function value also increases, though with a diminishing rate of return. Figure 13

shows the relative gain in objective value when using spatiotemporal fractionation for the

two cancer cases.
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Figure 13: Percentage gain in objective value obtained as a result of increasing number of distinct �uence
maps in spatiotemporally fractionated IMRT plans

3.4.4 Optimality bounds

To ensure the quality of the locally optimal spatiotemporally fractionated plans, a

lower bound on the global optimal solution is obtained by solving the Lagrangian

relaxation using the column-generation method (Algorithm 2), described in Section 3.3.6.

We initialize the set of dual variables in the restricted Lagrangian relaxation by including

all variables corresponding to constraints in equations (38), (41), and (42) as well as 500
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dual variables associated with randomly selected constraints from equations (39) and (40).

Then, at each iteration, we add up to 100 most promising dual variables identi�ed based on

the pricing problem. Furthermore, for the cutting-plane method, we initialize the set of

linear cuts by including 1,000 DSOS cuts. At each iteration, we add all eigenvectors

associated with the negative eigenvalues obtained from spectral decomposition that are

below the user-speci�ed threshold. The computational time required for solving di�erent

instances of the Lagrangian relaxation for each cancer case varies 4�5 hours, depending on

the number of distinct dose distributions allowed. Figure 14 shows the progression of the

lower bound (αres) through iterations of the column-generation method for the two cancer

cases, including the well-known tailing-o� e�ect of the column-generation method. Because

αres at each iteration is a valid lower bound for the QCP formulation, the

column-generation method can be terminated prior to convergence. We note that for the

liver and prostate cancer cases tested in this study, an optimality bound of 15.2% and

15.1% can be obtained within a running time of 135 and 119 minutes, respectively.
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Figure 14: Progression of provided lower bound through iterations of column-generation method for spa-
tiotemporally fractionated plans with two distinct dose distributions.

Once the lower bound is obtained, the optimality bound can be calculated as the

relative di�erence between the lower bound and the objective value of the near-optimal

spatiotemporally fractionated IMRT plan (i.e., upper bound). The results are reported in

Table 14, which show that for the two cancer cases tested, an optimality gap of around
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10�12% can be achieved by solving the Lagrangian relaxation.

Table 14: Lower bound and corresponding relative optimality gaps of obtained solutions for di�erent instances
of liver and prostate cases

Case Parameter Conventional
Spatiotemporal

# of distinct dose distributions
2 3 4 5

Liver
Lower bound 171.23 163.91 163.98 164.02 164.17
Optim. gap (%) 11.5 11.7 11.3 10.6 10.5

Prostate
Lower bound 89.91 83.11 82.02 80.59 78.98
Optim. gap (%) 10.6 11.5 10.4 11.1 12.2

3.4.5 Potential therapeutic bene�t of spatiotemporal fraction

Next, the spatiotemporally fractionated IMRT plans are compared with

conventional ones. Figure 15 shows the dose-wash diagrams associated with the

conventional plans obtained for the liver and prostate cases. Also, Figure 16 shows the

dose-volume histogram (DVH) for the conventional plans, which indicates the percentage of

the structure volume that receives at least a speci�c dose. DVH is commonly used to

evaluate the clinical quality of radiotherapy plans.

(a) Liver (b) Prostate

Figure 15: Dose-wash diagram of conventional IMRT plans obtained for liver and prostate cases.

Similarly, the dose-wash diagrams of the two distinct dose distributions used in the

spatiotemporally fractionated IMRT plan for each cancer case along with the cumulative

dose distribution are shown in Figures 17 and 18. Results show the division of the target

volume into two subregions, each irradiated by a distinct dose distribution. Tables 15 and

16 report the mean and maximum values of the BED distribution in each critical structure

when using conventional versus spatiotemporal fractionation. These results show the
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reduction in mean/maximum BED values when spatiotemporal fractionation is used.

Finally, Figure 19 compares the BED volume histogram (BEDVH) of the spatiotemporally

fractionated (solid lines) and conventional (dashed lines) IMRT plans. This �gure shows

the improvement in the BED distribution of critical structures obtained from

spatiotemporal fractionation without compromising the BED target coverage.
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Figure 16: Dose-volume histogram of conventional IMRT plans obtained for liver and prostate cases.

(a) Dose distribution 1 (b) Dose distribution 2 (c) Cumulative dose distribution

Figure 17: Dose-wash diagrams of spatiotemporally fractionated plan with two distinct dose distributions
using n1 = 3 and n2 = 2 for liver case: (a) and (b) dose distribution per fraction, and (c) cumulative dose
distribution over all fractions

Table 15: Comparison of mean/maximum BED values in Gy units in critical structures corresponding to
conventional and spatiotemporally fractionated IMRT plans for liver case

Liver Heart Stomach Skin Entrenace PTV

Mean Max Mean Max Mean Max Mean Max Mean Max Mean Max

Conventional 14.61 143.23 14.72 148.36 0.37 4.48 3.01 132.69 1.41 36.19 99.39 120.60

2 dose dist. 13.28 134.50 13.89 144.90 0.34 4.52 2.90 127.34 1.32 34.89 98.83 119.98

3 dose dist. 13.17 136.91 13.67 143.21 0.32 4.48 2.86 124.75 1.12 35.01 98.46 119.73

4 dose dist. 12.54 132.08 13.31 141.10 0.38 4.40 2.93 128.82 1.14 34.79 98.52 119.86

5 dose dist. 12.75 134.00 13.41 142.51 0.37 4.39 2.81 126.60 1.27 33.52 98.64 119.69
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(a) Dose distribution 1 (b) Dose distribution 2 (c) Cumulative dose distribution

Figure 18: Dose-wash diagrams of spatiotemporally fractionated plan with two distinct dose distributions
using n1 = 3 and n2 = 2 for prostate case: (a) and (b) dose distribution per fraction, and (c) cumulative
dose distribution over all fractions

Table 16: Comparison of mean/maximum BED values in Gy units in critical structures corresponding to
conventional and spatiotemporally fractionated plans for prostate case

Body Bladder Rectum PTV
Mean Max Mean Max Mean Max Mean Max

Conventional 6.14 114.07 24.34 91.32 32.19 121.56 205.95 222.23
2 dose dist. 5.74 109.16 22.12 86.53 30.42 117.20 205.32 221.94
3 dose dist. 5.55 106.98 21.60 85.67 29.50 114.85 204.83 221.78
4 dose dist. 5.52 106.43 21.45 85.23 29.40 113.68 204.29 221.71
5 dose dist. 5.49 105.89 21.38 84.80 29.10 112.51 204.18 221.69
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Figure 19: Comparison of the BED-volume histogram of conventional plan (dashed) against spatiotemporally
fractionated plan using 5 distinct plans (solid).

3.5 Discussion

In this section, we discuss the main insights gained from our computational results

and highlight the key �ndings.

In this study, a constraint-generation method was used to handle the large number

of quadratic constraints in the QCP reformulation. Based on the computational results for

the two cancer cases, the termination criterion (no violation in the relaxed constraints) is
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met after only adding 15% of all normal-tissue voxels. The reduction in the problem size

renders the QCP formulation for large-scale clinical cases computationally tractable. At

each iteration of the constraint-generation method, MSQP and SLP were used to solve the

relaxed QCP problem. For the two cancer cases tested, SLP achieves the same solution

quality using 50% less computational e�ort compared to the MSQP method.

As Figure 19 suggests, a potential therapeutic gain may be achieved from

spatiotemporal fractionation over coventional IMRT planning due to the reduction of the

BED deposited in the critical structures while maintaining the same minimum BED level

in the target volume. This gain is attributed to a selective reduction of the fractionation

e�ect in the target volume, which, in turn, leads to escalated BED values in the target

volume. Thus, the spatiotemporally fractionated plan is able to satisfy the minimum BED

requirement in the target volume while delivering smaller BED values to critical structures.

A selective reduction of BED values in critical structures may potentially reduce the risk of

normal-tissue complications without compromising the tumor control probability [75].

The observed gain in the objective function value due to spatiotemporal

fractionation varies across the two cancer cases and is approximately 5% for the liver case

and more than 10% for the prostate case. In particular, a reduction up to 12.7% and 6.4%

in the mean and maximum BED values, respectively, is observed in the healthy liver, and a

reduction of 9.6% and 7.4% in the mean and maximum BED values in the rectum.

However, this gain may come at the expense of an increased clinical workload and logistical

cost to perform quality assurance and deliver multiple distinct dose distributions for a

cancer patient. Figure 13 shows that there is a diminishing return in the potential

therapeutic gain as we increase the number of distinct dose distributions for the cancer

cases considered in this study and that the marginal gain appears to be negligible beyond

three distinct dose distributions.

To solve the Lagrangian relaxation, we consider a restricted version by only

including a relatively small subset of dual variables by using a column-generation method.

Our numerical observations suggest that the proposed column-generation approach
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terminates only by including 8�10% of all dual variables. As reported in Table 14, the

optimality bounds obtained from solving the Lagrangian relaxation for the two cancer

cases are 10�12%. This shows the near-optimality of the local solutions found using the

proposed constraint-generation method. It also provides bounds on the extent of the

potential therapeutic bene�t that may be achieved from spatiotemporal fractionation.

Further reduction of the optimality gap requires employing global optimization techniques

such as branch-and-bound search or cutting plane methods [76, 77].

The proposed constraint- and column-generation methods in this study may be used

in principle to locally solve and �nd optimality bounds for non-convex QCP problems in

other application domains. QCP problems arise in di�erent �elds, including graph theory

[62], machine learning [78], power systems [79, 80], radar detection [81], and signal

processing [82].

3.6 Conclusion

In this study, customized model and solution methods were developed to obtain

high-quality spatiotemporally fractionated IMRT plans with tight optimality bounds for

clinical cancer cases. Our proposed BED-based formulation encourages lower BED values

in critical structures while ensuring that the target volume receives the prescribed BED

value. This formulation is non-convex in general and large-scale for clinical cancer cases.

Therefore, a customized solution method was developed by embedding SLP and MSQP

methods into a constraint-generation framework to obtain near-optimal solutions.

Additionally, to assess the quality of found solutions, optimality bounds were obtained by

solving the Lagrangian relaxation of the problem. To solve the Lagrangian relaxation, we

considered a SDP reformulation and combined cutting-plane and column-generation

methods to handle the large-scale nature of the problem. The performances of these

methods were tested on two clinical cancer cases, where spatiotemporally fractionated

plans were obtained with an optimality gap of 10�12%. Computational results suggest a

potential therapeutic gain may be achieved by using spatiotemporally fractionated plans
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over conventional plans. Several sources of uncertainty may impact spatiotemporal

fractionation, in particular, inter- and intra-patient variability in the value of the

radio-biological parameter of the BED model [83]. Additionally, spatiotemporally

fractionated plans are more susceptible to patient setup errors and anatomical

uncertainties compared to conventional plans due to irradiation of subregions of the target

volume in di�erent fractions [84]. Future research may extend the proposed framework in

this study by explicitly incorporating these uncertainties into the spatiotemporal

fractionation problem.
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CHAPTER IV

OPTIMIZING SPATIOTEMPORALLY FRACTIONATED

RADIOTHERAPY PLANS UNDER RADIO-BIOLOGICAL

UNCERTAINTY

4.1 Introduction

Intensity-modulated radiotherapy (IMRT) is one of the most common forms of

radiotherapy. IMRT planning involves �nding the optimal intensity of radiation beams,

known as �uence-maps, that deliver a clinically desired spatial dose distribution to the

tumor area while sparing the surrounding normal-tissue. This is achieved through

formulating and solving a mathematical optimization problem, so-called the �uence-map

optimization (FMO) problem [8, 9, 10].

Radiotherapy treatments are often delivered over multiple treatment sessions

spanning one to several weeks. This is mainly motivated by the clinical observation that

the normal tissue, compared to many tumors, demonstrates a greater ability to repair the

sub-lethal radiation damage between treatment sessions [5]. Therefore, in addition to the

modulation of the spatial dose distribution, radiotherapy planning also involves

determining the fractionation scheme, that is, the number of treatment sessions and the

dose delivered per fraction. Conventionally, the same radiotherapy plan is used to deliver a

fraction of the prescribed dose at each treatment session.

Fractionation scheme plays an important role in the treatment outcome. This is in

part due to a radio-biological phenomenon known as the fractionation e�ect. In particular,

the tissue response to irradiation is non-additive so that the cell-kill caused by a certain

amount of dose in multiple daily fractions is smaller compared to when the same dose is
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delivered in a single fraction [5]. Even though the fractionation e�ect is bene�cial to

preserving normal tissue, it may adversely impact the tumor cell kill. Nevertheless, since

the fractionation e�ect in the majority of tumors is smaller than normal-tissue,

fractionated radiotherapy is often used in the clinic.

To further enhance the quality of treatments, recently, a new planning paradigm has

been introduced, which aims at selectively reducing the fractionation e�ect in the target

volume. This paradigm, known as spatiotemporal fractionation, by integrating FMO and

fractionation decisions, aims at �nding fraction-variant treatment plans that primarily

irradiate a speci�c subregion of the target volume at each treatment session while

maintaining a similar dose in the normal tissue [6, 7, 17, 85]. By performing this

spatiotemporal modulation, we aim at minimizing the fractionation e�ect in the tumor to

limit the recovery of tumor cells in between fractions, thus increasing the tumor control

probability without raising the normal-tissue complications.

Designing such spatiotemporal plans requires a dose-response model that accounts

for fractionation e�ect. To that end, the concept of biologically e�ective dose (BED) can be

used to evaluate the e�ective delivered dose across fractions [52, 20]. Using a

radio-biological parameter, the BED model incorporates the tissue sensitivity to the

fractionation e�ect. In particular, BED formulation is de�ned as

b (d; [α/β]s) =
∑
n

dn

(
1 +

dn
[α/β]s

)
(68)

where dn is fraction-dependent physical dose; [α/β]s ratio (for structure s ∈ S), which is

measured in Gy, is the structure-speci�c radio-biological parameter that describes the

degree of sensitivity of a structure to fractionation. The value of this parameter has been

estimated for di�erent structures using the clinical outcome data [25, 26, 27]. However,

based on the current technologies, it is di�cult to precisely measure the α/β ratio, due to

e�ects such as protracted cell death and radiotherapy mediated immune response during

treatment [86, 87, 88]. Additionally, some e�ects usually do not emerge until a long time

69



after delivering the radiotherapy treatment, therefore, it is hard to learn the tissue response

properties during treatment [88]. Thus, the uncertainty in α/β ratio can be seen as an

inevitable realistic assumption. So, to avoid unexpected treatment outcomes, it is

necessary to incorporate this uncertainty into the modeling framework.

In this study, we address this uncertainty in the context of spatiotemporally

fractionated radiotherapy. To that end, we use a robust optimization approach as a part of

our proposed treatment optimization process. In this approach, we develop a formulation

that accounts for all uncertain realizations of the α/β ratios that belong to given

uncertainty intervals; in other words, the solutions resulting from this formulation are

robust to any foreseeable uncertain realization of the radio-biological parameter value, to

avoid any unexpected treatment outcome. This formulation can be reformulated as

quadratically constrained quadratic programming (QCQP) problem that is locally solved

using a local solver. This problem is solved for two di�erent 2D cancer cases, to quantify

the e�ect of incorporating the uncertainty into modeling and compare the results against

their deterministic counterparts.

The remainder of this study is organized as follows. In Section 4.2 we explain the

background of radiotherapy planning under uncertainty along with the signi�cance of this

study; in Section 4.3 we propose the robust model and explain the uncertainty settings.

Computational results are provided in Section 4.4 followed by a discussion on the main

�ndings in Section 4.5. Lastly, Section 4.6 concludes the chapter and highlights future

research directions.

4.2 Background and Signi�cance

In this section, we review the literature related to uncertainty modeling in

radiotherapy planning, and at last, we illustrate the signi�cance of the current study.

In clinic, there exist di�erent sources of uncertainties and errors. These include

uncertainties associated in parameter values of dose response models such as

dose-deposition coe�cients; the organs geometric inaccuracies that can be caused due to
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day-to-day alteration of the patient's anatomy; the presence of sub-clinical malignant

disease outside of the visible tumor, which are usually invisible on the CT scans; organ

motion during the dose delivery in a treatment session, which is of major concern for some

cancer cases such as lung or heart,mainly because of respiratory motions. These

uncertainties can also include systematic errors in dose delivery in a treatment session,

such as errors caused by inaccuracy of the positioning of the patient on the treatment

table, and machine tolerances.

Some of these types of uncertainty can be fairly addressed by the use of margins,

where rather than attempting to deliver dose to only the visible gross tumor volume

assumed to be �xed in the exact location shown on the CT scan of the patient, a larger

volume is marked as the target. The use of margins is widely accepted medical practice

and has been standardized by the International Commission on Radiation Units and

Measurements (ICRU) [89]. However, there are additional types of uncertainties that need

to be addressed by applying more comprehensive methods.

Badari et al. [16] investigated the e�ects of parameter uncertainty in the context of

conventional fractionated radiotherapy planning. They proposed a stochastic radiation

scheduling approach to incorporate uncertainty in tissue radio-sensitivity and sparing

factor that comes from inter-patient variability. In their probabilistic approach, uncertain

parameters are modeled as random variables with a given probability distribution and the

goal is to obtain the optimal solution such that the constraints are satis�ed with a speci�c

probability. To solve this problem, they developed a branch and bound algorithm. Using

head-and-neck cancer instances, they investigated the impact of explicitly accounting for

this uncertainty on plan quality and robustness. In their numerical experiment, they

observed that accounting for this uncertainty does not change the optimal number of

fractions, it is preferable to apply the same or smaller total dose. However, if a larger

(smaller) number of fractions in the probabilistic solution is obtained compared to the

nominal solution, a reduction in total dose is expected.

Later on, Badri et al. extended their work in [88], in which the uncertain

71



parameters do not follow a known distribution, but instead they are assumed to belong to

an interval of values. They proposed a robust optimization approach to conservatively

optimize over the worst-case scenarios concerning uncertain parameter values. But both of

these studies were limited to a conventional time-invariant fractionated treatment plans.

To best of our knowledge, there are only two studies address uncertainty in the

context of spatiotemporally fractionated radiotherapy. The �rst study is, the research by

Ajdari and Ghate [15], in which, they developed a robust optimization problem to obtain

spatiotemporally fractionated plans uncertainty associated with parameters in the

dose-response model. They assumed the unknown parameters of the linear-quadratic

dose-response model (α and β) belong to given intervals. Then they reformulated their

robust optimization as a set of linear programs with convex quadratic constraints. Next,

they numerically quanti�ed the price of robustness by applying their approach to

head-and-neck cancer instances. And their results show that while the price of robustness

is small, the robust solution remains statistically more feasible than the deterministic

solution.

After that, very recently Gaddy et al. in [84] incorporated the uncertainty

associated with patient-positioning errors in spatiotemporally fractionated treatment plan

optimization. They used scenario-based stochastic programming to model the uncertainty

in patient position shifts happening due to clinical implementation error along two axes. In

this study, a discrete probability distribution was used to model the occurrence of di�erent

scenarios. They applied their approach to 2D small liver cases and reported the changes in

observed therapeutic bene�t for di�erent scenario settings. They showed the potential

therapeutic bene�t in spatiotemporally fractionated plans with consideration of patient

position uncertainty.

Additionally, in some other studies such as [56], it has been shown that the BED

parameter is an in�uential factor in the gained therapeutic bene�t of the spatiotemporal

plans over conventional ones. To guarantee this potential bene�t, it is necessary to take

account of uncertainties in this parameter. In this chapter, we extend our spatiotemporally
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fractionated planning approach to account for the uncertainty associated with the

radio-biological parameter value in the BED model.

4.3 Problem De�nition

In this section, we �rst introduce a basic formulation of spatiotemporally

fractionated radiotherapy plan optimization, and then we account for uncertainty

afterward.

4.3.1 Deterministic formulation

The goal is to obtain optimal fraction-variant beamlet intensities to ensure a full

eradication of cancer cells while minimizing toxicity in surrounding normal-tissue referred

as organs-at-risk (OARs) to the largest extent possible. Let xni denote the intensity of

beamlet i ∈ I in fraction n ∈ N , then we can form a BED-based optimization problem to

penalize the deviation of the BED distribution in the OAR structures from the ideal one as

follows:

min
∑

s∈OAR

γsfs(b) (69)

subject to

∑
n∈N

dnv

(
1 +

dnv
[α/β]s

)
≥ τs([α/β]s) ∀v ∈ Vs, s ∈ T (70)

bv =
∑
n∈N

dnv

(
1 +

dnv
[α/β]s

)
∀v ∈ Vs, s ∈ OAR (71)

dnv =
∑
i∈I

Divxni ∀v ∈ V , n ∈ N (72)

xni ≥ 0 ∀n ∈ N , i ∈ I, s ∈ S. (73)

In the formulation above, the objective function minimizes a weighted summation of

de�ned penalty functions of BED distribution (fs(b), s ∈ OAR). These penalty functions

are de�ned similar to (31) introduced in Chapter 3. By de�ning ψs and φs representing

maximum and mean BED value in each structure, the penalty function de�nes as
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fs(b) = λsψs + (1− λs)φs. Constraints in (70) ensure delivering at least a prescribed BED

value τs to all target voxels indexed by j ∈ Vs, s ∈ T . The value of τs is determined by

calculating equivalent BED of prescribed physical dose ts, in a standard fractionation

scheme with Nstd fractions (typically, Nstd = 30), thus it is calculated as ts

(
1 + ts

[α/β]sNstd

)
.

Equations (71) and (72) measure the BED and the fraction-dependent dose at each voxel,

respectively. Lastly, the constraints in (73) enforce the non-negativity of beamlet

intensities.

In the formulation above, we can simply rewrite constraints directly as functions of

dnv's instead of bv's using the equations in constraints (71). Moreover, we can de�ne

auxiliary variables ps to be equal to λsψs + (1− λs)φs and rewrite the objective function

with respect to them. This linear representation also requires the addition of new auxiliary

constraint to de�ne limits on ψs and φs as they are included in the following reformulation

min
∑

s∈OAR

γsps (74)

subject to

∑
n∈N

dnv

(
1 +

dnv
[α/β]s

)
≥ ts

(
1 +

ts
[α/β]sNstd

)
∀v ∈ Vs, s ∈ T (75)

ps ≥ λsψs + (1− λs)φs ∀s ∈ OAR (76)

ψs ≥
∑
n∈N

dnv

(
1 +

dnv
[α/β]s

)
∀v ∈ Vs, s ∈ OAR (77)

φs ≥
1

|Vs|
∑
v∈Vs

∑
n∈N

dnv

(
1 +

dnv
[α/β]s

)
∀s ∈ OAR (78)

dnv =
∑
i∈I

Divxni ∀v ∈ V , n ∈ N (79)

xni, ps, ψs, φs ≥ 0 ∀n ∈ N , i ∈ I, s ∈ S. (80)

Now by having the basic deterministic formulation de�ned, we can address the uncertainty

in the following section.
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4.3.2 Robust optimization approach

Now consider the case that we have an uncertain α/β ratio in the target structure,

and suppose it can assume di�erent values from an uncertainty range de�ned as

[[α/β]min, [α/β]max]. We can then formulate the robust counterpart of the formulation

above as follows:

min
∑

s∈OAR

γsps (81)

subject to

∑
n∈N

dnv

(
1 +

dnv
[α/β]s

)
≥ ts

(
1 +

ts
[α/β]sNstd

)
∀v ∈ Vs, s ∈ T ,[α/β]min

s ≤ [α/β]s ≤ [α/β]max
s

(82)

ps ≥ λsψs + (1− λs)φs ∀s ∈ OAR (83)

ψs ≥
∑
n∈N

dnv

(
1 +

dnv
[α/β]s

)
∀v ∈ Vs, s ∈ OAR

(84)

φs ≥
1

|Vs|
∑
v∈Vs

∑
n∈N

dnv

(
1 +

dnv
[α/β]s

)
∀s ∈ OAR (85)

dnv =
∑
i∈I

Divxni ∀v ∈ V , n ∈ N (86)

xni, ps, ψs, φs ≥ 0 ∀n ∈ N , i ∈ I, s ∈ S.

(87)

To simplify the presentation of the model, we replace 1
[α/β]s

with ρs which

correspondingly belongs to uncertainty interval of [ρmin
s , ρmax

s ]. Additionally, we can move

the coe�cient of ρs in the right-hand-side of constraint in (82) to the other side to

consolidate it with other coe�cient, thus we have

min
∑

s∈OAR

γsps (88)
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subject to

∑
n∈N

dnv + ρs

(∑
n∈N

d2nv −
t2s
Nstd

)
≥ ts ∀v ∈ Vs, s ∈ T , ρmin

s ≤ ρs ≤ ρmax
s (89)

ps − λsψs − (1− λs)φs ≥ 0 ∀s ∈ OAR (90)

ψs −
∑
n∈N

dnv (1 + ρsdnv) ≥ 0 ∀v ∈ Vs, s ∈ OAR (91)

φs −
1

|Vs|
∑
v∈Vs

∑
n∈N

dnv (1 + ρsdnv) ≥ 0 ∀s ∈ OAR (92)

dnv =
∑
i∈I

Divxni ∀v ∈ V , n ∈ N (93)

xni, ps, ψs, φs ≥ 0 ∀n ∈ N , i ∈ I, s ∈ S. (94)

In the formulation above, constraints (89)-(94) ensure that original constraints are satis�ed

for every possible realization of ρs in their de�ned uncertainty intervals. Accordingly, this

problem includes in�nitely many constraints. We adopt the robust optimization method

originally proposed in [90] and also employed in [15] to reformulate the optimization model

above. The constraint in (89) holds for every realization of ρs if for any �xed values of dnv,

the left-hand-side remains greater or equal to ts. That means the minimum value of the

left-hand side should be greater or equal to the right-hand-side. The problem of �nding

this minimum value for any �xed value of dnv is a linear program as follow

min
ρs

∑
n∈N

dnv + ρs

(∑
n∈N

d2nv −
t2s
Nstd

)
(95)

subject to

ρs ≥ ρmin
s (96)

ρs ≤ ρmax
s (97)

Let u and w be the dual variables corresponding to these two constraints, the dual of this
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LP then can be written as

max
u,w

∑
n∈N

dnv + ρmin
s u+ ρmax

s w (98)

subject to

u+ w ≤

(∑
n∈N

d2nv −
t2s
Nstd

)
(99)

u ≥ 0, w ≤ 0 (100)

Due to weak duality [91], all possible values of the objective function in (98) subject to its

constraints is always less or equal to the optimal objective value in the primal problem in

(95), hence, we can write the robust form of constraints in (89) as

∑
n∈N

dnv + ρmin
s uv + ρmax

s wv ≥ ts ∀v ∈ Vs, s ∈ T (101)

uv + wv ≤

(∑
n∈N

d2nv −
t2s
Nstd

)
∀v ∈ Vs, s ∈ T (102)

u ≥ 0, w ≤ 0 (103)

.

With that explained, the robust formulation for obtaining spatiotemporally

fractionated radiotherapy can be written as

min
∑

s∈OAR

γsps (104)
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subject to

∑
n∈N

dnv + ρmin
s uv + ρmax

s wv ≥ ts ∀v ∈ Vs, s ∈ T (105)

uv + wv −
∑
n∈N

d2nv ≤
t2s
Nstd

∀v ∈ Vs, s ∈ T (106)

ps − λsψs − (1− λs)φs ≥ 0 ∀s ∈ OAR (107)

ψs −
∑
n∈N

dnv (1 + ρsdnv) ≥ 0 ∀v ∈ Vs, s ∈ OAR (108)

φs −
1

|Vs|
∑
v∈Vs

∑
n∈N

dnv (1 + ρsdnv) ≥ 0 ∀s ∈ OAR (109)

dnv =
∑
i∈I

Divxni ∀v ∈ V , i ∈ I (110)

xni, ps, ψs, φs, uv ≥ 0, wv ≤ 0 ∀n ∈ N , i ∈ I, s ∈ S. (111)

We express dnv's as functions of xni's using the equations in constraints (110). Then

the set of variables reduces to xni, ps, ψs, φs, uv and wv. By introducing the aggregate

vector y that denotes all these variables as y =
[
x> p>bmax> bmean>u> − w>

]>
, we can

rewrite the robust spatiotemporally fractionated radiotherapy plan optimization problem

as a QCQP problem with a linear objective function as shown below

min
y≥0

q>0 y (112)

subject to

a>v y ≤ −ts ∀v ∈ Vs, s ∈ T (113)

y>Qtarget
v y + qtarget>v y ≤ t2s

Nstd
∀v ∈ Vs, s ∈ T (114)

c>s y ≤ 0 ∀s ∈ OAR (115)

y>Qoar
v y + qoar>v y ≤ 0 ∀v ∈ Vs, s ∈ OAR (116)

y>Qoar
s y + qoars

>
y ≤ 0 ∀s ∈ OAR (117)

78



where av, q
target
v , cs, q

oar
v and qoars are the vectors of coe�cients of linear terms in constraints

(105)�(109) respectively; similarly, Qtarget
v , Qoar

v and Qoar
s are quadratic coe�cients of

de�ned vector of variables y in constraints (106), (108) and (109) respectively.

Because in this QCQP reformulation, the matrices Qtarget
v (v ∈ Vs) associated with

target structures (s ∈ T ) in (114) are not positive semi-de�nite, the QCQP problem is

non-convex in general. Such problems are NP-hard and di�cult to solve and usually, there

is no guarantee to reach global optimality [61, 62]. However, in this study, we use a local

solver to �nd local optimal solutions. In the next section, we present the computational

results for this problem.

4.4 Computational Results

In this section, we evaluate the impact of incorporating uncertainty on the

spatiotemporally fractionated radiotherapy planning, and additionally investigate the

change in the potential bene�t of such plans over conventional ones by testing our proposed

model on 2D liver and prostate cancer cases. These cases are extracted from 3D cancer

cases provided in the CORT dataset [39] and as shown in Figure 20. One-dimensional

beams are considered by extracting the central beamlet row at each beam angle. Other

speci�cations and parameter values associated with these cases are shown in Table 17.

(a) Liver case (b) Prostate case

Figure 20: 2D cancer cases

The formulation was implemented in MATLAB platform and the problem was

locally solved using interior point optimizer (ipopt) [35] (the interested reader is referred to
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[36, 37] for more details on ipopt). The ipopt solver was called from the OPTI toolbox [40]

in MATLAB. All the computations were performed on a Windows machine with an Intel

Core i5 CPU and 8GB RAM.

Table 17: Case speci�cations and parameter values

Parameter Liver Prostate
Total number of voxels 4,913 5,213
PTV α/β ratio (Gy) 10 1.5
Number of beams 15 7
Number of beamlets 140 44
Number of fractions (N) 5 5
Beamlet size (cm2) 1×1 1×1
Voxel resolution (mm) (3.0, 3.0) (3.0, 3.0)
Prescribed physical dose (Gy) (ts, s ∈ T ) 70 60

In the rest of this section, �rst, we illustrate the nominal values along with

uncertainty intervals of the α/β ratios, and then, we provide the experimental results

accordingly.

4.4.1 Uncertainty settings

In this study, the uncertainty intervals are characterized using uncertainty

parameter η as
[
(1− η)[α/β]nominal

s , (1 + η)[α/β]nominal
s

]
. The uncertainty parameter allows

us to investigate the e�ect of having di�erent levels of uncertainty in the [α/β] parameter

value, with η assuming values from {0, 0.1, 0.2, 0.3, 0.4, 0.5}. Clearly, the choice of η = 0

leads to the deterministic counterpart with no uncertainty in [alpha/beta] ratio. With that

explained, the interval for ρ can be accordingly written as ρmin
s = 1

(1+η)[α/β]nominal
s

and

ρmax
s = 1

(1−η)[α/β]nominal
s

. According to this de�nition, Table 18 shows the nominal value of

α/β ratio along with their associated uncertainty intervals for di�erent values of η. Next,

we report the experimental results.

Table 18: Nominal values and uncertainty intervals of α/β ratio (Gy) of PTV

Nominal η = 0.1 η = 0.2 η = 0.3 η = 0.4 η = 0.5
Liver 10 [9, 11] [8, 12] [7, 13] [6, 14] [5, 15]
Prostate 1.5 [1.35, 1.65] [1.2, 1.8] [1.05, 1.95] [0.9, 2.1] [0.75, 2.25]
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4.4.2 Robust solutions

In this section, we obtain the spatiotemporally fractionated plans by solving the

robust formulation in (112)�(117) for di�erent values of η including η = 0 for a reference

deterministic solution. We also investigate the impact of allowing for di�erent number of

distinct dose distributions throughout the treatment course, denoted by P . Evidently, the

solution of formulation with P = 1 corresponds to a conventionally fractionated treatment

plan, in which an identical �uence map is delivered across all fractions. We use this

solution, to fairly quantify the potential bene�t of spatiotemporal plans over conventional

ones.

Table 19 presents the objective function value of both cases with di�erent P and η

values. In this table, each row is associated with a radiotherapy plan with the same

number of �uence map but di�erent levels of uncertainty. The �rst row for each case shows

the solutions to the conventionally fractionated plan. To be able to quantify the change in

the objective function in uncertain cases, the �rst column of values provides the nominal

deterministic case.

Table 19: Objective function value of instances with di�erent combinations of P and η

Liver

Nominal η = 0.1 η = 0.2 η = 0.3 η = 0.4 η = 0.5
P = 1 51.02 52.55 53.99 55.34 56.61 57.81
P = 2 49.26 50.87 52.32 53.68 55.02 56.22
P = 3 48.51 50.06 51.56 53.05 54.27 55.43
P = 4 47.91 49.45 51.19 52.58 53.92 55.19
P = 5 47.58 49.25 50.76 52.22 53.45 54.75

Prostate

P = 1 74.12 75.59 77.02 78.42 79.79 81.13
P = 2 68.51 70.35 72.16 73.95 75.71 77.45
P = 3 66.25 68.50 70.52 72.50 73.87 75.86
P = 4 65.90 67.88 70.00 71.76 73.10 74.55
P = 5 65.48 67.51 69.83 71.50 72.89 74.20

As it can be seen, the objective function value (of the minimization problem)

increases as we increase the level of uncertainty. We de�ne the relative change in the

objective function value as the cost of robustness. We draw the cost of robustness chart for

di�erent values of η shown in Figure 21. The chart shows that the cost of robustness

directly increases as we use larger uncertainty ranges.
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Figure 21: Cost of robustness with respect to di�erent combinations of P and η

Additionally, we can calculate the gain of using spatiotemporally fractionated plans

over conventional ones as the relative reduction in the objective function value as reported

in Table 20.

Table 20: Percentage of relative gain of using spatiotemporally fractionated plan over conventional ones with
respect to di�erent combinations of P and η

Liver

Nominal η = 0.1 η = 0.2 η = 0.3 η = 0.4 η = 0.5
P = 2 3.5% 3.2% 3.1% 3.0% 2.8% 2.7%
P = 3 4.9% 4.7% 4.5% 4.1% 4.1% 4.1%
P = 4 6.1% 5.9% 5.2% 5.0% 4.7% 4.5%
P = 5 6.7% 6.3% 6.0% 5.6% 5.6% 5.3%

Prostate

P = 2 7.6% 6.9% 6.3% 5.7% 5.1% 4.5%
P = 3 10.6% 9.4% 8.4% 7.5% 7.4% 6.5%
P = 4 11.1% 10.2% 9.1% 8.5% 8.4% 8.1%
P = 5 11.7% 10.7% 9.3% 8.8% 8.7% 8.5%

To see the behavior of the gain concerning P and η, we draw them on a single chart,

as presented in Figure 22. Figure 23 (a)�(b) shows the dose-wash diagrams corresponding

to two distinct dose distributions obtained for spatiotemporal fractionation using the

deterministic nominal [α/β] ratio. Figure 23 (c)�(d) shows the distinct dose distributions

obtained from robust spatiotemporal fractionation using an uncertainty level of η = 0.5. As

it can be seen in both of these instances, the PTV is similarly divided into subregions, and

each subregion is irradiated separately using each distinct dose distribution. Nevertheless,

it appears that in the robust solution the amount of deposited dose in the target volume is

larger compared to the deterministic solution.
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Figure 22: Achieved gain of using spatiotemporally fractionated plans over conventional with respect to
di�erent P under various levels of uncertainty

(a) Dose distribution 1 (b) Dose distribution 2

(c) Dose distribution 1 (d) Dose distribution 2

Figure 23: Dose wash diagram of the �uence maps of the spatiotemporally fractionated instance with P = 2;
(a) and (b) are dose distributions under deterministic assumption, (c) and (d) correspond to robust solutions

We also draw the BED-volume histograms (BEDVH) for all instances. BEDVH

shows the percentage of a structure volume that receives at least a speci�c amount of BED.

Using these charts, the BED distribution in each structure is more obvious. Figure 24

shows the BEDVH's corresponding to all instances with di�erent uncertainty levels,

superimposed in one chart. In these charts, the BEDVH associated with deterministic

plans is shown with dotted lines used as a reference plan for comparison. This BEDVH is
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once drawn for conventional plans and once for spatiotemporally fractionated ones with

P = 5 for various levels of uncertainty. As it can be seen, an increase in the level of

uncertainty leads to escalated BED distribution in all structures in both conventional and

spatiotemporal plans.
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(a) Conventional plan for liver case
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(b) Spatiotemporal plan with P = 5 for liver case
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(c) Conventional plan for prostate case
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(d) Spatiotemporal plan with P = 5 for prostate case

Figure 24: BED-volume histogram , (a, c) based on conventional solutions for all η values, (b, d) based on
spatiotemporally fractionated plan with P = 5 for all η values; (dotted lines corresponds to deterministic
solutions)

Lastly, in order to quantify the amount of infeasibility of the deterministic solutions

to di�erent realizations of α/β ratio, we perform an infeasibility test. In this experiment,

we simulate the realization of α/β ratio for 1000 scenarios. In each scenario, we randomly

generated values for all α/β ratio within the uncertainty range for each voxel. Then, we
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check the feasibility of the deterministic solutions for each target BED constraint. For

di�erent uncertainty settings characterized by η, Table 21 provides the fraction of target

voxels in percentage, which the voxel has received less than prescribed BED, meaning that,

the associated constraint is violated.

Table 21: The fraction of target voxels in percentage that are violated in the deterministic solution

Liver

η = 0.1 η = 0.2 η = 0.3 η = 0.4 η = 0.5
P = 1 5.60 6.43 6.98 7.46 8.02
P = 2 7.11 7.34 7.88 8.37 9.24
P = 3 7.67 7.94 8.26 8.99 10.21
P = 4 7.92 8.66 8.91 9.42 10.95
P = 5 8.12 8.80 9.22 9.83 11.13

Prostate

P = 1 6.63 7.13 7.84 8.57 9.21
P = 2 8.11 8.32 8.75 9.02 9.75
P = 3 8.23 8.54 8.81 9.13 10.57
P = 4 8.68 8.99 9.43 9.86 11.72
P = 5 9.10 9.42 9.92 10.14 12.03

As can be seen, as we increase the level of uncertainty, the infeasibility rate also

increases. Additionally, the infeasibility rate in the conventionally fractionated plan is less

than its spatiotemporal counterparts. Finally, in Table 22, we report the average of mean

and maximum BED violation in target voxels for all simulated scenarios.

Table 22: Average of mean and maximum violations in target voxels per deterministic solutions under
simulated scenarios

Mean violation Maximum violation

Liver

η = 0.1 η = 0.2 η = 0.3 η = 0.4 η = 0.5 η = 0.1 η = 0.2 η = 0.3 η = 0.4 η = 0.5
P=1 1.15 2.18 2.82 3.34 3.77 2.14 4.31 5.78 7.16 9.02

P=2 1.24 2.43 3.02 3.68 4.02 2.76 5.02 6.63 8.01 10.17

P=3 1.26 2.45 3.12 3.75 4.07 2.81 5.11 6.78 8.07 10.36

P=4 1.27 2.49 3.15 3.84 4.15 2.94 5.18 6.91 8.24 10.45

P=5 1.28 2.47 3.18 3.82 4.13 2.93 5.18 6.90 8.21 10.41

Prostate

P=1 2.21 3.08 3.95 4.41 5.02 3.12 4.87 6.11 7.34 10.24

P=2 2.45 3.64 4.12 4.63 5.74 3.45 4.99 6.23 7.45 10.47

P=3 2.56 3.73 4.22 4.86 6.11 3.86 5.23 6.98 8.02 10.84

P=4 2.74 3.87 4.31 4.99 6.24 3.97 5.46 7.25 8.21 11.10

P=5 2.81 3.96 4.32 5.02 6.27 4.14 5.76 7.53 8.47 11.36

4.4.3 Uncertainty in the α/β ratio of OARs

Thus far, we only considered the uncertainty in the target α/β ratio. However, this

type of uncertainty is also foreseeable in the OAR structures. To write the robust

formulation in a way that uncertainty in OAR's radio-biological parameter is also

accounted for, without loss of generality, it is su�cient to only replace the largest ρs
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associated to each OAR in the robust formulation, to ensure accounting for their

worst-case scenario. This is because ρs in the constraints associated with OARs in (108)

and (109) is multiplied to negative values of dnv, and consequently the minimum value of

the left-hand side is realized when we use the ρmax
s .

4.5 Discussion

In this section, we highlight the insights gained from this study and discuss the

main �ndings.

Since our proposed robust formulation optimizes over the worst-case scenario

associated to each constraint, as the level of uncertainty characterized by η increases, the

model tries to ensure the delivery of su�cient BED, guaranteeing full eradication of the

tumor cells by depositing the minimum BED threshold at each target voxel for every

realization of the α/β ratio. Consequently, the amount of deposited dose, hence BED, in

OAR structures also increases, and that causes larger penalty functions as it was shown in

Table 19. The increase in the penalty function value, de�ned as the cost of robustness, is

directly proportional to the level of uncertainty as shown in Figure 21.

As Table 20 suggests, the trade-o� between the number of distinct dose

distributions used and the gain achieved by using spatiotemporally fractionated plans

suggests a diminishing-return property.

Although a positive gain is observed for all instances corresponding to any η value,

as it can be seen from Figure 22, there is a clear trend in the gain so that it drops when the

level of uncertainty increases. This trend can be justi�ed by the fact that the cost of

robustness in spatiotemporally fractionated plans is slightly more than their counterparts

in conventional plans.

The observed gain in spatiotemporal plans can be explained by the fact that these

plans exploit the fractionation e�ect to a greater extent than conventional plans. By

altering the �uence maps over di�erent fractions, a spatiotemporally fractionated

treatment plan aims at delivering a large dose to subregions of the target in as few
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fractions as possible while ensuring the dose to OAR structures is divided across all

fractions. This target division that can be seen in Figure 23, guarantees a small

fractionation e�ect in the tumor area while achieving a large fractionation e�ect in the

OAR structures, which, in turn, yields to a smaller BED distribution in OAR structures,

without decreasing the BED in the target area.

The trend of change in BED distributions of the target and OAR structure, with

respect to changes in the levels of uncertainty, can be observed in BEDVH shown in Figure

24. These BEDVHs show an increase in the level of uncertainty can lead to an escalated

BED distribution in all structures; however, this elevation in the deposited BED is more

signi�cant in the target area than the OAR structures. A possible explanation for this

di�erence may be that, in contrast to OAR structures, the proposed formulation imposes a

hard constraint on the minimum value of BED delivered to target structures.

Our numerical results in Table 21 show that, under the deterministic assumption,

we can expect to have approximately a fraction of 4% to 10% of the target voxels not

receiving the prescribed BED, resulting the survival of some cancerous cells, which can

potentially repopulate and lead to treatment failure.

4.6 Conclusion

In this study, a robust formulation was proposed to incorporate the uncertainty of

radio-biological parameter value into designing spatiotemporally fractionated radiotherapy

plans. In particular, it was assumed that the α/β ratio of the target region, which

determines the tissue-speci�c radio-sensitivity in a fractionated radiotherapy, belongs to

given uncertainty intervals. The proposed robust formulation was reformulated into a

QCQP problem, which was locally solved using a local solver. The formulation then was

applied to two di�erent 2D cancer cases to quantify the e�ect of explicitly accounting for

the parameter uncertainty. It was observed that as we increase the level of uncertainty, the

cost of robustness, that is the increase in objective function compared to deterministic

problem, also increases. Based on our results, it was also observed that in the presence of
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uncertainty, spatiotemporally fractionated treatment still retains a therapeutic gain over a

conventionally fractionated one; however, this gain decreases as we increase the level of

uncertainty. As the proposed robust formulation is signi�cantly larger than its

deterministic counterpart, it leads to a more di�cult problem to solve. So an interesting

avenue for future research is to �nd customized e�cient solution methods to solve this

problem for clinical cases.
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CHAPTER V

CONCLUSION AND FUTURE RESEARCH

In this �nal chapter, we review and summarize the research contributions and key

�ndings of this dissertation, as well as discuss limitations along with directions for future

research.

5.1 Summary and Conclusion

In this dissertation, di�erent aspects of a special implementation of

spatiotemporally fractionated radiotherapy planning was studied.

First, in Chapter 2, we conducted a proof-of-concept study to quantify the extent of

potential therapeutic gain achievable by altering the radiation dose distribution over

treatment sessions in fractionated radiotherapy. To that end, a spatiotemporally integrated

planning approach was developed, where the spatial and temporal dose modulations were

optimized simultaneously. The concept of EUBED was used to quantify and compare the

clinical quality of spatiotemporally heterogeneous dose distributions in target and critical

structures. This gave rise to a large-scale non-convex treatment-plan optimization problem,

which was solved using global optimization techniques. The proposed spatiotemporal

planning approach was tested on two stylized cancer cases with di�erent treatment sites

and sensitivity analysis was performed for radio-biological and EUBED parameters.

Numerical results validated that spatiotemporal plans are capable of delivering a larger

BED to the target volume without increasing the BED in critical structures compared to

conventional time-invariant plans. In particular, this additional gain is attributed to the

irradiation of di�erent regions of the target volume at di�erent treatment sessions.

Additionally, the trade-o� between the potential therapeutic gain and the number of

89



distinct dose distributions was quanti�ed, which suggests a diminishing marginal gain as

the number of dose distributions increases.

Moreover, in Chapter 3, we extended our proof-of-concept study by developing

customized large-scale optimization methods to address computational challenges of

designing spatiotemporally fractionated radiotherapy plans for clinical cases. The main

challenges were due to the non-convex and large-scale nature of the corresponding

treatment-plan optimization problem. Thus, we developed scalable optimization methods

to obtain high-quality spatiotemporally fractionated plans with optimality bounds for

clinical cancer cases. In particular, the treatment planning problem was formulated as a

quadratically constrained program and was solved to near optimality using a constraint

generation approach, where each sub-problem was solved using sequential linear/quadratic

programming methods. To obtain optimality bounds, cutting-plane and column-generation

methods were combined to solve the Lagrangian relaxation of the formulation. Lastly, the

performance of the developed methods was tested on two clinical liver and prostate cancer

cases. Results showed that the proposed method is capable of achieving near-optimal

spatiotemporally fractionated plans with optimality gaps of around 11% for both cancer

cases.

Lastly, in Chapter 4, we incorporated the radio-biological uncertainty into the

spatiotemporal fractionation. In particular, due to the inter- and intra-patient variability,

the exact value of BED tissue-speci�c parameters is uncertain. Hence, we considered an

uncertainty interval for the parameter values. We proposed a robust optimization approach

to account for all possible values of the uncertain radio-biological parameters. To quantify

the e�ect of taking uncertainty into account, using 2D cancer cases, the obtained robust

spatiotemporally fractionated plans were compared against their deterministic

counterparts. It was observed that in the presence of radio-biological uncertainty,

spatiotemporally fractionated treatment still retains a therapeutic gain over a

conventionally fractionated one; however, this gain decreases as we increase the levels of

uncertainty.
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5.2 Future Research

Although this dissertation has investigated di�erent aspects of optimizing

spatiotemporally fractionated radiotherapy plans, there are still some limitations and

challenges that future studies could address. Here, we discuss some of these possible future

research directions that could extend the topic of this dissertation.

Spatiotemporally fractionated radiotherapy planning for clinical cancer cases is

computationally a di�cult task, mainly due to non-convexity and large-scale nature of the

arising optimization problems, and although this research provided customized solution

methods to obtain such treatment plans with small optimality bounds, more research

remains to be done to enhance the e�ciency of the solution methods and consequently

improve the quality of the found solutions. Most importantly, other BED-based

formulations using voxel-based BED penalties, as opposed to structure-based penalties

considered in this dissertation, could be investigated.

As discussed in chapter 4, the incorporation of uncertainty into spatiotemporally

fractionated radiotherapy planning leads to a substantial increase in the dimensionality of

the arising problem, consequently, solving such problems for large clinical cases, using

existing solution approaches, remains computationally prohibitive. Thus, further research

is needed to adequately address this challenge. A possible approach could apply a

combination of column generation and constraint generation methods concurrently to be

able to solve such problems for clinical cases. Another possibility could be the application

of stochastic programming to account for radio-biological uncertainty which could lead to a

smaller-sized optimization problem.

Another interesting avenue for future research in this topic could be addressing

other types of uncertainties that may signi�cantly impact spatiotemporally fractionated

radiotherapy and cannot be adequately addressed using conventional methods (e.g., using

margins). For example, patient-positioning and setup errors may occur during the course of

radiotherapy treatment due to inconsistent patient positioning or machine setups across
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treatment fractions. Because spatiotemporal fractionation employs multiple distinct dose

distributions to irradiate di�erent subregions of the target volume, a particular concern is

that as a result of setup error in some fractions, these dose distributions become misaligned

relative to each other, potentially causing severe under-dosing in parts of the tumor. In

contrast, this is not an issue in conventional treatment plans, where the entire tumor is

treated similarly in every fraction, or at most, setup errors can only cause under-dosing at

the edge of the target volume. However, in spatiotemporally fractionated plans, this

under-dosing may potentially occur in any part of the tumor. Therefore, this problem

cannot be addressed by margins [84]. To address this type of uncertainty, one could

investigate the application of standard robust optimization and stochastic programming

approaches to explicitly account for the geometric uncertainties in the treatment

optimization process.

Finally, the spatiotemporal fractionation approach proposed in this dissertation can

be applied to more clinical cancer cases with di�erent tumor sites, to investigate and

quantify the potential gain of using spatiotemporally fractionated radiotherapy plans with

respect to various case speci�cations.
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