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There are increasing demands on portable communication devices to run multimedia applications. 
ISO (an International Organization for Standardization) standard MPEG-4 is an important and 
demanding multimedia application. To satisfy the growing consumer demands, more functions are 
added to support MPEG-4 video applications. With improved CPU speed, memory sub-system 
deficiency is the major barrier to improving the system per-formance. Studies show that there is 
sufficient reuse of values for caching that significantly reduce the memory bandwidth requirement 
for video data. Software decoding of MPEG-4 video data generates much more cache-memory 
traffic than required. Proper understanding of the decoding algorithm and the composition of its 
data set is obvious to improve the performance of such a system. The focus of this paper is cache 
modeling and optimization for portable communication devices running MPEG-4 video decoding 
algorithm. The architecture we simulate includes a digital signal processor (DSP) for running the 
MPEG-4 decoding algorithm and a memory system with two levels of caches. We use VisualSim 
and Cachegrind simulation tools to optimize cache sizes, levels of associativity, and cache levels 
for a portable device decoding MPEG-4 video.  
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1. Introduction 

The popularity and demands of portable handheld communication devices are proliferating. To 
satisfy consumer demands, designers are adding more features to support multimedia applications such 
as digital video and audio. The MPEG-4, an International Organization for Standardization (ISO) standard, 
is emerging as the predominant video and audio format for these applications. Consider a portable video 
application with a Quarter Common Intermediate Format (QCIF-176 x 144 pixels), 10-15 frames per 
second (fps), and 64 kbps data rate. On a typical 16-bit, dual-execution DSP unit, it may take 60 to 80 
Mcycles to run an MPEG-4 decoder to support this application. Unlike the encoder, the decoder is 
explicitly specified by the MPEG-4 standard, leaving few choices for the system designer regarding what 
algorithms to employ. So, it is important to understand the decoding algorithm and the composition of its 
data set to improve the performance of such a system. A simple but computationally intense architecture 
implementation for portable communication is needed to support the MPEG-4 application [I, 2].  

The newly added functionalities increase the size and complexity of multimedia applications. 
Based on the standard, these devices must efficiently perform video algorithms to support these 
applications and meet low power and bandwidth requirements. For time critical applications, these 
systems must react to system changes and must compute certain results in real time. More computational 
power is required in their implementation to deal with these issues. Increased computational power 
implies more traffic from CPU to main memory (MM). The bandwidth to off-chip memories is not 
increasing as fast as the increase in speed of computation, leading to a significant processor-memory 
speed gap. An approach to deal with memory bandwidth bottlenecks is to use cache(s). Cache is intended 
to give memory speed approaching that of the fastest memories in the system. Figure I shows the memory 
hierarchy with level-I (CL1) and level-2 (CL2) caches. Cache improves performance by reducing the data 
access time. Data between CPU and cache is transferred as data object and between cache and main 
memory as block (3, 4].  

Computer architectures are changing in response to the demands to support multimedia 
applications. Processing MPEG video is a significant challenge for memory sub-systems, which have 



become the primary performance bottleneck. The high data rate, large sizes, and distinctive memory 
access patterns of MPEG exert a particular strain on caches. While miss rates are acceptable, they 
generate significant excess cache-memory traffic. Multimedia applications seriously suffer due to cache 
inefficiency from dropped frames, blocking, or other annoying artifacts. For portable devices, where 
power and bandwidth are limited, cache inefficiency can have a direct cost impact, requiring the use of 
higher capacity components that can drive up system cost [5, 6, 7]. It is important to understand the 
decoding algorithm to improve performance through cache sub-system optimization. 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
This paper is organized as follows. Related work is presented in Section 2. In Section 3, MPEG-4 

video decoding algorithm is summarized. The simulated architecture is discussed in Section 4. Simulation 
details are explained in Section 5. In Section 6, the simulation results are analyzed. Finally, we conclude 
our work in Section 7.  
 
2. Related work 

A number of articles have been published on cache optimization for mobile devices running 
multimedia applications. In this section, we include only those that are very relevant to the work 
presented in this paper.  

In [1], we enhance MPEG-4 decoding performance through cache optimization of a mobile device. 
We simulate an architecture that has a DSP to run the decoding algorithm and a memory hierarchy with 
two-level caches. We use Cachegrind and VisualSim simulation tools to optimize cache sizes, line sizes, 
associativity levels, and cache levels. Using Cachegrind, we characterize MPEG-4 video decoder and collect 
data to run VisualSim simulation model. We explore the architecture of a multiprocessor computing 
system running multimedia application like MPEG-4 in [3]. We develop a simulation program to evaluate 
the system performance in terms of utilization, delay, and total transactions for various CL1 sizes. Our 
work shows that the right selection of the cache parameters improves performance for devices running 
multimedia applications.  

In [5], the problem related to improving memory hierarchy performance for multitasking data 
intensive application is addressed. A compiler-like method is proposed for intra-task. An analytical method 
is used to find a static task execution order for inter-task data cache misses by using cache partitioning. 
Due to the lack of freedom in reordering task execution, this method optimizes the caches more.  

A general-purpose computing platform running MPEG-2 application is studied in [6]. Most of the 
data transferred is concentrated on the main system bus. At the very least, there are two streams of 
encoded and decoded video being concurrently transferred in and out of main memory. Any excess 
memory traffic generated by cache inefficiency will further make this situation worse. It is found that 

Fig. 1 Typical memory hierarchy to fill the 
processor-memory speed gap 
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there is sufficient reuse of values for caching to significantly reduce the raw required memory bandwidth 
for video data. The addition of a larger second level cache to a small first level cache can reduce the 
memory bandwidth significantly.  

Cache behavior of multimedia and traditional applications is studied in [8, 9]. The studies show 
that multimedia applications exhibit higher data miss rate and comparable lower instruction miss rate. 
The study indicates larger data cache line sizes than are currently used would be beneficial in case of 
multimedia applications.  

In this work, we focus on cache modeling and optimization for portable devices running MPEG-4 
video decoding algorithm. Architecture we simulate has a DSP to run MPEG-4 decoding algorithm and a 
memory sub-system with two levels of caches. 

 
3. MPEG-4 video decoding algorithm 

Inspired by the tremendous success of ISO (International Organization for Standardiza-tion) 
standard MPEG-2, MPEG-4 was finalized in 1998 by hundreds of researchers around the world. In 2000, 
Moving Picture Experts Group (MPEG) defined MPEG-4 as the next-generation global multimedia 
standard. MPEG is a working group within the ISO. Multimedia is a combination of various data types 
including audio, graphics, and video. A multimedia application is one which operates on data to be 
presented visually and/or aurally. MPEG-4 delivers professional-quality audio and video streams over a 
wide range of bandwidths, from cellular phone to broadband and beyond. At its most basic level, 
compression is performed when an input video stream is analyzed and information that is less significant 
to the viewer is discarded. Each event is then assigned a code - commonly occurring events are assigned 
few bits and rare events will have more bits. The transmitter encodes and transmits the encoded video 
streams; the receiver decodes the encoded video streams and plays them back [10]. In this section, MPEG-
4 video algorithm is discussed briefly.  

MPEG-4 considers both the spatial and temporal redundancy of video signals to achieve 
compression. Video data is broken down into 8 by 8 pixel blocks and passed through a discrete cosine 
transform (OCT). The resulting spatial frequency coefficients are quantized, run-length encoded, and then 
further compressed with an entropy coding algorithm. To exploit temporal redundancy, MPEG-4 encoding 
uses motion compensation with three different types of frames. Intra (I) frames contain a complete image, 
compressed for spatial redundancy only. Predicted (P) MPEG-4 frames are built from 16 by 16 fragments 
known as macro-blocks. These consist primarily of pixels from the closest previous I or P frame (the 
reference frame), translated as a group from their location in the source. This information is stored as a 
vector representing the translation, and a OCT-encoded difference term, requiring far fewer bits than the 
original image fragment. Bidirectional (B) frames can use the closest two I or P pictures-one before and 
one after in temporal order - as reference frames. Information not present in reference frames is encoded 
spatially on a block-by-block basis. All of data in P and B frames is also subject to run-length and entropy 
coding [11].  

The decoder reads the MPEG-4 data as a stream of bits. Unique bit patterns (start-codes) mark 
the division between different sections of the data. The simplified bit stream hierarchical structure is 
shown in Figure 2. A Sequence (video clip) consists of groups of pictures (GOP). A GOP contains at least 
one I frame (picture) and typically a number of dependent P and B frames. Pictures consist of collections 
of macro-blocks called slices. Each macro-block consists of 8 by 8 pixels blocks and a pixel is the minimum 
unit of a video clip.  

It is important that for a GOP the encoding, transmission, and decoding order are the same (non-
temporal order). Consider a GOP that has 7 picture frames as shown in Figure 3. For decoding, these (I, P, 
and B) frames must be processed in the non-temporal order because of their dependencies. Non-temporal 
decoding order for this GOP is 1, 4, 2, 3, 7, 5, and 6. 

 



 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Structure (at the encoder) is usually specified using two parameters, M and N. An I frame is 
decoded every N frames and a P frame every M frames. In this example, N is 7 and M is 3. The remaining 
frames in the GOP are B frames whose number is selected such that the prediction error threshold is not 
exceed. 

During MPEG-4 encoding, both spatial and temporal redundancy is considered in order to achieve 
compression. Due to the fact that there are dependencies among frames and the frames are processed in 
non-temporal order while decoding encoded video, selection of right cache parameters may improve 
cache and overall system performance significantly. 

 
4. Architecture for MPEG-4 decoding 
4.1 Simulated architecture  

We study cache optimization for a portable communication device running multimedia 
ap-plications. Our focus is to evaluate architecture by optimizing cache that support MPEG-4 decoding 
algorithm to satisfy growing demands. The simulation program is developed using VisualSim to evaluate 
the system performance in terms of utilization and total number of transactions processed by the 
different system components for various cache sizes, associativity, and cache levels. We collect detailed 
traces for MPEG-4 application using ARMulator to drive our simulation model. The simulated architecture 
includes a Digital Signal Proces-sor (DSP) for running MPEG-4 video decoding algorithm and a memory 
hierarchy with two levels of caches as shown in Figure 4.  

The DSP decodes the encoded video streams. DSP has on-chip CL1 and off-chip CL2. DSP and main 
memory are connected via a shared bus. DMA-1/O transfers and buffers encoded video data from the 

Fig. 2 MPEG-4 video bit-stream structure 
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storage to the main memory. DSP decodes and writes the video streams into the main memory. The CPU 
reads the encoded data from and writes the decoded video into the main memory through its cache 
hierarchy. Another DMA-1/O transfers the decoded video from main memory to the display peripheral. 
The focus of this paper is on cache optimization for portable devices running MPEG-4 video decoding 
algorithm only.  
 
4.2 Cache design parameters  

Various design parameters need to be considered while designing the cache sub-system. We 
evaluate the system performance in terms of the following cache parameters---cache sizes, associativity, 
and cache levels. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Cache size: The first most significant design parameter is cache size. Both CL1 and CL2 cache sizes 
are usually increased by factors of two (example: 16 K, 32 K, 64 K, etc). For MPEG-4 decoding, the cache-
memory traffic is a function of cache size and increasing sizes show improvement, but for very large caches 
the improvement may not be significant. Cache memory has cost and space constraints, so the decision 
of how large a cache to implement in a system is critical [6].  

Associativity: Better performance can be achieved by increasing the level of associativity of 
smaller caches. Changing from a direct-mapped cache to a 2-way set-associative may reduce memory 
traffic by as much as 50% for small caches. Set sizes of greater than 4, however, show minimal benefit 
across all cache sizes [6].  

Cache levels: CL2 cache between on-chip CL1 and main memory may significantly reduce the CPU 
utilization and that may improve the overall performance. In general, addition of CL2 decreases the bus 
traffic and memory latency [I]. 

 
5. Simulation 
5.1 Simulation tools  

In this work, simulation tools we use include the following-VisualSim from Mirabilis Design, 
ARMulator from ARM, Cachegrind from Valgrind, and FFmpeg. Using VisualSim, we develop the simulation 
model of the architecture. Using ARMulator, we collect detailed traces for MPEG-4 video decoding 

Fig. 4 Simulated architecture for a portable 
device decoding MPEG-4 video 
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algorithm to run VisualSim simulation model. Using Cachegrind and FFmpeg, we collect miss rates to 
validate our simulation results.  
 
5.1.1 VisualSim  

VisualSim is an effective tool to simulate system level architecture of portable (embedded) 
systems [12]. VisualSim provides block libraries for various system components including CPU, caches, 
bus, and main memory. VisuaISim simulation model is developed by selecting the right blocks and making 
the appropriate connections among them. VisualSim simulation cockpit provides functionalities to run the 
model and to collect simulation results. Detailed simulation block diagram and simulation cockpit are 
discussed in Section 5.3.1.  
 
5.1.2 ARMulator 

The ARMulator is a family of programs from ARM Limited which emulate the instruction sets of 
various ARM processors and their supporting architectures [13]. The ARMulator supports the simulation 
of prototype ARM-based systems, ahead of the availability of real hardware, so that software and 
hardware development can proceed in parallel.  

We collect detailed traces for MPEG-4 decompression. Trace collection procedure can be found 
in [13]. We discuss trace format and present some traces (as sample).  

The format of ARMulator traces is as follows:  
T 0538AB80 MNW4 __ 00394D78 00000000  
T 0538AB8 I MNR8O ___ 00079C08 E5801004 E5801000  
Every line begins with T, followed by the current CPU cycle in hex, followed by the operation, 

address, and data.  
Trace files include memory trace (M line) and bus trace (B line). They have the following format 

for general memory accesses:  
M<type> <rw> <size> [O][L][S] <address> <data>  
Where: 
<type>  may be S for sequential or N for non-sequential. 
<rw>  may be R for read or W for write. 
<size>  may be 4 word (32 bits), 2 half-word (16 bits), or I byte (8 bits). 
O  indicates an opcode fetch (instruction fetch). 
L  indicates a locked access (SWP instruction). 
S  indicates a speculative instruction fetch. 
<address> hexadecimal format, example 00008008 
<data> may be value, example EB00000C; wait, example nWAIT, or abort, example 

ABORT. 
 
Trace memory (M lines) Example:  
MNR8O __ for opcode fetches, fetching 8 bytes/2 instructions at a time  
MNRn __ for data reads of n bytes  
MNWn ___ for data writes of n bytes 
 
Trace memory lines can also have any of the following formats: 
MI for idle cycles 
MC for coprocessor cycles 
MIO  for idle cycles on the instruction bus of Harvard architecture processors 
 
 



Bus operations are in the form:  
BsmO_  
Where:  
s is either N or S for Non-sequential or Sequential  
r is either R or W for Read or Write  
n is the number of bytes  
ARMulator Detailed Traces (as sample): 
 
T 0538AB80 MNW4 ___ 00394D78 00000000  
T 0538AB81 MNR8O___00079C08 E5801004 E5801000  
T 0538AB81 MNW4 ___ 00394D74 00000000  
T 0538AB82 MNW4 ___00394D70 00000000  
T 0538AB83 MNR8O __ 00079C10 E8BD8FF0 E1D0E0B4  
T 0538AB83 MNR8 ___ 07FFF820 00000006 00394D10  
T 0538AB83 MNR8 ___ 07FFF828 00387C90 00000180  
T 0538AB83 MNR8 ___ 07FFF830 00000008 000000C0 

 
5.1.3 Cachegrind and FFmpeg  

Cachegrind is a cache simulation package from Valgrind. It is also known as a cache profiler [14]. 
We use Cachegrind to perform detailed simulation of level-I (CLI) and level-2 (CL2) caches. CL I is split into 
Data (DI) and Instruction (11) caches and CL2 is a unified cache. Total references, misses, and miss rates 
for DI, 11, and CL2 caches are collected using Cachegrind. We use FFmpeg with Cachegrind to decode 
MPEG-4 encoded file to characterize MPEG-4 decoding workload [15]. Detailed cache profiling procedures 
can be found in [14]. To run Cachegrind, .mp4 files are required, and .mp4 file can be generated using 
ffmpeg from .yuv file using the following command,  

> ffmpeg -i steLcif2.yuv -vcodec mpeg4 steLcif2.mp4 
Where, steLcif2.yuv is the .yuv file and steLcif2.mp4 is the corresponding .mp4 file. 

The following is one of commands used to run Cachegrind, 
> valgrind -skin=Cachegrind -11 =32768,4,64 -DI =32768,4,64 -L2= 131072,4,64 
ffmpeg -i steLcif2.mp4 ciLstef2.yuv 
 
The general format to specify cache parameters with Valgrind command is -<cache 

name>=<cache size>,<associativity>,<line size>. Here, level-1 cache II (or D1) size is 32768 bytes (32 KB), 
associativity is 4-way, and line size is 64 bytes. Similarly, level-2 cache size is 131072 bytes (128 KB), 
associativity is 4-way, and line size is 64 bytes. 

The output is saved in a file named, cachegrind.out.<id>. 
 

5.2 MPEG-4 workload  
The workload defines all possible scenarios and environmental conditions that the system-under-

study will be operating under. The quality of the workload used in the simulation is important for the 
accuracy and completeness of the simulation results [16, 17]. MPEG-4 is an important and demanding 
multimedia application. As we use MPEG-4 application in our simulation, we characterize MPEG-4 
workload. Using ARMulator, we collect detailed traces, format them, and use them to drive the VisualSim 
simulation model. Using Cachegrind, we collect miss rates for various cache parameters to validate 
VisualSim results.  
 
 
 



5.2.1 MPEG-4 traces using ARMulator  
Using ARMulator, we collect detailed traces with ARM I 136JF-S for MPEG-4 decompression. 

ARMulator trace file consists of memory and bus traces. We separate memory traces and format them to 
use in our VisualSim model. Consider the following two raw memory traces, 

MSR8O __ 00008008 E0800008 ... (T1)  
MNW4 __ 0000A008 DF000018 ... (T2) 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

(T1) is an instruction that fetches 8-byte op-code (4-bytes at a time) from memory address 
00008008 (Hex) and (T2) is an instruction that writes 4 bytes of data to memory address OOO0A008.  

In VisualSim, cache addresses are internally represented as integers to speed up the simulation 
process. There are three fields for each address, namely Addr_bits, Tag_bits, and Word_bits as shown in 
Figures 5 and 6. In this case, the low order 4-bits represent the Word_bits (1 HEX character) for word 
selection in a cache line. We keep words per line fixed at 16 words. The Addr_bits represent the Index. 
Addr_bits may be represented by as many as 20 bits (5 HEX characters) in the original address trace as 
shown in Figures 5 and 6. In our simulation, we keep number of CL 1 cache lines fixed at 4096 and vary 
number of CL2 cache line from 8192 (forCL2 size 128 K) to 131072 (forCL2 size 2 M). The Tag_bits are the 
high order 8 bits (2 HEX characters) of the complete address. Tag_bits are used to validate the trace file 
entry.  

Using a VisualSim pre-process model, we format the traces before feeding into the VisualSim 
simulation model. The new format of the above mentioned two raw memory traces are,  
Access_Command Access_Sequential Access_ Bytes Addr_Bits Tag_Bits Word_Bits Data  
Access_Time Access_Next List_Name_ID ; 
 
Op-ode Fetch  true  8   2048 0 8   E0800008 
5.0E-8             0           0   ;  
Write   false  4  2560 0 8   DF000018 
5.0E-8             0          0               ;  
 

Functional cache flow is shown in Figure 6. The model reads a trace from file and takes the 
memory/cache address. It checks the Index and Tag to determine if it is a valid address. For a valid address, 
it checks whether the Index (Addr-bits) exist in the cache line. If they do, then it is a cache-hit and using 
the Word-bits the appropriate word(s) can be selected. Otherwise, it is a miss. 
 

Fig. 5 Modified cache address 

Fig. 6 Functional cache flow 
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Table 1 Level-I data (read/write) and instruction references 

5.2.2 MPEG-4 workload characterization using cachegrind 
Using Cachegrind, we collect total references and misses for DI (read and write), II, and CL2. We 

keep line size fixed at 64 byte and associativity level at 4-way. Cachegrind workload for MPEG-4 is shown 
in Table 1. This workload indicates that about 33% references are data (DI) and 67% references are 
instructions (11) and about 66% of data references are reads and 34% data references are writes.  

We obtain miss rates for various CL1 (DI +II) and CL2 sizes using Cachegrind to validate the miss 
rates we get from VisualSim simulation model. 

5.3 Simulation model  
5.3.1 VisualSim block diagram 

VisualSim is a system-level simulation tool that provides the end-to-end block implementation of 
the entire system. In VisualSim, the system to be evaluated can be described in three major parts-
Architecture, Behavior, and Workload. Architecture includes elements such as CPU, cache (CLI/CL2), bus, 
and main memory. Behavior describes the actions performed on the system. Examples include processor-
memory traffic during MPEG-4 decoding. Work-load is the transactions that traverse the system such as 
MPEG-4 decoding traffic. Mapping between behavior and architecture is performed using virtual 
execution. Connection between two blocks can be dedicated or virtual. The virtual execution capability 
makes re-mapping from hardware to software by just changing a parameter. The output of a block can be 
displayed or plotted [Figure 7].  

Figure 7 shows a functional cache model. The functional cache model utilizes a ModeL_List_Data 
block (Mdl_List) for loading a trace file into the cache (uEngine). The trace file is read into the 
Mdl_List_Data block, indexed by Access_Next, a field holding an integer address triggered from the 
uEngine. The uEngine block presently just passes the trace file data structure from the Mdl_List_Data 
block to the actual cache memory during initialization of the model. The functional cache model can utilize 
actual cache address streams, captured as traces. The functional cache model plots a real time address 
map and real time hit ratio of requests made to the cache.  

Figure 8 shows VisuaISim simulation cockpit. The simulation cockpit provides buttons and 
functionalities (left-top) to run the model (block diagram) and to collect simulation results (right). 
Parameters (left) can be changed before running the simulation without modifying the block diagram. The 
final results can be saved into a file and/or printed for further analysis. Using simulation cockpit, we may 
collect cache address map, cache hit ratio, cache latency histogram, bus to SDRAM (memory) activities, 
and bus and SDRAM (main memory) statistics for this VisualSim model. 

5.3.2 Simulation parameters 
Simulation parameters are categorized as model and director parameters. Model parameters 

consist of input parameters and other information. Director parameters control the course of VisualSim 
simulation [Figure 8) runtime behavior. Important input parameters used to run the simulation are listed 

(D l+ll) and CL2 D I Refs(K) II Refs (K) CLI Refs DI Refs 
(K) (K) Total Miss Total Miss DI% 11 % R% W% 

8+8 128 18,782 521 38,758 512 33 67 66 34 
16+16 512 18.782 430 38,758 106 33 67 66 34 
32+32 2048 18.782 403 38.758 39 33 67 66 34 



in Table 2. Words per cache line (block) are fixed at sixteen 4-byte words. As cache line size is fixed, 
number of cache lines determines the cache size. Initially, half of the caches are loaded with randomly 
selected memory blocks. Also, random cache replacement policy and write-back memory update strategy 
are used in the simulation.  

Output parameters include hit ratio (1--miss ratio), CPU utilization, and total number of 
transactions carried out through various components. 

5.3.3 Assumptions 
The following assumptions are made to model the architecture using VisualSim and to run 

simulation model. 
1. The dedicated bus that connects CL I and CL2 introduces negligible delay compared to the

delay introduced by the system bus which connects CL2 and main memory.
2. Cache speed is 512 MHz, bus speed is 128 MHz, and memory (SDRAM) speed is 64 MHz.

5.4 Performance metrics 
Performance metrics measured in this work are-CPU utilization and total number of transactions. 
CPU Utilization: The CPU utilization is defined as the ratio of the time that CPU spent computing 

to the total time required to complete all the tasks [12].  
Transactions: Total number of transactions processed is the total number of tasks performed 

(entered and existed) by a component during the simulation [12]. 

Fig. 7 Functional cache model 
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Table 2 Input Parameters 
 
 
 
 
 
 
 
 
 
 

 
 
 

 
 
 
 
 
 
 
 

Fig. 8 VisualSim simulation cockpit 

(a) Address Map (b) Hit Rates 

Fig. 9 Cache address map and hit rates-simulation end status 
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6. Results and discussion 
In this work, VisualSim and Cachegrind simulation tools are used to model and optimize the cache 

sub-system of a portable device running MPEG-4 video decoding algorithm.  
The results collected from VisualSim functional cache model are used to plot a real-time address 

map and a real-time hit ratio of requests made to the cache. The cache address map and cache hit ratio 
are shown in Figures 9a and 9b, respectively. The real time address map depicts cache hits using positive 
values of the index address, while cache misses are represented with negative values of the index address. 
The distance from zero (horizontal line-0) is determined by the index value. The real-time cache hit rates 
is the cumulative ratio of total hits to total references (total hits+total misses) at any point of time.  

During the simulation initialization period, half of the caches are filled with randomly selected 
memory blocks. The initial references' conditions (whether hit or miss) are influenced by the seed used to 
generate the random numbers (for selecting the memory blocks). In this case, the caches have 
encountered hits for the first few references [Figures 9a and 10a] resulting in a 100% hit ratio [Figures 9b 
and 10b]. In the simulation, a cache line is selected randomly to be replaced and write-back strategy is 
used to update main memory.  

Figure 9b shows cumulative hit rates at the end of the simulation and Figure 10b shows 
cumulative hit rates after first few references. As shown in Figure 10a, address/reference number 30 
experiences the first miss. As a result, the hit ratio at that point of time is 29/30 or 96.6 7% as shown in 
Figure 10b. We acquire hit ratio for CL1 with size of 64 KB, line size of 64 bytes, and associativity level of 
4-way, while CL2 size is varied from 128 KB to 2 MB and levels of associativity from 2- to 16-way. The 
acquired hit rates may be used to calculate the corresponding miss rates. 

Using Cachegrind, we obtain miss rates for CL1 (DI+II) with size of (32+32) KB and line size of 64 
bytes, and associativity level of 4-way, while varying CL2 size from 128 KB to 2 MB and levels of 
associativity from 2- to 16-way. The obtained miss rates may be used to calculate the corresponding hit 
rates. The Cachegrind miss rates are used to validate the miss rates obtained by VisualSim.  

In the following sub-sections, we first discuss the effects of cache size and associativity variation 
on miss rates. Then, we present the influence of the presence of a level-2 cache (CL2) on CPU utilization 
and total number of transactions. We, also, present the comparison of the miss rates obtained using 
VisualSim with those obtained using Cachegrind. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
6.1 Miss Ratio  

Using Cachegrind, we obtain DI, II, and L2 miss ratios for various cache parameters. Experiments 
show that the miss rates due to CL1 (DI +II) size greater than 32+32 KB remain almost unchanged. So, we 

Fig. 10 Cache address map and hit rates-after first few addresses 
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keep CL1 fixed at 64 KB, line size at 64 bytes, and levels of associativity at 4-way. Using Cachegrind, we, 
also, obtain DI, II, and L2 miss ratios for various levels of associativity.  

Using VisualSim, we obtain dynamic hit ratio for various CL2 size and levels of associativity. In our 
cache model CL1 size is fixed at 64 KB, line size at 64 bytes, and levels of associativity at 4-way. We change 
CL2 size from 128 KB to 2 MB and CL2 associativity level from 2-way to 16-way.  

Figure 11 shows the miss ratios obtained using VisualSim and Cachegrind for CL1 size from 128 KB 
to 2 MB. It can be seen that the difference between VisualSim and Cachegrind hit rates are very small and 
the patterns how miss rates change are more or less the same. It is observed that for CL2 size from 128 to 
256 KB the miss rates decrease slowly and from 256 KB to 2 MB the miss rates decrease sharply. From 
cost, space, and complexity standpoints, CL2 larger than 2M may provide no significant benefit.  

With CL1 sizes fixed at 64 KB, CL2 size at 1024 KB, and line size at 64 bytes, we vary the levels of 
associativity. Using Cachegrind and VisualSim, we collect miss rates by varying associativity from 2-way to 
16-way. The miss rates for different associativity are shown in Figure 12. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

The miss rates significantly decrease when associativity level is increased from 2-way to 4-way. 
For associativity level 8-way or higher, the changes are not significant. It is observed that both patterns 
(how miss rates change) from VisualSim and Cachegrind are very much the same. At the beginning, for 2-
way associativity, the difference between VisualSim and Cachegrind values is higher. As we increase the 
associativity level this difference decreases. For 16-way associativity, both VisualSim and Cachegrind show 
almost the same ratio. In VisualSim, the level of associativity is 16 or higher means it is fully-associative. 
On the other hand, set-associativity level can be as higher as 64 for Cachegrind. 

Fig. 11 Miss Ratio versus CL2 size 

Fig. 12 Miss Ratio versus associativity 
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6.2 CPU utilization  
Using VisualSim, we investigate the impact of the presence of a level-2 cache. CL2 size is varied 

and CPU utilization and total number of transactions are obtained. We keep CLI sizes fixed at 64 KB, line 
size at 64 bytes, and associativity at 4-way. CL2 size is varied from 128 KB to 2 MB.  

Figure 13 shows the impact of CL2 size variation on CPU utilization (CL 1 only and CL 1 plus CL2). 
CPU utilization decreases with the increase of CL2 size. Varying CL2 size from 256 KB to 2 MB has a more 
significant impact on CPU utilization. Increasing CL2 size decreases miss rate [Figure 11]. In case of a 
decreased miss rate (or increased hit rate) CPU gets the required values faster than before. The reduction 
in memory access time decreases CPU utilization. 
 
 
 
 
 
 
 
 
 
 
 
 
 

Table 3 
Total Number of transactions for different CL2 sizes 

 
 
 
 
 
 
 
 
 
6.3 Total number of transactions  

In this work, the total number of transactions is defined as the total number of tasks performed 
(entered and existed) by the different system components during the simulation. Table 3 shows the total 
number of transactions carried out by various components. Memory requests are first initiated by the 
CPU and are referred to CL1; if not satisfied, they are referred to CL2. Finally, unsuccessful requests are 
satisfied from the main memory (MM).  

MM transactions decrease with the increase of CL2 size. For a total of I 0,000 tasks, 3,333 are data 
and 6,667 are instructions [Table 1-33% data and 67% instructions]. All tasks are initiated at CPU and 
referred to CL1 (DI +II). For DI hit ratio of 5.0% and 11 hit ratio of 2.0%, 168 + 135 = 303 task requests go 
to CL2. For CL2 size of 128 KB (miss ratio is 0.9%), only 3 requests go to MM via the shared bus. For CL2 
size of 2 MB and higher (miss ratio is 0%), no requests go to main memory. 
 
 
 

Fig. 13 CPU Utilization versus CL2 size 
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7. Conclusions
Cache memories have strong influence on system performance and are used to fill the processor-

memory speed gap. In this paper, we focus on cache modeling and optimization for portable 
communication devices running MPEG-4 video decoder. The device we simulate includes a digital signal 
processor (DSP) for running the MPEG-4 decoding algorithm and a memory system with two levels of 
caches. VisualSim and Cachegrind simulation tools are used to model and optimize the cache sub-system 
of the device. Detailed memory traces are collected for MPEG-4 video decoder using ARMulator. The 
collected traces are used to drive the VisualSim simulation model.  

Simulation results show MPEG-4 decoding performance can be enhanced by cache optimization. 
It is also observed that miss rates decrease considerably as CL2 size is increased from 256 KB to 2 MB. 
Similarly, the miss rates decrease significantly as the associativity level is increased from 2- to 4-way. From 
cost, space, and complexity standpoints, CL2 size larger than 2 MB and associativity level greater than 4-
way may not provide significant benefit.  

Cache-oriented architectural enhancements like selective caching, cache locking, and data 
reordering should improve the performance of application-specific systems. We expect to investigate the 
impacts of these techniques on MPEG-4 and other video decoders in the future. 

References 
1. Asaduzzaman, A., Mahgoub, I., Kalva, H., Shankar, R. and Furht, B. "Cache Optimization for Mobile

Devices Running Multimedia Applications", Proceedings of the Sixth IEEE International Symposium 
on Multimedia Software Engineering (ISMSE 2004). pp. 499-506, Miami, FL, December 2004.

2. Chase, J. G. and Pretty C., "Efficient Algorithms for MPEG-4 Video Decoding", University of
Canter-bury, New Zealand, TechOnLine Publication Date: Dec. 17, 2002
http://www.techonline.com/community/ed_resource/feature_article/21456_WE3319732645E

3. Asaduzzaman, A. and Mahgoub, I. "Evaluation of Application-Specific Multiprocessor Mobile
System", Proceedings of the 2004 Symposium 011 Performance Evaluation of Computer
Telecommunication Systems (SPECTS 2004). pp. 751-758, San Jose, CA, July 2004.

4. Stallings, W. "Computer Organization & Architecture Designing For Performance", Prentice Hall,
Upper Saddle River, NJ, 6th edition, 2003.

5. Molnos, A. M., Heijligers, M. J. M., Cotofana, S. D., van Eijndhoven. J. T. J. and Mesman. B. "Data
Cache Optimization in Multimedia Applications", Proceedings of the 14th Annual Workshop on
Circuits. Systems and Signal Processing, ProRISC 2003, pp. 529-532, Veldhoven, The Netherlands,
November 2003.

6. Soderquist, P. and Leeser, M. "Optimizing the Data Cache Performance of a Software MPEG-2
Video Decoder", ACM Multimedia 97-Electronic Proceedings, Seattle, WA. Nov. 1997.

7. Kulkarni, C., Catthoor, F., DeMan, H. "Hardware cache optimization for parallel multimedia
applications", Proceedings of the 4th International Euro-Par Conference on Parallel Processing
table of contents, pp. 923- 932, 1998.

8. Slingerland, N. T. and Smith, A. J."Cache Performance for Multimedia Applications"
portal.acm.org/ft_gateway.cfm?id=377833&type=pdf

9. Slingerland, N. T. and Smith, A. J. "Design and characterization of the Berkeley multimedia
workload", Multimedia Systems, pp. 315-327, Springer-Verlag, 2002.

10. Schaphorst, R. "Videoconferencing and Videotelephony-Techonology and Standards", Artech
House, Norwood, MA, 2nd edition, 1999.

11. Ely, S. R. "MPEG video coding-A simple introduction", EBU Technical Review Winter 1995.
12. VisualSim-system-level simulator: Mirabilis Design, Inc. http://www.mirabilisdesign.com/
13. Application Note 32: The ARMulator, ARM Limited, ARM DAI 0032F, September 2003.

http://www.arm.com/support/ ARM ulator.html



14. Cachegrind-a cache profiler from Valgrind. http://valgrind.kde.org/index.html 
15. FFmpeg-A very fast video and audio converter. http://ffmpeg.sourceforge.net/ffmpeg-

doc.html#SECI 
16. Maxiaguine, A ., Kunzli, S. and Thiele, L. "Workload Characterization Model for Tasks with Variable 

Execution Demand", Project supported in part by KTI/CTI, Computer Engineering and Networks 
Laboratory, Swiss Federal Institute of Technology (ETH) Zurich, Switzerland. 

17. Avritzer, A., Kondek, J., Liu, D. and Weyuker, E. J. "Software Performance Testing Based on 
Workload Characterization", WOSP '02, July 24-26, 2002 Rome. Italy. AT&T Labs, ACM ISBN 1-1-
58113-563-7 02/07, 2002. 

 
 
 
 
 
 
 


	1. Introduction
	2. Related Work
	3. MPEG-4 Video Decoding Algorithm
	4. Architecture for MPEG-4 Decoding
	4.1 Simulated architecture
	4.2 Cache design parameters

	5. Simulation
	5.1 Simulation tools
	5.1.1 VisualSim
	5.1.2 ARMulator
	5.1.3 Cachegrind and FFmpeg

	5.2 MPEG-4 Workload
	5.2.1 MPEG-4 traces using ARMulator
	5.2.2 MPEG-4 workload characterization using cachegrind 

	5.3 Simulation model
	5.3.1 VisualSim block diagram
	5.3.2 Simulation parameters
	5.3.3 Assumptions

	5.4 Performance metrics

	6. Results and Discussion
	6.1 Miss Ratio
	6.2 CPU utilization
	6.3 Total number of transactions

	7. Conclusions
	References



