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ABSTRACT 
 
 

The thesis presents an approach to mine evolutionary couplings from a combination of 

interaction (e.g., Mylyn) and commit (e.g., CVS) histories. The evolutionary couplings are 

expressed at the file and method levels of granularity. Although the topic of mining evolutionary 

couplings has been investigated previously, the empirical comparison and combination of the 

two types from interaction and commit histories have not been attempted. An empirical study on 

3272 interactions and 5093 commits from Mylyn, an open source task management tool for the 

Eclipse Integrated Development Environment, was conducted. Both interaction and commit 

histories were divided into training and testing sets. The training sets were used to train six 

different, two individual and four combined, prediction models for each of the six prediction 

models. The testing sets were used to evaluate the prediction models for the task of commit and 

interaction prediction. Precision and recall metrics were used to measure the effectiveness of the 

model. 

The results show that combined models offer statistically significant increases in recall 

over the individual models for commit predictions. At the file level, the combined models 

achieved a maximum recall improvement of 13% for commit prediction and 3% for interaction 

prediction.  These recall improvements came with a maximum precision drop of 2% for commit 

prediction and 1% for interaction prediction. The model trained from commit history predicted 

interactions with a higher precision than the model trained from interaction history. The model 

from interaction history predicted commits with a higher recall than the model from commit 

history at the file level granularity. The combination models were quite effective in commit 

predictions; however, no single combination model outperformed the individual models in terms 

of both recall and precision. 
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CHAPTER 1 

 
INTRODUCTION 

 
 

Change Impact Analysis (IA) or change prediction in source code has been a very 

important task investigated in the software maintenance community.  The main goal of this task 

is to estimate the complete extent of a proposed change in source code (e.g., due to a new feature 

or bug report). That is, should a source code entity be changed, what other entities also need to 

be changed or looked at? This helps the developer to: identify further changes with a minimal 

effort, identify elements that can provide helpful information about pending changes, verify 

pending changes are properly applied, and prevent the introduction of new defects as a result of 

incomplete changes. Numerous solutions to this task, ranging from traditional static and dynamic 

techniques to contemporary methods from information retrieval and mining software 

repositories, have been reported in the literature[1-4].  

In previous researches, evolutionary couplings mined from commits in source code 

repositories have been used to support the task of change prediction [5-9].  Similarly, interactions 

recorded by task management tools such as Mylyn have been promising in helping developers 

[10-12] to identify co-changes or ease navigation through source code. Even if it shows a 

definitive progress in supporting these two tasks (identify co-changes and ease navigation), there 

remains much work to be done in improving the effectiveness (accuracy) of the models. In the 

first objective of this research, we intended to improve the accuracy of evolutionary coupling 

techniques by using different combination models from interactions and commits. The efficacy 

of different combination models trained from both commits and interactions have been 

investigated. On the face value, it could be conjectured that commits (i.e., changed entities) are a 

subset of interactions (i.e., viewed and changed entities). Consequently, comparing and 
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combining the two should lead to obvious postulates and/or predictable outcomes. Our 

investigation on the Mylyn dataset found that this subset relationship does not always hold (see 

Figure 2). To the best of our knowledge, the combined approach has neither been attempted nor 

empirically assessed in previous studies. 

It is also true that, monitoring developer interactions and recording them, however 

promising, are a relatively recent phenomenon.  Therefore, its use is arguably not yet prevalent to 

the scale of source code repositories (e.g., the number of open source projects).  So, in the second 

objective, we examined the viability of evolutionary couplings mined from commits in assisting 

developers with (future) interactions. To the best of our knowledge, there has not been a study 

which compared evolutionary coupling from interactions and commits for the task of change and 

interaction predictions. As a final objective, the study also addresses this gap in an attempt to 

identify which history is the best for change and interaction couplings. 

1.1 Research Contribution 

In summary, this research makes the following contributions: 

 A combined approach for mining evolutionary couplings from commit and interaction 

histories.  

o Elements that are both interacted and committed together signify stronger 

couplings than those only interacted or committed. Therefore, a combined 

model could detect potentially more accurate couplings than individual 

models. From the surface, one may assume that all changed entities are 

committed and all committed elements are part of interactions; which leads to 

the assumption of making commits as subsets of interactions. In reality, there 

are many reasons this assumption may not always hold true. For example, a 
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programmer may mistakenly make co-changes to a method. The file 

containing the method may not be part of the commit if the programmer 

finally identifies the error. If we combine interactions to commits, a coupling 

can be identified for the method from the interaction history. 

o It is also true that, a given project may not possess both interaction and 

commit histories. Recording programmers’ interactions within an IDE is a 

relatively recent concept. It is a reasonable conjecture that not all existing 

projects may have such interaction information, thereby making it difficult to 

make future interaction (also known as navigation) predictions. In this kind of 

scenario, a combined model could assist developers by recommending 

potential entities to interact with using training data from commit histories. 

Combining the two different, yet somewhat related, histories could produce redundant 

information and subsequently may create a fallacy of strong (otherwise non-existing) 

couplings. Thus, different ways of combining the two histories in a systematic and 

synergetic way have been explored. These couplings are demonstrated on commit and 

interaction prediction tasks at source code file and method levels of granularity. The 

combined models were empirically compared with individual models from commits 

and interactions for the task of commit and interaction predictions.  

 An empirical comparison of two types of evolutionary couplings mined from 

commits and interactions for the commit and interaction prediction tasks. 

 An empirical comparison of the combined evolutionary couplings with the two types 

of individual couplings for the commit and interaction prediction tasks. 
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 Serve as a starting point for future studies (impact analysis) by presenting a 

mathematical model for combining commit and interaction histories. 

1.2 Definitions of Terms 

For the purpose of clarity, some of the concepts which are used throughout the thesis are 

defined next. 

 Element – is a programming artifact such as a file, class, method or field. In this 

research; however, an element refers to either a file or a method. 

 Commit – is the act of checking in a locally modified file (in case of CVS) or set of 

files (in case of SVN) into a Software Configuration Management (SCM) so that the 

changes are visible to other users of the repository. Changes may exist during 

interactions but they may not necessarily be part of the commit set, a commit is part 

of a change but a change may not necessarily be part of a commit. In this thesis, the 

word commit is used, instead of change, to refer to changes that can be traced by 

SCM. 

1.3 Thesis Organization 

The remainder of the thesis is organized as follows: Chapter 2 discusses previous 

researches in the area of MSR for the task of change and interaction predictions. Chapter 3 

presents a new approach for mining evolutionary couplings from interactions and commits. 

Chapter 4 describes the empirical validation of the new approach for the case of the Mylyn 

project. In Chapter 5, the threats to validity are discussed. Finally in Chapter 6, conclusion and 

future studies are presented. 
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CHAPTER 2 

 
LITERATURE REVIEW 

 
 

In this chapter, previous approaches to mining evolutionary couplings that are closely 

related with this work have been reviewed. In Section 2.1, previous approaches which utilized 

development time interaction information for the purpose of mining evolutionary couplings are 

reviewed. In Section 2.2, the review focuses on approaches which utilized the information in 

version archives for detecting evolutionary couplings. Finally, in Section 2.3, this work is 

compared with previous studies are reviewed in Section 2.1 and Section 2.2. 

2.1 Evolutionary Couplings from Interactions 

There are a number of research efforts that used interaction information to mine 

evolutionary couplings. Due to the absence of tools that record programmers’ interactions, 

researchers have been developing IDE plug-ins to capture programmers’ interactions during 

programming activities[10, 11, 13].  NavTracks, a complementary tool to the Eclipse package 

Explorer, keeps track of the navigation history of software developers. The tool provides 

information concerning the recent actions of a programmer on the local copy of a development 

project. The information was used to mine interaction coupling (IC) at the file-level 

granularity[11]. One of the limitations of this approach is that it only takes into account one 

single data source and the coupling was expressed only of a file level granularity. Team 

Track[10] also records programmers’ interactions to projects, files, classes, and members by 

continuously tracking the position of the mouse cursor in every second. The information was 

then used to provide future navigation support to programmers unfamiliar with the code base. In 

HeatMaps[13], the interestingness of a programming element is determined by computing a 

Degree-of-Interest (DOI) value based on the historical selection and modification of the artifact. 
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If an artifact is found to be interesting, it gets decorated with colors to indicate its significance to 

the current task.  

Zou et al.[14] used the interaction history to identify evolutionary information about a 

development process, such as restructuring is more costly than other maintenance activities. 

Robbes et al.[7] developed an incremental change based repository by retrieving the program 

information from an IDE, which includes more information about the evolution of a system than 

traditional SCM, to identify a refactoring event. Parnin and Gorg[15] identified relevant methods 

for the current task by using programmers’ interactions with an IDE. Kobayashi et al.[16] 

presented a Change Guide Graph (CGC) based on interaction information to guide programmers 

to the location of the next change. Each node in the graph presents a changed artifact and each 

edge presents a relation between consecutive changes. The next target in the change sequence 

can be identified by following the CGC graph. 

Logical couplings have also been detected by combining interaction history with other 

sources of information about a program. Schneider et al.[17] presented a visual tool for mining 

local interaction histories to help address some of the awareness problems experienced in 

distributed software development projects. Both interaction history and static dependencies were 

used to provide a set of potentially interesting elements to a programming task. Change histories 

from SCM, such as CVS and SVN, do not track sequence of edits in a change set. Robbes et al.[4] 

proposed an alternative approach to predict sequential change couplings by recording 

programmers’ activities in the IDE. They used the data to evaluate existing change prediction 

approaches. 

2.2 Evolutionary Couplings from Commits 
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Source code repositories contain implicit knowledge about the evolutions of software 

products; such as who changed a file, how many times a file has been changed, what other files 

have been changed together with a file, and so forth. Previously, researchers have used change 

history from SCM (such as CVS and SVN) to detect evolutionary coupling between files [9] or 

classes [18] or methods [19] or interaction artifacts [20]. Ying et al.[9] applied a data mining 

algorithm to a CVS repository to identify programming entities which have been frequently 

changed together. They evaluated the effectiveness of their model based on predictability and 

interestingness. Predictability is the accuracy of the model successfully predicting relevant files 

and it is measured in terms of precision and recall. Interestingness (neutral, obvious and 

surprising) is the measure of a programmer’s effort to identify a file in the recommendation set. 

They ran an empirical study on Eclipse and Mozilla projects. The result shows the model was 

able to make predictions with 40% precision and 15% recall for Mozilla and 45% precision and 

25% recall for Eclipse. Out of 9 recommendations for Mozilla, 2, 5, and 2 are found to be 

neutral, obvious and interesting. Out of the 10 recommendations for Eclipse, 2, 7 and 1 are found 

to be neutral, obvious and interesting. 

Canfora et al.[21] used both CVS and Bugzila data to perform impact analysis. The 

method exploits information retrieval algorithms to link the change request description and the 

set of historical source files in repositories. They use textual similarities to retrieve past change 

requests (CR) similar to a new CR. Fluri et al.[5] focused on adding the structural change 

information to release history data. They discarded changes related to textual modifications, such 

as updates in license terms, because they could indicate false coupling between files. Kagdi et 

al.[19, 22] provide a model that combines evolutionary couplings with estimated changes 

identified by traditional impact analysis techniques. Zimmermann et al.[23] presented a tool, 
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namely ROSE, to mine evolutionary couplings from CVS commits. Other approaches that use 

static analysis for impact analysis are discussed in [1, 24, 25] and those that use dynamic analysis 

are discussed in[2, 26, 27].  Both static and dynamic analyses are not in the scope of this 

research. 

2.3 Comparison of the New Approach with Existing Approaches 

From Section 2.1 and Section 2.2, we can understand that none of the previous 

approaches tried to utilize the information available in both interaction and commit histories for 

IP and CP. In addition, none of the previous researches made a comparison between models 

trained from interaction and commit for IP and CP. To do so, four different individual models of 

commit and interaction histories at file and method levels are trained. Eight different 

combination models are also trained from the combined data sets at a file and method levels of 

granularity. Two different empirical comparisons were performed: one between each combined 

model and two types of individual models, and another between the two individual models.  For 

each of these comparisons, the best model was identified based on precision and recall values.  

Such empirical comparisons were not investigated previously.  Four years of interaction and 

commit histories from the Mylyn project were used for the empirical evaluation. This dataset is 

much larger than the previous empirical evaluations that were done in the context of interactions.
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CHAPTER 3 

 
DETECTING EVOLUTIONARY COUPLING 

 
 

Interaction history has been used to detect both interaction and change couplings[14, 16, 

28].  However, change history from source configuration management systems, such as CVS and 

SVN, has only been used to detect change couplings [5, 19, 23, 29, 30].  In this research, commit 

histories from SCM (such as CVS and SVN) and interaction histories from the Mylyn monitor 

were used in an attempt to find a better prediction model than using interaction or commit 

histories individually. The applications of the evolutionary couplings were shown for supporting 

interaction coupling and commit coupling tasks. IP (aka navigation prediction) refers to software 

entities that should be interacted with to complete a predefined programming task. CP (aka 

change prediction) refers to software entities that should be changed and subsequently committed 

into a versioning system. Both IP and CP were performed in a maintenance environment, either 

to fix a defect or complete an enhancement request. In the remaining part of this section, we 

provide details about the data mining technique and the approach for detecting evolutionary 

couplings. 

3.1 Interaction Data and Hosting Repositories 

Interaction is the activity of programmers in an IDE during a development session, e.g., 

editing a file, or referencing an API documentation, or browsing the web inside an IDE. 

Researchers have been performing different kinds of studies based on interaction data by 

developing tools which record real-time programmers’ actions in the IDE[10, 11, 13, 17, 31]. In 

this research; however, we use data collected by the Mylyn tool. Mylyn is an open source task 

management plug-in for the Eclipse IDE. It monitors programmers’ activities inside the IDE and 

uses the data to create an Eclipse user interface focused around the task[12]. The interaction 
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consists of traces of interaction histories. Each historical record encapsulates a set of interaction 

events performed to complete a predefined programming task.  

Once a task is defined and activated, the monitor records all the interaction events, the 

smallest unit of interaction within the IDE, for the active task. For each interaction, the monitor 

captures about eight different types of data attributes [12] including the time stamp, the type of 

interaction event (e.g., edit vs. selection), the origin of the event and the structure handle. The 

structure handle is the most important parameter because it contains a unique identifier for the 

target element affected by the interaction.  E.g., the identifier of a Java class contains the names 

of the package, the file to which the class belongs to, and the class. Similarly, the identifier of a 

Java method contains the names of the package, the file and the class the method belongs to, and 

the method name, and the parameter type(s) of the method. Figure 1shows an example of four 

consecutive interaction events from the Mylyn project for bug issue 175229 with trace id 71687. 

 

Figure 1. A snippet of four Mylyn interaction events. 

In the first interaction, createEditorTab method was selected by a programmer. The second, third 

and fourth interactions were all performed on contextActivated method with three different kinds 

of interaction events (manipulation, selection and edit). The letters designated by A, B, C and D 
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are the structure handles of method (createEditorTab), class (ContextEditManager), file 

(ContextEditorManager.java), and parameter types (Lorg.eclipse.ui.internal.EditorReference& 

Ljava.lang.String).  

For each active task, Mylyn creates an XML file called Mylyn-context.zip that contains all 

the interaction events for that task. This file is typically attached to the project’s issue tracking 

system, such as Bugzilla, Trac or JIRA1.  The trace files for the project are archived in the 

Eclipse bug tracking system as attachments to bug reports2. A bug issue may contain multiple 

interaction traces. TABLE 1 shows an example of twelve interaction traces for bug issue 259291, 

each trace identified by a unique Id.  

TABLE 1 

MULTIPLE MYLYN-CONTEXT.ZIP TRACES FOR A BUG ISSUE 

Trace Id Start Time Trace Id End Time 

165965* 2010-04-23 16:14:15 168150** 2010-05-12 10:36:17 

166511** 2010-04-29 12:00:12 168422** 2010-05-13 13:33:07 

166532** 2010-04-29 13:31:12  168474* 2010-05-13 17:20:16 

167380* 2010-05-06 15:48:06 168604** 2010-05-14 16:14:27 

167482** 2010-05-07 10:37:37 168654** 2010-05-16 14:14:43 

167811* 2010-05-10 16:10:17 172456* 2010-06-22 16:04:22 
Note: The attachments were part of a communication thread between Frank Becker* and Charley 
Wang** to share task context information over a period of two months. 

3.2 Extracting Interaction Transactions 

First, bug issues which contain mylyn-context.zip trace attachment(s) have to be 

identified. All bug issues may not contain interaction trace(s). This could happen due to many 

                                                 
1http://wiki.eclipse.org/Mylyn/User_Guide#Task_Repository_Connectors 

2https://bugs.eclipse.org/bugs/query.cgi 

http://wiki.eclipse.org/Mylyn/User_Guide#Task_Repository_Connectors
https://bugs.eclipse.org/bugs/query.cgi
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reasons; such as, programmers forgetting to create and activate a task before interacting with the 

system or they may forget to attach the interaction trace(s) to the bug issue. Due to this factor, 

the Eclipse bug-tracking system is searched for bugs containing at least one Mylyn-context.zip 

attachment. All the interactions to a system may not result in committed changes to a source 

control system. If a bug issue is not fixed with a resolution, it is unlikely for a corresponding 

commit history to exist. Thus, only bug issues with “Resolved” status and “Fixed resolution are 

looked at. The search result was exported to an XML format. A new Java tool was developed to 

download and parse traces files. The tool performs the following tasks: 

3.2.1 Downloading Trace Files 

The tool takes the search result from the Eclipse bug-tracking site as input and 

automatically downloads all the interaction history files to a user specified directory.  All the 

interaction history files have the same name, mylyn-context.zip, so the tool renames each file by 

using the bug and trace ids (separated by an underscore) giving them a unique identifier in the 

directory they reside in. Internally, the tool identifies the trace file id(s) for each bug issue. If 

options are specified to output this result, the tool can save the bug ids with the corresponding 

trace ids in a Java properties file format, the key being the bug id and the values being a comma 

separated list of trace ids.  It uses the URL3 pattern to download the trace files by replacing X 

with the trace ids. E.g., https://bugs.eclipse.org/bugs/attachment.cgi?id=71687 downloads the 

trace file shown in Figure 1. 

3.2.2 Processing Trace Files 

The tool takes the directory that contains the trace files as input and parses each trace file 

to identify the list of Java files and methods manipulated by the interaction. Each trace file is 

                                                 
3https://bugs.eclipse.org/bugs/attachment.cgi?id=X 

https://bugs.eclipse.org/bugs/attachment.cgi?id=71687
https://bugs.eclipse.org/bugs/attachment.cgi?id=X
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considered as an interaction transaction. For each transaction, the tool outputs the issue number 

together with a tab-separated list of Java files and methods. The issue number is required to 

create a link between interaction and commit transactions. The targeted files and methods are 

identified from the structure handle of the interaction event. From Figure 1, we can identify the 

list of interacted Java files and method from the structure handle of the four interaction events.  

Two types of patterns are used to identify interacted files and methods, pattern 

<P>/<S>&lt;<K>{<F>.java is used to identify file-level interactions and pattern 

<P>/<S>&lt;<K>{<F>.java[<C>~<M> is used to identify method-level interactions. P is the 

name of the project. S is the director structure containing the target system. K is the package 

name. F is a Java file name with .java extension. C is a class name.  M is a method name. From 

Figure 1(2), the values of P, S, K, F, C and M are org.eclipse..resources.ui, scr, 

org.eclipse..internal.resources.ui, ContextEditorManager.java, ContextEditorManager and 

contextActivated respectively. The patterns were determined after using the plug-in for an 

exploratory phase for some time, and by manually investigating the Mylyn and Eclipse projects. 

3.2.3 Removing Noises from Transactions 

After the parsing of trace files is completed, the tool removes two types of noises from 

interaction transactions.  

 Multiple interactions to the same target –  Mylyn can create different types of 

interaction events to the same target in a single interaction history [12].  Mylyn tracks 

different kinds of events to the same target element separately. In Figure 1, for 

example, the contextActivated method is interacted in three different events 

corresponding to three different event kinds (manipulation, selection and navigation). 

For mining evolutionary couplings, we only need the first interaction to a 
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programming element in a single session. The tool considers only the first interaction 

to an element and ignores subsequent interaction events on it.  This produces a list of 

unique elements for an interaction history. 

 Unintended interactions – programmers may accidentally interact with a target 

element(s).  Such episodes may lead to large interaction transactions. Automated 

processes may also result in big interaction transactions. Mylyn does not have a 

mechanism to avoid these kinds of unintended interactions to the system. In order to 

avoid detection of interaction couplings from such interactions, large transactions are 

removed, i.e., those containing the number of elements larger than the 3rd 

quartile[32], with respect to the frequency distribution of the number of elements in 

each interaction transaction, from the interaction dataset. 

3.3 Preprocessing Commits into Transactions 

The new approach also requires commit data from version archives, such as SVN and 

CVS. For detecting evolutionary couplings, files and methods that have been changed together in 

a single commit operation have to be identified. SVN preserves atomic commit operations; 

however, older versions of CVS did not [33], which was the case for the dataset considered for 

the empirical evaluation. In case a project is hosted in a CVS repository, it can easily be 

converted to SVN repository using the CVS2SVN tool, which has been used in popular projects 

such as gcc
4. The CVS2SVN tool uses a fixed time window approach to group file paths that 

might have been committed together [34]. 

The tool mines file-level commit transactions from SVN repository.  For mining method-

level transactions, an existing tool was used with some modification to identify the issue number 

                                                 
4http://cvs2svn.tigris.org/ 

http://cvs2svn.tigris.org/
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associated with each commit[19]. For each transaction, the associated issue number can be 

identified by parsing commit message. Unless Mylyn is configured to generate an automatic 

commit message5, the bug id may not be found in it. Large commit transactions should be 

removed from the dataset, which could be due to a branch or merge operation in a CVS 

repository. Similar to interaction transactions, the tool discards commit transactions containing 

number of elements larger than the 3rd quartile[32], with respect to the frequency distribution of 

the number of elements in each commit, from the commit dataset. 

3.4 Combining commit and Interaction Transactions 

To combine the two histories from interactions and commits in a synergetic way, a 

common attribute that can map interactions to commits is needed. The bug issue number is used 

for this purpose. As pointed out in Section3.3, some commit transactions may not contain an 

associated bug issue number. On the other hand, an issue number can also be associated with one 

or more interaction and commit transactions[35], making the mapping more complicated. Figure 

2 shows the six possible relationships that could exist between interaction and commit 

transactions. 

 

                                                 
5http://help.eclipse.org/juno/index.jsp?topic=%2Forg.eclipse.platform.doc.isv%2Fguide%2Ftea
m.htm 

http://help.eclipse.org/juno/index.jsp?topic=%2Forg.eclipse.platform.doc.isv%2Fguide%2Fteam.htm
http://help.eclipse.org/juno/index.jsp?topic=%2Forg.eclipse.platform.doc.isv%2Fguide%2Fteam.htm
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For bug issue 175229, the two interacted files are finally committed. For bug issue 260472 the 

interacted file was finally committed in one of the corresponding commit transactions. For bug 

issue 194936, the committed files were among the interacted files in all the 3 interaction 

transaction. For bug issue 194106, there are 4 interaction transactions: 2 of them are the same, 

the 3rd one is a subset of the first 2 transactions and the fourth one contains 2 additional Java 

files. 2 of the files in the first 2 interaction transactions are part of the first commit transaction. 

The files in one of the commits were not part of any of the 4 interaction transactions. The 2 files 

in the first interaction transaction are found in the first commit. 

Ideally, one would expect an interaction history to exist for each commit transaction or 

vice versa, as shown in Figure 2(1). However, this is not always the case for the dataset. 

Additionally, all the entities changed in a commit may not be tracked by the corresponding 

interaction history or vice versa, as shown in Figure 2(5&6). Considering the type of 

relationships that could exist between interaction and commit transactions, four different ways of 

Figure 2. Linkage between file-level interaction and commit 
transactions. 
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combining interaction and commit histories were devised. The four derived datasets are defined 

below. 

 Let I be the interaction dataset containing Ni number of interaction transactions and C be 

the commit dataset containing Nc number of commit transactions. Both I and C are multisets 

(mset–multiple-membership set) because duplicate transactions may exits[36]; i.e., the same set 

of elements can be interacted or changed multiple times. Let f be a function that returns the 

multiplicity, the number of occurrences, of a transaction in I or C. The cardinality, the sum of all 

the multiplicities of each element, of the mset is the number of transactions constituting the 

dataset. Let B be a set containing the list of bug ids. Formally, 

  (3.1) 

  (3.2) 

An interaction transaction is always associated with a bug issue, whereas, a commit transaction 

may not always be associated with a bug issue. 

In the first combination dataset, denoted by P, I and C are simply concatenated one after 

the other without any regard to the redundant information. The result of this operation is an mset 

with the cardinality Ni + Nc. P is defined as the additive union of I and C. 

 
 

(3.3) 

For the second combination dataset, denoted by Q, an attempt is made to eliminate 

redundant elements whenever a one-to-one correspondence is detected between an IT and a CT. 

A one-to-one relationship between an IT and a CT exists if and only if a bug id is associated with 

a single IT and a single CT. Figure 2 (1) satisfies this condition. 
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(3.4) 

In the third combination dataset, denoted by R, it is also attempted to eliminate redundant 

elements whenever a relationship exists between an IT and a CT. A relationship between an IT 

and a CT exists if and only if transactions from I and C are associated with the same bug Id. The 

relation could be 1-to-1, 1-to-*, *-to-1, or *-to-*. Figure 2(1, 2, 3 and 4) satisfy this condition. 

 
 

(3.5) 

For the fourth combination dataset, denoted by S, only related interaction and commit 

transactions are considered, and unrelated transactions are excluded from the dataset. The 

relationship is detected the same way as the R dataset. 

  (3.6) 

An example is provided below to illustrate how the combination datasets are getting 

produced from the six transactions in Figure 2. The msets containing the six datasets are: 

I = {((i1, 175229), 1), ((i2, 260472), 1), ((i3, 194936), 1), ((i4, 194936), 1), ((i5, 194936), 

1), ((i6, 194106), 2), ((i7, 194106), 1), ((i8, 194106), 1), ((i9, 193796), 1)} 

| I | = 1+1+1+1+1+2+1+1+1+1 = 10 

C = {((c1, 175229), 1), ((c2, 260472), 1), ((c3, 260472), 1), ((c4, 194936), 1), ((c5, 

194106), 1), ((c6, 194106), 1), ((c7, 194106), 1), ((c8, 189308), 1)} 

| C | = 1+1+1+1+1+1+1+1 = 8 

P = {((p1, 175229), 2), ((p2, 260472), 2), ((p3, 260472), 1), ((p4, 194936), 1), ((p5, 

194936), 1), ((p6, 194936), 1), ((p7, 194936), 1),((p8, 194106), 2), ((p9, 194106), 2), ((p10, 

194106), 1), ((p11, 194106), 1), ((p12, 194106), 1), ((p13, 193796), 1), ((p14, 189308), 1)} 
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| P | = 2+2+1+1+1+1+1+2+2+1+1+1+1+1 = 18 

Q = {((q1, 175229), 1), ((q2, 260472), 2), ((q3, 260472), 1), ((q4, 194936), 1), ((q5, 

194936), 1), ((q6, 194936), 1), ((q7, 194936), 1), ((q8, 194106), 2), ((q9, 194106), 2), ((q10, 

194106), 1), ((q11, 194106), 1), ((q12, 194106), 1), ((q13, 193796), 1), ((q14, 189308), 1)} 

| Q | = 1+2+1+1+1+1+1+2+2+1+1+1+1+1 = 17 

R = {((r1, 175229), 1), ((r2, 260472), 1), ((r3, 194936), 1), ((r4, 194106), 1), ((r5, 193796), 

1), ((r6, 189308), 1) 

| R | = 1+1+1+1+1+1 = 6 

S = {((s1, 175229), 1), ((s2, 260472), 1), ((s3, 194936), 1), ((s4, 194106), 1)} 

| S | = 1+1+1+1 = 4 

| I |, | C |, | P |, | Q |, | R | and | S | are the number of transactions constituting each 

dataset in I, C, P, Q, R and S. It is computed by adding all the multiplicities of each element in 

the given dataset. As we can see from the example, P always results in the most number of 

transactions among the datasets and S always results in the least number of transactions among 

the datasets. 

3.5 Mining Interaction and Change Couplings 

Interaction coupling intends to identify software entities that were frequently navigated 

(viewed, changed, or both) together during a single session.  Change coupling intends to identify 

software entities that were frequently committed together to a source code repository. Data 

mining technique, specifically association rule mining, is applied to train prediction models from 

interaction and commit transactions[8]. Association rule is a data mining technique for 

discovering interesting relationships between different items, in this case programming elements, 
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from historical transactions. Given a set of interacted or changed programming elements, the 

models suggest another set of likely interaction or change sets with a give confidence level.  

For the purpose of identifying evolutionary couplings, association rule is defined as 

follows. Let P = {e1, e2… en} be a set of n programming elements: fields, methods, classes, or 

files of a program. Let C = {c1, c2…cm} be a set of m change transactions in SCM, each element 

in C is a set in P, and let I = {i1, i2… in} be a set of n interaction transactions, each element in I is 

also a set in P. An interaction coupling (IC) is defined as an association rule 

   

 
⇒     (3.7) 

of two pairs of disjoint program elements X1 and X2 in I. Similarly, change coupling (CC) is 

defined as an association rule 

   

 
⇒    (3.8) 

of two pairs of disjoint program elements Y1 and Y2 in C. Where X1 and Y1 are called 

antecedents, X2 and Y2 are called consequents, and   is the minimum support. Minimum support 

or support threshold (or simply support) is the percentage of transactions in I or C that contain 

both X1 and X2 or Y1 and Y2 respectively[37]. 

3.6 Prediction Models 

Couplings are detected from the datasets of equation (3.1) to equation (3.6) in the same 

way as described in Section 3.5. Altogether, six different types of prediction models are formed. 

The two individual models, corresponding to datasets from equation (3.1) and equation (3.2), are 

referred to as IM and CM respectively. The four combination models, corresponding to datasets 

from equation (3.3), equation (3.4), equation (3.5) and equation (3.6), are referred to as CpM, 

CqM, CrM and CsM respectively. 



21 
 

CHAPTER 4 

 
EMPIRICAL EVALUATION 

 
 

The focus of the empirical study was to investigate how well the combination approaches 

for evolutionary couplings perform in predicting future interactions and commits. IP detects the 

set of programming elements to be interacted next and CP detects the set of programming 

elements to be changed and committed. By performing both IP and CP, it is possible to emulate 

the prospective of a developer who is interacting within an IDE to implement (and commit code 

related to) a change request.  The effectiveness of the prediction models from Section 3.6 was 

assessed using information retrieval metrics and analysis. The performance of the individual 

interaction and change based evolutionary couplings for IP and CP was also compared.   

4.1 Research Questions 

In the empirical study, the author addressed the following research questions (RQs): 

RQ 1. How do interaction and change based evolutionary couplings trained by interaction and 

commit datasets respectively perform for IP and CP, and compare with each other? 

RQ 2. How the prediction models trained by the combined datasets perform for IP and CP, and 

compare with individual models? 

RQ 3. Which combination model performed best for IP and CP? 

4.2 Subject Software System 

The validation process requires a reasonably adequate amount of both interaction and 

commit histories. There are a fair amount of opens source projects to mine commit histories; 

however, only few Eclipse foundation projects contain Mylyn interaction histories. TABLE 2 

shows projects which contain Mylyn interaction histories up until March 30, 2013.  
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TABLE 2 

THE NUMBER OF MYLYN INTERACTION TRACES FOR ECLIPSE 
FOUNDATAION PROJECTS 

 

 

Product 

All 
Resolved 

with a fix 
Start date End date 

Mylyn 3031 2656 6/18/2007 2/13/2013 

Eclipse 1259 716 7/25/2007 6/10/2008 

Modeling 429 247 1/28/2008 2/27/2012 

Technology 345 400 1/24/2008 2/28/2013 

RT 281 356 7/18/2007 2/13/2013 

Tools 138 101 7/25/2007 1/15/2013 

Web tools 71 53 1/31/2008 1/28/2013 

Data tools 14 1 5/16/2008 3/10/2010 

SOA 2 0 8/25/2009 1/14/2010 

As you can see in TABLE 2, only Mylyn has adequate amount of interaction histories. As a 

result, the empirical evaluation was done on the Mylyn project. It is mandatory for Mylyn project 

committers to use the Mylyn plug-in6. This fact explains in a way that there is more interaction 

data for the Mylyn project than all the other Eclipse foundation projects combined. Commit 

history started 2 years prior to that of interaction, and the CVS log showed July 01, 2011 as the 

last day of commit to the CVS repository. To prevent the induction of an error as a result of 

differences in interaction and commit histories, a period in which both interaction and commit 

histories were actively committed was identified first. The history between June 18, 2007 (the 

first day of interaction history attachment) and July 01, 2011 (the last day of commit to the 

Mylyn CVS repository) was used for this analysis. 

4.2.1 Interaction Dataset 

                                                 
6http://wiki.eclipse.org/Mylyn_Contributor_Reference 

http://wiki.eclipse.org/Mylyn_Contributor_Reference#Contributors


23 
 

The Mylyn project consists of 2275 bug issues containing 3272 interaction trace files. 

About 1721 (76% of) bug issues are associated with only one trace file. After parsing the trace 

files and filtering out noises, about 2357 file-level and 2174 method-level transactions were 

identified. There are more file-level interaction transactions than method-level interaction 

transactions. This difference may be due to the fact that lower-level interaction events propagate 

to their parents. An event that took place on a method, for instance, also affects the 

encompassing class, which in turn affects the encompassing file and package. The average 

number of files per transaction is also greater than the average number of methods per 

transaction, which could be the result of interaction to more than one method in a single file.  As 

shown in Figure 3, there is larger number of file-level transactions than method-level 

transactions for transactions with size less than 11.  

 

 

4.2.2 Commit Dataset 

The Mylyn project contains 5093 revision histories. Out of 5093 change sets, after 

removing noises, 3727 revisions contain at least one Java file and 2058 revisions contain at least 
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one Java method.  About 4490 (96% of) file-level changes and 2450 (95% of) method-level 

changes are associated with bug issues.  This shows that, more than 95% of the time, Mylyn 

developers have been strictly using the Mylyn plug-in as required by the project. As shown in 

Figure 4, the number of file-level commit transactions is more than the number of file-level 

interaction transactions for transactions with size less than 6.  

 

Figure 4. File-level interaction and commit transactions. 

In contrary, the number of method-level commit transactions is less than the number of method-

level interaction transactions. TABLE 3 presents some descriptive statistics about the 

composition of the Mylyn project interaction and commit datasets. 

TABLE 3 

INTERACTION AND COMMIT HISTORIES OF THE MYLYN PROJECT 
DURING JUNE 18, 2007 - JULY 01, 2011 

Parameters 
Interaction Commit 

File Methods Files Methods 

Transactions 2357 2174 3727 2058 

Maximum elements/transaction 12 27 4 4 

Minimum elements/transaction 1 1 1 1 
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Parameters Interaction Commit 

Average elements per transaction 5 9 2 2 

Associated with bug Id All All 3572 1947 

 

4.3 Training and Testing Sets 

Both interaction and commit datasets were split into two groups: training and testing sets. 

The first 75% of the transactions were used for the training set and the next 25% of the 

transactions were used for the testing set. Most software systems frequently change for the first 

few years of their release; then stabilize for some year, and change frequently again when a 

major design change happens. So, using 75% of the data for training set could help us to capture 

those frequent changes and subsequently enable us to detect interesting relationships. On the 

other hand, the 25% testing set (which contains more than 500 transactions in each of the four 

testing sets) was good enough for the empirical evaluation.  

The training sets were used to train the prediction models, i.e., mining association rules, 

and the testing sets were used to measure the effectiveness of the models for IP and CP. The two 

individual training sets, one from interaction dataset and the second one from commit dataset, 

were combined as mentioned in Section 3.4 to produce the combination datasets. A total of 12 

training datasets (6 method-level and another 6 file-level) were produced. Figure 5 shows the 

number of file and method level transactions for the six different groups of training sets.  
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The training sets were used to mine single antecedent association rules with 3 different support 

thresholds (1, 2, and 3). Only single antecedent association rules were mined so that the models 

can start predicting couplings with a single input element. The testing sets constituted four 

different groups: file-level (589 transactions) and method-level (543 transactions) IP data sets, 

and file-level (932 transactions) and method-level (514 transactions) CP data sets. To answer 

which model is the best for method-level IP, for example, we apply the six prediction models to 

all the method-level testing set transactions and decide the best model based on the performance 

metrics. 

4.4 Performance Metrics 

To evaluate the accuracy of the six prediction models, for all the transactions in the 

testing set, precision and recall metrics were used from information retrieval measures[38]. 

Precision (p) is defined as the proportion of correctly predicted elements, formulated as 

              
  

     
 (4.1) 

Recall (r) is defined as the proportion of relevant elements predicted correctly, formulated as 
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 (4.2) 

From equation (4.1), we can see that precision is a measure of false positives. From equation 

(4.2), we can also understand that recall is a measure of false negatives. 

Where,  

- TP(true positives) – predicted elements which are relevant 

- FP(false positives) – predicted elements which are not relevant 

- FN (false negatives) – relevant elements which are not predicted. 

If a model does not make a prediction, precision becomes undefined. Similarly, if there is 

no relevant element to predict, recall becomes undefined. Zimmermann et al.[23]used 1 for 

precision in the former case and 1 for recall in the latter case. Unlike Zimmermann’s approach, 

no metrics were computed for a null prediction. If 1 was to be used instead, an error could have 

been introduced during the comparison of the prediction models. For example, a model trained 

from an empty dataset will not predict an element, resulting in a 100% average precision. Unlike 

precision, the denominator for recall is determined by transactions in the testing set, which is the 

same for all the prediction models. As a result, recall was defined as 1 for predictions without a 

relevant element. To account for the exceptional cases in which precision becomes undefined, a 

third metric, which measures the probability of a model making any kind of prediction at all, is 

defined as likelihood (l) and it is given by the formula 

                
                

                
 (4.3) 

A testing set only has a single likelihood value. For example, out of 514 method-level CP testing 

transactions, CM made predictions for 145 (i.e., there are 145 precision-recall pairs) of them and 
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CqM made prediction for 206 (i.e., there are 206 precision-recall pairs) of them. The likelihood 

value for CM becomes 145/514=28% and the likelihood value for CqM becomes 206/514=40%.  

4.4.1 Determining the Antecedent 

The prediction models take an element as input, to be used for the antecedent of an 

association rule, and return a set containing the consequents of an association rule. The input is 

the first element to be interacted with for IP, or the first element to be changed for CP. Mylyn 

records the time stamp of each interaction event; so, this time stamp is used to determine the first 

element to be interacted with for IP. A commit transaction, however, does not identify the 

element that was changed first. Each element in a transaction was considered as the first element 

to be changed and the performance metrics were computed by taking the average of all the 

predictions of a transaction. 

4.5 Hypotheses Testing 

To evaluate the research questions (listed in Section 4.1), a total of eight testable 

hypotheses are formulated.  Since one can easily derive the alternative hypotheses from the 

corresponding null hypotheses, only the null hypotheses are listed below. 

 H0-1: There is no difference among the precisions of the six models for file-level IP. 

 H0-2: There is no difference among the recalls of the six models for file-level IP. 

 H0-3: There is no difference among the precisions of the six models for method-level IP. 

H0-4: There is no difference among the recalls of the six models for method-level IP. 

H0- 5: There is no difference among the precisions of the six models for file-level CP. 

H0-6: There is no difference among the recalls of the six models for file-level CP. 

H0-7: There is no difference among the precisions of the six models for method-level CP. 

H 0-8: There is no difference among the recalls of the six models for method-level CP. 
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Note that, difference mean statistically significant difference in the stated null hypotheses. An 

analysis of variance (ANOVA) test with α=0.05 was performed for minimum support one to 

validate statistically significant differences between the models. The R tool was used for the 

ANOVA test[39].To analyze the tradeoff between the precision and recall values of the different 

prediction models, the average precision and recall were computed for the three support 

thresholds. 

4.6 Result and Discussion 

In this section, we present the results of the empirical study. First, the average 

performance measures of precision, recall and likelihood are presented. Next, the statistical 

analysis results for hypotheses tests are presented followed by answers to the research questions.  

TABLE 4 presents the average precision and recall for file and method level IP across 

three minimum support values. 

TABLE 4 

THE AVERAGE PRECISION AND RECALL FOR IP 

Model 

Precision Recall 

File-level Method-level File-level Method-level 

1 2 3 1 2 3 1 2 3 1 2 3 

IM 6 9 14 5 9 13 54 46 42 31 26 20 

CM 10 13 14 18 22 20 39 30 26 21 21 21 

CpM 5 9 13 6 11 14 56 47 44 32 25 20 

CqM 5 10 13 6 11 14 56 47 45 32 25 20 

CrM 5 11 15 5 13 17 57 46 41 33 26 20 

CsM 4 11 14 4 16 21 56 44 37 31 22 17 

At file-level granularity, CM resulted in the highest precision for minimum supports of 1 (with a 

gain of 4-6%) and 2 (with a gain of 2-4%). For a minimum support of 3, CrM resulted in the 
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highest precision with a gain of 1-2%. In terms of recall, CrM resulted in the highest value at 

minimum support of 1 with a gain of 1-18%. For a minimum support of 2, both CpM and CqM 

resulted in the highest recall with a gain of 1-17%. For a minimum support of 3, CqM resulted in 

the highest recall with a gain of 1-19%.  

At method-level granularity, CM resulted in the highest precision for minimum supports 

of 1 (with a gain of 12-14%) and 2 (with a gain of 6-13%). For a minimum support of 3, CsM 

resulted in the highest recall with a gain of 1-8%. In terms of recall, CrM resulted in the highest 

value at minimum support of 1 with a gain of 1-12%. For a minimum support of 2, both IM and 

CrM resulted in the highest recall with a gain of 1-5%. For a minimum support of 3, CM resulted 

in the highest recall with a gain of 1-4%.  

Usually, as the minimum support increases the precision also increases and the recall 

decreases. However, CM exhibited a decrease in precision at support of 3 and the recall remains 

the same across the different support values for method-level IP. This shows that coupling is 

stronger in committed elements than interacted ones because the consequences of not apply the 

required co-changes is more severe than co-interactions. For method-level IP, both CpM and 

CqM resulted in the same performance in both precision and recall. As we can see from equation 

(3.3) and equation (3.4), the number of transactions in the training data sets for CpM and CqM 

are expected to be very close. In the example provided in Section 3.4, for example, the 

cardinality of P is 18 and the cardinality of Q is 17. This similarity in the training datasets of 

CpM and CqM resulted in the same performance across the three support values for method-level 

IP and two out of three support values for file-level IP. 

TABLE 5 presents the average precision and recall for file and method level CP across 

three minimum support values. 
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TABLE 5 

THE AVERAGE PRECISION AND RECALL FOR CP 

Model 

Precision Recall 

File-level Method-level File-level Method-level 

1 2 3 1 2 3 1 2 3 1 2 3 

IM 1 2 3 1 3 6 72 66 64 51 51 46 

CM 3 4 5 19 25 40 68 59 54 55 55 63 

CpM 1 3 3 9 8 11 75 69 67 58 56 54 

CqM 1 3 3 7 8 11 75 69 67 58 55 54 

CrM 1 3 3 6 7 11 76 69 64 59 56 53 

CsM 1 3 2 1 5 11 74 65 60 58 52 51 

At file-level granularity, CM consistently outperformed the other models across the three support 

thresholds with a gain of 2%, 1-2% and 2-3% for minimum support of 1, 2 and 3 respectively. In 

terms of recall, CrM resulted in the highest value at minimum support of 1 with a gain of 1-8%. 

For a minimum support of 2, the three combination models CpM, CqM and CrM resulted in the 

highest recall with a gain of 3-10%. For a minimum support of 3, both CpM and CqM resulted in 

the highest recall with a gain of 3-13%. At method-level granularity, CM resulted in the highest 

precision for minimum supports of 1 (with a gain of 10-18%), 2 (with a gain of 17-22%) and 3 

(with a gain of 29-34%). In terms of recall, CrM resulted in the highest value at minimum 

support of 1 with a gain of 1-8%. For a minimum support of 2, both CpM and CrM resulted in 

the highest recall with a gain of 1-5%. For a minimum support of 3, CM resulted in the highest 

recall with a gain of 9-17%.  

In most of the cases, an increase in minimum support resulted in a decrease in recall. 

However, CM exhibited an increase in recall at support 3 for method-level CP. As we can see 

from Figure 5, the number of file and method level transactions for CM is much larger than the 
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number of transactions for CsM. In the example provided in Section 3.4, for example, the 

cardinality of C is 8 and the cardinality of S is 4. Despite this big difference in the number of 

training transactions, CsM resulted in a higher recall value for both file and method level IP and 

CP. This is due to the fact that coupling is determined not only by the number of transactions in 

the training history but also the number of elements per transaction. From equation (3.6), we can 

see that the training dataset for CsM includes some transactions from the interaction dataset and 

interaction transactions contain more number of elements per transaction than commit 

transactions (as indicated in Figure 4 and TABLE 3).  

Unlike precision and recall, which are measures of accuracy, likelihood measures the 

predictive power of the prediction models. TABLE 6 shows the likelihood results of the six 

models across three minimum support values. 

TABLE 6 

THE LIKELIHOOD RESULTS FOR IP AND CP 

Model 

IP CP 

File-level Method-level File-level Method-level 

1 2 3 1 2 3 1 2 3 1 2 3 

IM 67 57 51 43 29 21 76 66 60 31 22 17 

CM 56 40 25 20 5 1 76 58 41 28 11 4 

CpM 70 61 54 45 31 23 80 73 65 39 26 20 

CqM 70 60 53 45 31 23 80 72 64 40 25 19 

CrM 70 59 50 45 28 18 80 70 62 40 24 18 

CsM 57 50 40 34 18 9 75 65 57 33 18 10 

CpM, CqM and CrM resulted in the highest likelihood for both file-level (with a gain of 3-14%) 

and method-level IP (with a gain of 2-25%) at minimum support of 1. CpM resulted in the 

highest likelihood for file-level IP at minimum support of 2 (with a gain of 1-21%) and 3 (with a 
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gain of 1-29%). CpM and CqM resulted in the highest likelihood for method-level IP at 

minimum support of 2 (with a gain of 2-26%) and 3 (with a gain of 2-22%). Similar to file-level 

IP, CpM, CqM and CrM resulted in the highest likelihood (with a gain of 4-5%) for file-level CP 

at threshold 1. CpM resulted in the highest likelihood for both file-level at support threshold 2(1-

15%) and 3(1-24%), and method-level at support threshold 2(1-15%) and 3(1-16%) CP. 

In general, IM and the combination models outperformed CM in terms of likelihood 

across all level of support thresholds. The likelihood values for method-level predications are 

much smaller than file-level predictions for both IP and CP, even the likelihood values at 

minimum support 3 for file-level predictions are greater than the likelihood values at minimum 

support 1 for method-level predictions. CM in particular exhibited a very low likelihood value 

for method-level predictions. This indicates that finer level commit and interaction predictions 

based on historical information is a challenging task. The recall characteristics observed between 

CM and CsM in TABLE 5 is also observed for likelihood in TABLE 6. This is also due to the 

fact that the likelihood of a model is directly related to the number of association rules mined 

from the training dataset; the more number of association rules, the more likely a model guess 

couplings. And the number of association rules is directly related to the number of elements per 

transaction in the training dataset, resulting CsM to exhibit higher likelihood values than CM.  

4.6.1 Interaction Prediction (IP) 

The average precision and recall values were plotted on a precision-recall curve for the 

file and method levels granularity. From Figure 6, we can see that IM and the combination 

models resulted in a similar performance for file-level IP with the exception of CM, the line 

isolated from the rest of the models indicating a higher precision and a lower recall at each 

support threshold. 
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Figure 6. Precision-recall chart for file-level IP. 

Each data point represents the average precision and recall for all the predictions in the testing 

set. The lines connecting each precision-recall pair at each support threshold show the trade-off 

between precision and recall. Figure 7 also shows the precision-recall curve for method-level IP, 

which has a similar pattern with file-level IP.  

 

Figure 7. Precision-recall chart for method-level IP. 
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CpM and CqM exhibited the same performance for method-level IP. Both file and method level 

precision-recall curves exhibited a linear patter in the tradeoff between precision and recall.  

TABLE 7 shows the outcome of the ANOVA test for both file and method level IP at a 

minimum support of 1. 

TABLE 7 

A HEAT-MAP SUMMARIZING HYPOTHESIS TEST RESULT FOR IP 

 

 

From  

 

 

 

 

 

TABLE 7, we can see that there are statistically significant differences between CM and the 

other models in terms of precision at both file and method level granularity. Therefore, both H0-

1and H0-3 are rejected. There are also statistically significance differences between CM and the 

other models in terms of recall at the file-level granularity; however, there is no statistically 

significant different at the method level granularity. Therefore, H0-2 is accepted and H0-4 is 

rejected. 

4.6.2 Commit Prediction (CP) 

Similar to IP, the average precision and recall values were plotted on a precision-recall 

curve for the file and method levels granularity. As we can see from Figure 8, three models (CP, 

2       2       1 – IM 
3     3     2 – CM 
4       4       3 – CpM 
5       5       4 – CqM 
6       6       5 – CrM 
 1 2 3 4 5   1 2 3 4 5  6 – CsM 

A. Precision   B. Recall   
Note: the color in each cell indicates whether significant differences exist at method and file levels 
of granularity. Black – significant difference exists for both method and file levels of granularity; 
dark-gray – significant difference exists for only the file-level granularity; light-gray – significant 
difference exists for only the method-level granularity; white – no significant difference were 
detected for both method and file levels of granularity. 
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CpM and CqM) exhibited a similar performance for file-level CP. Unlike file-level IP, IM 

performed well below the combination models. 

 

Figure 8. Precision-recall chart for file-level CP. 

As shown in Figure 9, CM outperformed the other models in terms both precision and recall at a 

minimum support of 3, the only time such scenario has been observed.  

 

Figure 9. Precision-recall chart for method-level CP. 
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From TABLE 8, shows the outcome of the ANOVA test for both file and method level CP at a 

minimum support of 1, we can see that there are statistically significant differences between CM 

and the other models in terms of precision at both file and method levels. There are statistically 

significant differences in precision between IM and each of CpM, CqM and CrM at the method-

level CP.  Also, statistically significant differences were observed between CpM and each of 

CsM, CqM and CsM in terms of precision at the method-level CP. Therefore, both H0-5 and H0-

7are rejected. There are also statistically significant differences between CM and each of CpM, 

CqM and CrM in recall at the file level. Therefore, H0-6 is rejected and H0-8 is accepted. 

TABLE 8 

A HEAT-MAP SUMMARIZING HYPOTHESIS TEST RESULT FOR CP 

 

 

 

 

 

 

4.6.3 Answering Research Questions (RQs) 

To answer the research questions, the performances of the different prediction models for 

predicting each of the four testing sets were examined. In answering RQ 1, the average 

performances of IM and CM for IP and CP across the three support thresholds were compared at 

the file and method levels of granularity. For the file-level IP, IM performed better than CM with 

2       2       1 – IM 
3     3     2 – CM 
4       4       3 – CpM 
5       5       4 – CqM 
6       6       5 – CrM 
 1 2 3 4 5   1 2 3 4 5  6 – CsM 

Precision   Recall   
Note: the color in each cell indicates whether significant differences exist at method and file 
levels of granularity. Black – significant difference exists for both method and file levels of 
granularity; dark-gray – significant difference exists for only the file-level granularity; light-gray 
– significant difference exists for only the method-level granularity; white – no significant 
difference were detected for both method and file levels of granularity. 
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16% and 18% improvements in recall and likelihood respectively. However, IM exhibited a 3% 

decrease in precision. For the method-level IP, CM performed better than IM with an 11% 

increase in precision; however, at a loss of 4% in recall. For the file-level CP, IM outperformed 

CM with a gain of 8% in recall and 9% in likelihood; however, at a loss of 2% in precision. For 

the method-level CP, CM outperformed IM with a gain of 24% in precision and 8% in recall; 

however, at a loss of 9% in likelihood. In both cases, CM is better in terms of precision and IM is 

better in terms of recall except method-level CP.  

Whether to use IM or CM depends on the programmer and the objective of the task. For 

an experienced programmer who knows the system she is working on, a larger list of 

recommendations by IM is helpful as she can use her prior knowledge to further refine the 

imprecise suggestions. However, for programmers who are new to a system, the more precise 

suggestions by CM is the better option. If a maintenance task is intended to resolve a defect, it is 

more likely that the section of code to apply the fixes can be determined easily by logging or 

stack traces. So, CM is better than IM because the more precise nature of CM can enable a 

programmer to verify the applied changes have been necessary and all the necessary changes 

have also been complete. On the other hand, if a maintenance task is intended to implement an 

enhancement request, it is very difficult to identify the section of code to change or interact with. 

In this case, IM is better because as it provides a broader list of suggestions to start with.  

In answering RQ 2, the average performances of the combined models across the three 

thresholds were compared with the average performances of IM for IP and with the average 

performances of CM for CP. For the file-level IP, the combination models outperformed IM with 

1%, 1%, and 4% gain in precision, recall, and likelihood respectively. For the method-level IP, 

combination models outperformed IM with a gain of 4% in precision, 1% in recall, and 2% in 
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likelihood. The combination models did not register a promising result for IP. The maximum 

performance gains by the combined models are a 4% gain in both precision and likelihood for 

file and method level IP respectively. The combination models; however, showed a promising 

result for file-level CP displaying an 11% and 15% increase in recall and likelihood with a 1% 

trade off in precision. For the method-level CP, CM performed better than combination models 

because it exhibited 19% and 1% gains in precision and recall respectively with a loss of 14% in 

likelihood indicating that CM makes infrequent suggestions. CM is the best option for method-

level CP unless frequent suggestions are absolutely important. The combination models did not 

register a promising result for IP. The maximum performance gains by the combined models are 

a 4% gain in both precision and likelihood for file and method level IP respectively. The 

combination models; however, showed a promising result for file-level CP.  

In answering RQ 3, the average performances of the combined models across the three 

thresholds were compared with each other for the file and method levels of IP and CP. For the 

file-level IP, the difference in precision of the four combined models is 1%, and the differences 

in recall are between 1% and 2%. For the method-level IP, the differences in precision of the 

four combined models are between 1% and 2%, and the difference in recall is at most 3%. For 

the file-level CP, the difference in precision of the four combined models is 1%, and the 

differences in recall are between 1% and 5%.  For the method-level CP, the differences in 

precision of the four combined models are between 1% and 2%, and the difference in recall is at 

most 2%. Significant differences are observed only for the precision of method-level CP between 

CpM and CsM, and between CqM and CsM. This clearly indicates that the use of different kinds 

of combination models based on bug Id did not result in significant differences across the board. 
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Overall, CpM and CqM are better in terms of recall and likelihood whereas CrM and CsM is 

better in terms of precision. 
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CHAPTER 5 

 

THREATS TO VALIDITY 

 
 

Internal, construct, and external factors might have affected the outcome of the empirical 

evaluation of the prediction models. About ten potential threats to validity, that could have 

impacted the results of the empirical study, were discussed below. 

5.1 Incomplete or Missing Interaction History 

In theory, it may appear that there should be more interaction transactions than commit 

transactions; however, it was not the case for the Mylyn project, the subject of the empirical 

analysis. Although, a common period was considered for extracting interaction and commit data, 

the number of commit transactions is significantly higher than the number of interaction 

transactions. This difference may not be the result of a single task getting defined for multiple 

commits because there are many cases in which committed files have never been part of the 

corresponding interaction transactions.  In Figure 2 (4), for example, one of the commit 

transactions contains two files, BugzillaRepositoryConnector.java and BugzillaTaskDataHandler 

.java, in which neither of them belongs to any of the corresponding interaction transactions. 

5.2 CVS to SVN Conversion 

CVS2SVN uses a sliding window approach to group individual file commits into atomic 

commit sets[34]. In doing so, some commits could have been falsely identified to the wrong set. 

It may split a supposedly one commit set into two or more groups of atomic commits. For the 

same period, there are 1366 more commit transactions than the number of interaction histories. 

This difference could be due to the errors introduced by CVS2SVN tool, splitting an atomic 

commit into multiple ones. It is very difficult to measure the error introduced by the tool. As a 

result it is pointed out as a possible source of error for future investigation. 
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5.3 Training and Testing Set Split 

A split ratio of 1:3 between training and testing sets was considered. The impact of 

different split ratios and the amount of histories to consider were not investigated in this 

research. It is possible that a different split point could produce different results. In addition, a 

different set of history, such as the recent two years of history instead of four years, might have 

been a different outcome.  

5.4 Performance Metrics 

Precision and recall metrics were used individually to assess the performance of the 

models. One could also use other derived metrics such as F-measure; however, the impact of 

these two orthogonal metrics could not have been analyzed as F-measure is inherently very close 

to the lower value.  

5.5 Only Single System Analyzed 

The empirical study was done on a single system, Mylyn. This is primarily because of the 

lack of adequate interaction information on most of the open source projects. In all the Eclipse 

and Apache projects, Mylyn has the most number of interaction history information adequate 

enough for this research. If another system could have been investigated, a different result might 

have been observed. 

5.6 Only Java Elements Considered 

For the purpose of detecting coupling at a finer granularity level (i.e., method-level), the 

study focused only on Java elements. If other elements were to be included, such as 

documentations, web searches, and non-java elements, the result could be different.  

5.7 Explicit Bug Id Linkage 
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An interaction trace and a commit transaction were related if there was an explicit bug id 

mentioned in them.  It is possible that transactions may be associated with commits without the 

bug id explicitly mentioned.  Other relating properties, such as the closeness of the interaction 

history attachment and the commit time stamp, were not investigated in this research.  

5.8 Data Extraction Errors 

Two different tools were used to extract method level transactions from interaction traces 

and commits (as described in Section 3.3). Both tools were adequately vetted; however, it is 

possible unforeseen and unnoticed error rates between the two tools might have been different. 

5.9 Metrics computation 

As mentioned in Section 4.4.1, the precision and recall metrics for an IP and CP were 

computed differently due to the fact that the first entity to be interacted with is known for an IP 

testing transaction and unknown for CP testing transaction. This fact may have been contributed 

towards the variations in the observed results among the prediction models. An attempt was 

made to determine the first entity to be changed using the corresponding interaction history; 

however, this technique has its own shortcomings due to the lack of one-to-one correspondence 

between commit and interaction transactions.     
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CHAPTER 6 

 
CONCLUSION AND FUTURE WORK 

 
 

6.1 Conclusion 

We proposed an approach to mine evolutionary couplings by combining interactions and 

commits.  We investigated four models for combining these two types of histories. Moreover, we 

empirically compared the performance of individual interaction and commit prediction models, 

and their combinations, using 4 years of interaction and commit histories from the Mylyn project.  

Our findings on individual models include a) the commit model can predict interactions with a 

higher precision than the interaction model at both file and method levels of granularity, b) the 

interaction model can predict commits with a higher recall than the commit model at the file-

level granularity. We also observed that the combination models were quite effective in commit 

predictions in terms of recall. We did not observe a single combination model outperforming the 

individual models in terms of both recall and precision. 

6.2 Future Research 

 In this research, both interaction and commit histories were utilized in an attempt to find 

a more accurate evolutionary coupling detection technique than existing approaches. Since 

models which record programmers activities are a recent phenomenon, the combination approach 

for MSR research is also a recent activity. Future impact analyses researches can utilize the 

advantage of having interaction information to further improve existing MSR model. In this 

research, a few of the possibilities for future study are presented.  

6.2.1 Combination Techniques 

In this study, the bug Id was used to identify related interaction and commit transactions. 

However, this technique has a shortcoming if a bug Id is not explicitly mentioned in each 
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commit transaction. In the future, additional investigations are required to identify common 

parameters to related history with atomic commits. For example, if a commit and an interaction 

transaction contain the same elements, by the same developer and created in a very close 

timeline, they can be declared as related.  

6.2.2 Sources of Information 

Individual approaches have been developed for coupling predictions. The individual 

approaches have been primarily based on structural (which is already implemented in IDEs such 

as Eclipse) and dynamic analysis, and change and interaction repository mining. In this research, 

only the last two source of information were used to mine evolutionary coupling. A future work 

can include static and dynamic information to converge the four individual models into a single 

model, which may yield a more accurate technique for detecting couplings. 

6.2.3 Extending the Approach to Other Domains 

There is also a plan to investigate the viability and applicability of combined models 

starting with a textual description of a change request.  Instead of waiting to detect a coupling 

until a developer start interacting or changing the system, it would be a great idea to use the 

textual description of the change request as input and product the recommendation set. There is 

also a plan to use the interaction and commit data for developer recommendation. That means, 

instead of simply generating a recommendation list of elements, the future study can also 

recommend a corresponding developers for each element in the recommendation set. 
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